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Abstract
Over the last decade, the concept of cloud computing found widespread adoption as a way to provide software services to customers. Elasticity, i.e., the
possibility to rapidly adapt the amount of utilized computational resources
to changing workloads, is often named as one of the major reasons for using
cloud computing. Specialized resource provisioning approaches help to improve
elasticity. This thesis focuses on the resource-eﬃcient execution of business processes on elastic cloud-based computational resources and the redundant and
cost-eﬃcient storage of data on elastic cloud storage services.
Nowadays, business processes and Business Process Management Systems are
an integral part of almost every organization. Business Process Management
Systems are often relying on heavyweight Virtual Machines as cloud-based execution environment or are not utilizing elastic cloud resources at all, leading
to limited elasticity. In this thesis, we propose a novel approach by using
lightweight containers as cloud-based execution environment, which decreases
the required resource consumption and increases the elasticity in comparison
to Virtual Machines. We develop an elastic Business Process Management System and an accompanying resource provisioning approach that optimizes the
execution of concurrent business processes for resource eﬃciency while processspeciﬁc Service Level Agreements are fulﬁlled. By thoroughly evaluating the
approach, we show that a cost saving of more than 20% can be achieved.
Due to the high elasticity, availability, durability, and low IT maintenance cost,
cloud storage services have gained popularity in recent years. However, the
decision which cloud storage service is the most suitable one is not trivial and
relying on only one cloud storage service involves the risk of vendor lock-in. One
solution to avoid this, is the redundant usage of diﬀerent cloud storage services.
In this thesis, we propose three diﬀerent resource provisioning approaches that
dynamically store data in a cost-eﬃcient way on multiple cloud storage services,
by considering customer-deﬁned Service Level Agreements and monitored data
access patterns. Furthermore, specialized long-term storage services are considered for not or rarely used data. In the evaluation, we show that our approach
has the potential to achieve a cost saving of 30% to 50%, depending on the
baseline.
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Kurzfassung
Cloud Computing hat in den letzten Jahren stark an Beliebtheit gewonnen.
Dabei ist speziell Elastizität, d. h. die Möglichkeit, die Menge der genutzten
Ressourcen schnell an wechselnde Anforderungen anpassen zu können, einer der
meistgenannten Hauptvorteile von Cloud Computing. Elastizität kann durch
spezielle Ansätze zur Ressourcenbereitstellung unterstützt werden. In dieser
Dissertation konzentrieren wir uns auf die ressourceneﬃziente, Cloud-basierte
Ausführung von Geschäftsprozessen und die redundante und kostengünstige
Speicherung von Daten in der Cloud.
Geschäftsprozesse und Business Process Management Systeme sind heutzutage
ein integraler Bestandteil vieler Unternehmen. Business Process Management
Systeme verwenden dabei oft Virtuelle Maschinen als Cloud-basierte Ausführungsumgebung oder sogar überhaupt keine Cloud-Ressourcen, was die Elastizität einschränkt. In dieser Dissertation erarbeiten wir einen Ansatz, der
Container als Cloud-basierte Ausführungsumgebung verwendet, wodurch, im
Vergleich zu Virtuellen Maschinen, der Ressourcenverbrauch gesenkt und die
Elastizität verbessert wird. Hierfür entwickeln wir ein elastisches Business Process Management System und einen Optimierungsansatz, der die Ausführung
von Geschäftsprozessen im Hinblick auf Ressourceneﬃzienz optimiert und dabei
prozessspeziﬁsche Service Level Agreements berücksichtigt. In der Evaluierung
zeigen wir, dass eine Kosteneinsparung von mehr als 20% erreicht werden kann.
Aufgrund der Elastizität, Verfügbarkeit, Beständigkeit und den geringen ITWartungskosten haben sich Cloud-Speicher in den letzten Jahren immer mehr
durchgesetzt. Die Entscheidung, welcher Cloud-Speicher am besten geeignet ist,
ist jedoch nicht trivial und die Verwendung von nur einem Speicher bringt das
Risiko eines Vendor Lock-ins mit sich. Ein Weg um dies zu vermeiden, ist die
redundante Nutzung verschiedener Cloud-Speicher. In dieser Dissertation präsentieren wir drei Optimierungsansätze für die kostengünstige Platzierung der
Daten auf Cloud-Speicher, wobei kundendeﬁnierte Service Level Agreements
und Zugriﬀsmuster berücksichtigt werden. Des Weiteren werden spezielle Langzeitspeicher für Daten mit geringer Zugriﬀsfrequenz berücksichtigt. In der Evaluierung zeigen wir, dass unser Ansatz das Potenzial hat, je nach Baseline, eine
Kosteneinsparung zwischen 30% und 50% zu erreichen.
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USD United States Dollar
ViePEP Vienna Platform for Elastic Processes
ViePEP-C Vienna Platform for Elastic Processes on Containers
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YAWL Yet Another Workﬂow Language

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Core Publications
This thesis is based on work published in scientiﬁc conferences, workshops and
journals. These papers provide the core of this thesis and are listed here only
once and not explicitly referenced throughout this thesis. Parts of these papers
are contained in verbatim. Please refer to Appendix A for a full publication list
of the author of this thesis.
• Philipp Waibel, Christoph Hochreiner, Stefan Schulte. Cost-Eﬃcient
Data Redundancy in the Cloud. In 9th IEEE International Conference
on Service Oriented Computing and Applications (SOCA), 2016, pages
1–9.
• Philipp Waibel, Johannes Matt, Christoph Hochreiner, Olena Skarlat,
Ronny Hans, Stefan Schulte. Cost-Optimized Redundant Data Storage
in the Cloud. In Service Oriented Computing and Applications, 2017,
Volume 11, Number 4, pages 411–426.
• Philipp Waibel, Anton Yeshchenko, Stefan Schulte, Jan Mendling. Optimized Container-based Process Execution in the Cloud. In 26th International Conference on Cooperative Information Systems (CoopIS), 2018,
pages 3–21.
• Philipp Waibel, Svetoslav Videnov, Michael Borkowski, Christoph Hochreiner, Stefan Schulte, Jan Mendling. Process Simulation for Machine
Reservation in Cloud Manufacturing. In 16th IEEE International Conference on Industrial Informatics (INDIN), 2018, pages 270–277.
• Philipp Waibel, Christoph Hochreiner, Stefan Schulte, Agnes Koschmider, Jan Mendling. ViePEP-C: A Container-based Elastic Process Platform (accepted for publication). IEEE Transactions on Cloud Computing,
2020, Volume NN, Number N, pages NN–NN.

xxiii

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

CHAPTER

1

Introduction
Over the last decade, cloud computing found widespread adoption as an innovative way to provide software services to customers and organizations [18, 40, 145,
168]. Especially in scenarios with rapidly changing workloads, e.g., business
process execution, video streaming, data storage, massively multiplayer online
games, or social media, cloud computing has shown its vast potential. With
cloud computing, the traditional computing paradigm is “being transformed to
a model consisting of services that are commoditized and delivered in a manner
similar to traditional utilities such as water, electricity, gas, and telephony” [40].
In this sense, cloud computing oﬀers from computational resources (e.g., Central Processing Units (CPUs), Random Access Memory (RAM), or storage) to
software services everything in an on-demand, utility-like fashion, and with a
pay-per-use model through metered services [18, 40]. Developers and software
service providers can use these computational resources without signiﬁcant capital outlays in hardware or the expertise in operating such systems [18]. Instead,
the required computational resources can be leased and released at the time
they are needed and, due to the pay-per-use model, only the leased amount of
resources have to be paid.

Cloud Computing

The elasticity characteristic of the cloud is one of its major features [58, 93,
145]. Elasticity describes the characteristic of a system to be able to rapidly
adapt to changes in the workload by automatically increasing or decreasing the
amount of utilized computational resources, so that the resources match the
current demand as closely as possible [93]. In this way, a software system that
elastically uses resources, in the following called elastic system, can deliver a
deﬁned Quality of Service (QoS) while lowering the resource consumption and,
thus, the cost [127, 168].

Elasticity

In comparison to the elastic usage of computational resources, systems with
ﬁxed amounts of resources often result in a state of over- or under-provisioning,
1
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especially in cases of rapidly changing workloads. Over-provisioning describes
the situation in which more resources are available than needed, resulting in unnecessary cost. Under-provisioning describes the situation when less resources
are available than required, which harms the QoS. Elasticity prevents the issue of over- or under-provisioning by matching the utilized resources with the
current demand.

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Resource
Provisioning

While cloud computing oﬀers a platform for elastic systems, by means of providing an easy and fast way to lease and release computational resources, specialized resource provisioning approaches are needed to control the elasticity. These
provisioning approaches decide when and how many resources should be leased
or released to adapt the amount of utilized resources to the demand [127, 168].
Examples of such elastic systems can be found for diverse ﬁelds, e.g., business
process execution [35, 184, 216], data storage [160, 196, 234], massively multiplayer online games [165], or Web applications [17, 97, 100].
As these publications show, depending on the use cases diﬀerent specialized
resource provisioning approaches are required to fully utilize elasticity. Moreover, a not well-designed elastic system may result in a state of over- or underprovisioning or in oscillation between those two states [14, 127]. As a result, the
system may behave unwanted (e.g., not achieving the desired QoS), utilize the
resources ineﬃciently, and add unexpected cost [111]. Besides, in the general
case the problem of ﬁnding the trade-oﬀ between adequate QoS and cost is
NP-hard [168] which adds an additionaly complexity to the design of an elastic
system.

Research Goals

In this thesis, we extend the ﬁeld of elastic systems and resource provisioning
approaches regarding the execution of business processes and storing data on
cloud resources: First, we develop an elastic system with an accompanying resource provisioning approach that is able to simultaneously execute concurrent
business processes on cloud-based resources in a resource-eﬃcient way. Second,
we investigate how elastic cloud storage services can be used to store data in a
reliable and cost-eﬃcient way.

1.1

Problem Statement

Business Process
Management

The ﬁrst use case of elastic systems that this thesis inquires into is the elastic
execution of business process on containers by using cloud-based resources.

BPMS

Business processes are an integral part of any type of organization, including
product ordering, complex manufacturing [6, 182], and various other kinds of
processes [65]. Business Process Management (BPM) and Business Process
Management Systems (BPMSs) support organizations with a ﬂexible approach
of composing services [184], by the help of control structures such as decision
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points, concurrent paths or loops [3], and by providing components for the
execution and monitoring of business processes [217].
Traditional BPMSs use ﬁxed amounts of computational resources to execute
business processes and, thus, have to cope with the problem of over- or underprovisioning. To mitigate this problem, modern BPMSs are utilizing cloud
resources and resource provisioning approaches—often provided by additional
external components—for the elastic execution of business processes [184]. This
turns a BPMS into an elastic system, which is then called an Elastic Business
Process Management System (eBPMS), and the executed business processes
into so-called elastic processes [66]. To provide a high elasticity, the execution
of the eBPMS and the execution of the elastic processes are often separated on
diﬀerent cloud resources, e.g., [95], but they can also share similar resources,
e.g., [174]. While both approaches provide a way to execute elastic processes,
the ﬁrst approach provides a more ﬁne granular way of executing elastic processes, while the latter provides the means to achieve a higher isolation between
diﬀerent tenants. This thesis will concentrate on the approach of a separate execution of the eBPMS and the elastic process on diﬀerent cloud resources to
make use of this ﬁne granular characteristic. Independent of how the cloud
resources are utilized, the elasticity characteristic of an elastic system provides
an eBPMS with the means to elastically adapt the utilized resources to the
demand of the elastic processes. This stands in contrast to traditional BPMSs
that are often executing the BPMS and the business processes on the same
computational resources.
State-of-the-art eBPMSs, e.g., [84, 95, 106, 224], apply Virtual Machines (VMs)
as computational entities for the execution of elastic processes in the cloud.
While this already leads to a level of ﬂexibility and scalability not achievable
with a ﬁxed amount of computational resources, each VM needs its own Operating System (OS), which makes them heavyweight. This requirement leads to
an additional overhead of computational resources, additional execution cost,
and increased deployment and start-up times. Eventually, this reduces the ﬂexibility and ad hoc elasticity that an eBPMS can provide [90, 136]. The usage
of containers instead of VMs promises to mitigate this problem. A container
is a lightweight virtualization of computational resources that eliminates the
requirement of an own OS [63, 159]. The omission of the OS allows containers
to adapt faster to changing requirements than VMs [26, 187, 226].
Despite the beneﬁts an eBPMS that exploits containers could provide, to the
best of our knowledge, surprisingly little eﬀort has been spent investigating the
ﬁeld of container-based eBPMSs. As discussed above, most state-of-the-art approaches focus on the usage of VMs instead of containers. Thus, they have to
accept the drawbacks of VMs. Only a few studies have already addressed the
topic of elastic process execution on containers, e.g., [35]. However, the publications so far are mainly simulation-based and do not consider Service Level

eBPMS and
Elastic Process

Container

Container-based
eBPMS
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Agreements (SLAs), e.g., the process execution deadline. Until now, to the best
of our knowledge, there is no approach regarding an eBPMS architecture that
utilizes containers instead of VMs on a real cloud infrastructure. To further
reap the beneﬁts of containers, appropriate provisioning approaches have to
be devised. These algorithms have to be able to cope with a potentially much
higher amount of containers as compared to coarse-grained VM-based solutions,
e.g., [95, 106, 216]. Hence, new approaches for the execution of elastic processes
on containers are needed.

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Cloud Storage
Services

The second topic that this thesis inquires into is the elastic usage of cloud
storage services in a reliable and cost-eﬃcient way.
Nowadays, companies, government organizations, and private persons use cloud
storage services as an alternative to maintaining their own storage systems [15].
In comparison to an own storage system, a cloud storage service provides a
customer with a highly elastic, available, and durable storage with low IT maintenance cost [81, 122, 193, 234].
Due to the popularity of cloud storage services, there is a large number of cloud
storage service providers [118, 154, 160]. Each provider oﬀers diﬀerent storage
technologies, diﬀerent QoS levels, and diﬀerent pricing models [118, 234]. This
huge diversity makes the decision where the data should be stored, all but
trivial.

Vendor Lock-in

Provider
Unavailability

Relying on only one provider raises another problem, called vendor lock-in [207].
Vendor lock-in describes the situation when a migration from one provider, in
this case cloud storage service provider, to another provider is not possible
without substantial migration cost as well as implementation and administrative eﬀorts. However, in diﬀerent scenarios, e.g., increase in storage price, or
if the customers’ properties evolve over time [7, 25, 177], a provider change
might be necessary. Even more problematic is the situation when a provider
is temporarily unavailable or shuts down the cloud storage service, e.g., [102].
In the worst case, this may lead to a total data loss. One way to prevent the
risk of vendor lock-in and the risk of unavailability is the redundant usage of
diﬀerent storage services [7].
State-of-the-art approaches, e.g., [7, 25, 160, 196, 234], are utilizing elastic
systems with accompanying resource provisioning approaches that dynamically
select several cloud storage services to redundantly store the data so that predeﬁned SLAs are fulﬁlled and the cost are minimized. However, most of them
do not consider the data access patterns that are a signiﬁcant cost factor [234].
The state-of-the-art also does not consider the usage of long-term storage technologies to store not used or rarely used data, according to the access patterns,
which could further minimize the storage cost. Hence, new approaches that
consider long-term storage services and access patterns have the potential to
further improve the elastic storage of data on cloud storage services.

4
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1.2

Research Questions

Building on the challenges identiﬁed in Section 1.1, we formulate three research
questions that provide the foundation for the work presented in this thesis:
Research Question I
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How can containers be utilized for a resource-eﬃcient execution of elastic processes?
As discussed above, containers mitigate the requirement of an own OS. Thus,
containers require fewer computational resources, oﬀer better resource utilization, and faster deployment and start-up times. Therefore, containers are well
suited for the execution of business processes with fast-changing resource requirements.
A corresponding eBPMS that utilizes containers for the execution of elastic
processes needs to fulﬁll several functionalities: (i) An eBPMS has to provide
the functionality to lease and release cloud resources on-demand and deploy the
required containers. (ii) The eBPMS needs a resource provisioning approach
that deﬁnes which cloud resources should be leased and released. For this, the
resource provisioning approach has to create a detailed provisioning plan that
deﬁnes which cloud resources should be used, at which point of time, and for
which part of an elastic process. The creation of this provisioning plan has to
take diﬀerent SLAs (e.g., the process execution deadline) into account. (iii) The
system status, the current request demand, and the execution of the elastic
processes have to be monitored. This monitoring information has to be provided
to the resource provisioning approach. (iv) If necessary, countermeasures have
to be performed if there is a deviation between the provisioning plan and the
real process executions.
Research Question II
How can the cloud-based execution of elastic processes on containers be optimized for resource eﬃciency while considering
predeﬁned SLAs?
While the usage of containers already reduces the resource consumption in
comparison to a VM-based approach, further reductions can be achieved with
optimization algorithms aiming at resource eﬃciency. By analyzing the structure of the elastic processes, an optimization algorithm can perform resource
provisioning and task scheduling steps to plan the utilization of the resources
as eﬃciently as possible. Eventually, this lowers the resource consumption and,
thus, the cost of executing the elastic processes [35]. In addition to the eﬃciency
of the resource utilization, such a resource provisioning and task scheduling al5
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gorithm has to consider predeﬁned SLAs, including possible penalties if the
SLAs are not fulﬁlled.
Most state-of-the-art resource provisioning and task scheduling algorithms for
the execution of elastic processes rely on VMs, leading to more coarse-grained
solutions. Therefore, these approaches are not able to beneﬁt from the potential
of container-based execution of elastic processes with regard to eﬃcient resource
utilization. Hence, novel approaches are necessary to fully utilize the potential
of containers.
Research Question III
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How can the storage of data be achieved in a highly available,
durable, and cost-eﬃcient way by utilizing multiple cloud
storage services?
Due to the high amount and diversity of cloud storage service providers and
according technologies, the decision which provider ﬁts best for a particular use
case, regarding cost eﬃciency and service level, is not trivial. Additionally, the
usage of only one cloud storage service provider entails the problem of vendor
lock-in [177]. The redundant usage of diﬀerent cloud storage services oﬀers a
promising solution for the vendor lock-in issue and increases the availability
and durability of the stored data [7, 195].
However, the redundant usage of multiple cloud storage services increases also
the complexity of selecting the best-ﬁtting storage services. An elastic system
with an accompanying provisioning approach that automatically selects the
best-ﬁtting cloud storage service providers regarding cost eﬃciency and predeﬁned SLAs can take over this task. Such an elastic system also has to consider
that the set of best-ﬁtting storage services may change over time (e.g., due to
a change in the data access patterns [234]), which may require an adaptation
of the selected cloud storage services. For this, monitoring of the data access
patterns is required.

1.3

Scientific Contributions

Guided by the research questions stated in Section 1.2, we make the following
scientiﬁc contributions:
Contribution I
A system design for an eBPMS that oﬀers support for
container-based execution of elastic processes on cloud resources.
6
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Within this contribution, we focus on how the container technology can be
used for the execution of elastic processes. We present the Vienna Platform for
Elastic Processes on Containers (ViePEP-C), which is an eBPMS that utilizes
containers on cloud resources for the execution of elastic processes.

“ViePEP-C: A
Container-based
Elastic Process
Platform” [208]

When an execution of an elastic process is requested, ViePEP-C follows the
Monitor, Analyze, Plan, Execute (MAPE) loop [109]. The eBPMS ﬁrst analyses the process and creates a provisioning plan that contains the information
which cloud resources should be used for the execution of the elastic process at
what point of time. For the creation of the provisioning plan, ViePEP-C uses
a resource provisioning approach. After the creation of the provisioning plan,
ViePEP-C performs the steps deﬁned by the plan, i.e., leases and releases cloud
resources, deploys containers, and starts the execution of software services on
containers. Parallel to the execution of the provisioning plan, the execution
of the elastic process is monitored by ViePEP-C. The monitored elastic process execution information is then used to verify compliance to the provisioning
plan to detect deviations. In addition, ViePEP-C monitors the status of the
cloud resources, e.g., the availability of them. If necessary, e.g., if a cloud resource is not available anymore or there is a deviation between the provisioning
plan and the real execution, countermeasures are performed by ViePEP-C, e.g.,
rescheduling of an execution.
Contribution II
A process execution simulation approach for the calculation
of the execution start and end times of process activities.
For the cloud-based execution of elastic processes, an eBPMS has to predict
future process executions, i.e., plan ahead. For this ahead planning, the knowledge when each process activity, i.e., a single step in a process, has to be executed, is required. In this contribution, we present an approach that calculates
the execution time of each activity by simulating the process execution. As a
motivational scenario, we use this approach to reserve manufacturing machines,
utilized by process activities, in a cloud manufacturing scenario [182].

“Process Simulation
for Machine
Reservation in Cloud
Manufacturing” [211]

Contribution III
A resource provisioning approach for the cloud-based execution of elastic processes on containers.
This contribution deals with the creation of the provisioning plan used by
ViePEP-C. This provisioning plan contains the information which cloud resources should be used at what point of time for the execution of the elastic
processes. For the creation of the provisioning plan, we present a Genetic Algorithm (GA) that performs two steps: First, a task scheduling is performed

“Business Process
Execution
Optimization” [212]
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“ViePEP-C: A
Container-based
Elastic Process
Platform” [208]

to achieve a temporal overlapping of concordant process activities, i.e., activities that require the same software service. Overlapping concordant process
activities are then executed by the same deployed container. Second, a resource
provisioning step deﬁnes the deployment of the containers on cloud resources
in a resource-eﬃcient way, which in the end reduces the charged cost.
Contribution IV
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Three resource provisioning approaches for the redundant
and cost-eﬃcient storage of data in the cloud.
“Cost-Efficient Data
Redundancy in the
Cloud” [209]
“Cost-Optimized
Redundant Data
Storage in the
Cloud” [210]

For the redundant and cost-eﬃcient storage of data on cloud storage services,
this contribution presents diﬀerent provisioning approaches. The provisioning
approaches—two Mixed Integer Linear Programming (MILP) approaches and
one heuristic—optimize the placement of the data on diﬀerent cloud storage
services in a way that high availability and durability are achieved while the
cost, i.e., data storage and transfer cost, are minimized. The algorithms use the
metadata of the data, e.g., the size, and information about the access patterns
of the data to decide the best storage solution considering standard storage
services and long-term storage services.
In addition, we present a cloud storage middleware, called Cost-Eﬃcient Data
Redundancy in the Cloud (CORA), that is situated between a customer and
the cloud storage services. CORA performs the data access and uses the provisioning approaches to select the storage location. Furthermore, CORA continuously monitors the usage of the stored data and dynamically rearranges the
placement.

1.4

Thesis Structure

The remainder of this thesis is structured as follows: Chapter 2 provides background information about elastic computing, cloud computing, and BPM. Subsequently, a motivational scenario is presented in Chapter 3. This motivational
scenario is used to describe the high-level requirements for the concepts presented and will be used throughout the thesis. Chapter 4 introduces the eBPMS
platform ViePEP-C (Contribution I). Afterwards, Contribution II, which is an
essential part for the resource provisioning approach, is discussed in Chapter 5.
The resource provisioning approach for the execution of elastic processes (Contribution III) is presented in Chapter 6. Chapter 7 discusses Contribution IV,
by, ﬁrst, introducing the cloud storage middleware CORA and, second, introducing three provisioning approaches regarding the placement of data on cloud
storage services. Eventually, Chapter 8 concludes this thesis by discussing the
presented contributions in light of the research questions and provides an outlook on future research directions.
8
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CHAPTER

2

Background
In this chapter, we introduce the general background information necessary to
understand the contributions of this thesis. In particular, we ﬁrst present the
basic concepts of elastic computing. For this, we discuss what scalability is and
then lead over to elasticity and elastic systems. Subsequently, we deﬁne what
cloud computing is and describe the cloud technologies used in this thesis, i.e.,
VMs, containers, and cloud storage services. We then conclude this chapter
with background information about BPM.

2.1

Elastic Computing

In general terms, elasticity deﬁnes the ability of a system to automatically adjust
some variables in response to the change of other variables. While elasticity is
originally deﬁned in physics and is also used in other ﬁelds, e.g., economic
theory, it has been transferred to the computing domain where it is delivered
as one of the key properties of cloud computing [93].
As has been brieﬂy discussed in Chapter 1, rapidly changing requirements in
computational resources might leave traditional systems with ﬁxed resources in
a state of over- or under-provisioning of computational resources [66]. In the
case of over-provisioning, more resources are provisioned than required, depicted
in Figure 2.1a. While the additional computational resources can be seen as
a buﬀer and a beneﬁt if more resources are needed at a later point in time,
e.g., during peak times, they entail unnecessary cost. Under-provisioning, on
the other hand, describes the situation when more computational resources are
required than provided, depicted in Figure 2.1b. Eventually, under-provisioning
harms the QoS and leads to denial of service in the worst case.
9
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(a) Over-Provisioning

(b) Under-Provisioning

Figure 2.1: Provisioning of Fixed Resources
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Scalability

Horizontal
Vertical
Scaling

The ability to operate with diﬀerent scales, in terms of the number of user
requests, amount of data, processing rate, system size, or geographical coverage,
are essential aspects of a distributed system. Thereby, a scalable system should
not only operate, but operate eﬃciently and with adequate QoS independent
of the scale of the system, i.e., avoid under-provisioning [64, 105]. To guarantee
an adequate QoS with diﬀerent scales, also when the workload increases, a
scalable system may increase the amount of used computational resources if
required [93]. The scaling of the computational resources can be done either
horizontally or vertically [168]. By performing horizontal scaling, a system is
scaled by adding or removing computational units, e.g., VMs. A horizontal
scaling approach, often also includes a load balancer or master node that is
distributing requests between the scaled instances [68]. In the case of vertical
scaling, the number of computational resources, e.g., CPU cores, memory, or
storage, utilized by a computational unit, e.g., VM, is increased or decreased.
Depending on the system that performs the scaling and the system that is scaled,
this vertical scaling can be done without shutting down the scaled system [168].
However, vertical scaling is limited by the amount of available computational
resources on the physical computer hosting the computational unit [68]. If a
system is not able to cope with an increase in workloads by adding additional
computational resources, or the extra cost (e.g., monetary, response time or
overhead in processing) are excessive, the system is called unscalable [32].
The guarantee of adequate QoS, independent of the workload, makes scalability
one of the major features of distributed systems [18, 105]. Scalability is a timefree notion and, thus, does not deﬁne how fast a system responds to an increase
in workload [93, 101].

Elasticity

10

Elasticity is deﬁned by diﬀerent authors in diﬀerent ways, e.g., [18, 145]. Herbst
et al. [93] collect these deﬁnitions and deﬁne elasticity as follows: “Elasticity is
the degree to which a system is able to adapt to workload changes by provisioning
and deprovisioning resources in an autonomic manner, such that at each point
in time the available resources match the current demand as closely as possible.”
Therefore, elasticity adds the characteristic of time and how closely the available
resources match the current demand to scalability. In this respect, elasticity
overcomes the problem of over- and under-provisioning by elastically leasing

2.1. Elastic Computing
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Figure 2.2: Elastic Provisioning
and releasing the computational resources according to the current demand, as
depicted in Figure 2.2. It has to be noted that the system depicted in Figure 2.2
is an idealized elastic system, and such a linear adaptation of the computational
resources might not be possible. For instance, in practice the scaling of CPU
cores is normally done in integer steps, e.g., 3 or 4, and not in decimal steps,
e.g., 3.67. Eventually, the elasticity of a system ensures an overall system’s QoS
while minimizing the resource consumption, which lowers the cost charged for
the resource consumption [53, 58, 93, 115].
The QoS requirements are often described in a SLA between the service provider
and consumer. A SLA consists of one to many Service Level Objectives (SLOs)
that deﬁne speciﬁc measurable characteristics of the SLA, e.g., service availability, or service response time [107, 176]. Often, penalties are deﬁned if the QoS
is not achieved, e.g., a service is not available [40, 141].
Besides the resource elasticity discussed above, elasticity also targets cost (cost
elasticity) and quality (quality elasticity) which makes it a multi-dimensional
issue [52, 66]. Quality elasticity describes how the quality of a result changes
when the amount of provisioned resources changes. Furthermore, cost elasticity
describes the responsiveness of cost to changes in the amount, type, and usage
duration of the provisioned resources. By considering all three dimensions, a
user can set diﬀerent elasticity requirements. For instance, a user may specify
a maximum budget that may not be exceeded. If the budget limit is reached,
the amount of used resources may be decreased, which might lead to lower QoS.
Another example regarding quality elasticity are optimization heuristics that
return approximations of the optimal result, e.g., GAs [218]. Such algorithms
may beneﬁt from additional computational resources in a way that the quality
of the result improves, i.e., a better approximation of the optimal result.

Resource, Cost, and
Quality Elasticity

The three elasticity dimensions (resource, cost, and quality) depend on each
other [52, 66]. Changing one dimension, e.g., increasing the amount of used
resources, aﬀects the other dimensions as well, e.g., leads to changes in QoS and
the overall cost. Therefore, an optimal solution, i.e., low resource consumption
with low cost and high QoS, can not always be achieved [127]. Sometimes
compromises have to be accepted, e.g., accepting slightly higher cost for an
11
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adequate QoS level. An optimal solution fulﬁlls the deﬁned SLAs while holding
the cost low.
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Elastic System
Challenges

An elastic system that considers resource, cost, and quality elasticity at the
same time and manages to handle the interdependency between them, can be
of great beneﬁt. However, a not well-designed elastic system may result in inefﬁcient utilization of resources, in unwanted system behavior, or in unexpected
cost [111]. In the following, we will discuss some challenges associated with
elastic systems.

Performance Metrics
Acquiring Challenge

To hold the deﬁned QoS level while preventing unwanted cost the continuous
monitoring [8] of diﬀerent performance metrics and re-planning are essential
features for an elastic system. However, inaccurate monitoring information can
lead to misbehavior of the elasticity process, e.g., instead of scaling down (release resources) the system scales up (leasing more resources), which increases
the overall cost. In this respect, also the type of performance metrics has to be
considered. In general, these metrics can be separated into low-level and highlevel [168]. The low-level metrics concern the execution environment. Typical
metrics are, for instance, the utilization of CPU, RAM, or network traﬃc [12,
53]. These metrics are normally obtainable via special Application Programming Interfaces (API) or by monitoring tools on the OS level. However, it can
be a non-trivial task to infer from low-level metrics that a SLA is fulﬁlled or
not [168]. High-level metrics are observed on the application level. Common
metrics at this level are the average response time, service time, or throughput [12, 53]. However, in case of the high-level metrics it can be a non-trivial
task to estimate the amount of required resources to fulﬁll the SLAs [168]. Another aspect that has to be considered is the performance overhead that the
continuous acquiring of the metrics involves [127]. This additional overhead
might need additional computational power, thus, might add additional cost.

Speed of Scaling
Challenge

Another crucial point for elastic systems is the speed of scaling, i.e., how fast
new resources can be leased or released [93]. For instance, deploying and booting
a VM might need several minutes [94, 136]. In addition to the delay due to
scaling the computational resources, e.g., a VM, the system might also need
some time to reconﬁgure and react to the scaling. Regarding horizontal scaling
and depending on the system design, i.e., if it is stateful or stateless, the system,
or parts of the system, might need some down time to reconﬁgure [68]. In case
of vertical scaling, a change of the utilized computational resources might also
require a down time of the system running on the particular VM [68]. Such a
partial or complete downtime of the system incurs a delay in which the system
can not be fully used. However, the computational resources are already utilized,
which causes cost [33, 136]. Moreover, not considering the speed may lead to
situations where the eﬀect of adding new resources might arrive too late and
SLA violations have already occurred if the SLAs are strict [53].

12

2.1. Elastic Computing

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Another unwanted eﬀect of not considering the speed might be an oscillation
between under- and over-provisioning. Oscillations can occur if another scaling
operation takes place before the eﬀects of an earlier scaling did settle [13, 30,
127, 168]. To avoid oscillations, a cooldown period, i.e., a minimum period
between two scaling operations, can be used [74, 168]. Another way to avoid
oscillation is by dynamically adjusting the scaling parameters, e.g., dynamically
adapting the down scaling thresholds [120] or by using a factor that controls
the aggressiveness of the scaling [158].
Another challenge regarding elasticity is the precision in which the available
resources can be matched to the current demand [50, 93]. As has been brieﬂy
discussed above, depending on the computational resources that are scaled,
a linear change in the computational resources is not always possible. For
instance, CPU cores are typically scaled in integer steps, e.g., 3 or 4, and not
in decimal steps, e.g., 3.67. Thus, a scaling operation might lead to a situation
where only a fraction of the computational resources is used. Additionally, a
reduction of the computational resources below a particular threshold might
not be possible. This stems from the fact that some parts of a system have to
be up and running, e.g., to listen to incoming requests, to monitor the system,
or a load balancer in case of horizontal scaling [68].

Scaling Precision
Challenge

Regarding the release of resources, the usage accounting granularity plays a
crucial role [101]. If the size of the usage accounting, often called Billing Time
Unit (BTU), is high (e.g., 1 hour) and the resource is released shortly after it
is leased (e.g., after 5 min) the resources will be charged until the end of the
BTU (e.g., after another 55 min). This again leads to additional cost.

Usage Accounting
Challenge

To meet these challenges, elastic systems must be continuously monitored, the
actual state analyzed, and, if necessary, the system automatically adapted to
changing environmental conditions or failure situations [203]. To do this, elastic systems often use the MAPE loop [109, 142]. As depicted in Figure 2.3,
the MAPE loop consists of four phases: The Monitor phase monitors the system’s state. Among others, this monitoring information is, e.g., current request
demand, system status, or SLA compliance [8]. The monitoring data is then
forwarded to the Analyse phase, which evaluates the data. For instance, the
Analyse phase checks the system for over- or under-provisioning and SLA violations. The third phase, called Plan, is then responsible for planning the next
scaling operations, i.e., deﬁning how many resources should be provisioned and
deprovisioned to ﬁnd a trade-oﬀ between SLA compliance and cost [127, 168].
For planning the next operations, the Plan phase uses the information from
the Analyse phase. Eventually, the Execute phase executes the operations deﬁned by the Plan phase. After the Execution phase, the loop continues with
the monitoring of the system. Each phase further has access to the Knowledge
Base, which contains diﬀerent information, e.g., knowledge about which VMs
and which services are currently running.

MAPE Loop
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Figure 2.3: MAPE Loop (adapted from [109])
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Provisioning
Approaches

As has been discussed above, the Plan phase in the MAPE loop uses the information from the Analyse phase to decide which elasticity operations should be
performed next to ﬁnd a trade-oﬀ between SLA compliance and cost [127]. This
planning is done by a provisioning approach for elastic systems. There are two
diﬀerent groups of provisioning approaches: reactive and proactive approaches.

Reactive Approaches

An example of a reactive approach is called threshold-based rules [127, 168].
This kind of provisioning approach is using thresholds in combination with
rules to deﬁne when a resource should be scaled up or down. For instance, such
a threshold-based rule might be: If the average CPU usage of all VMs is above
90%, add another VM instance. Although the approach is quite simple, it brings
some issues with it. First of all, it only reacts after the threshold is reached,
e.g., if the average CPU usage is above 90%. However, for a sudden peak in
requests, maybe one additional VM is not enough, but two are needed. With the
simple rule from above, only one VM is started at a time. Another additional
VM is only started when the ﬁrst additional VM is up and running and the
threshold is reached a second time. While this could be tackled by additional
rules, the second issue is about the creation of the rules. To create these rules,
expert knowledge is needed since the rules have a considerable impact on the
performance and cost of software services [67, 83, 168]. In addition to the
creation, the rules must be maintained to consider concept drifts [219], i.e.,
changes in the requirements or execution environment.

Proactive
Approaches

In comparison to the reactive approach, which reacts after a change in demand is
recognized, proactive approaches try to anticipate future demands and prepare
the resources before the shift in requests happens [127, 168]. The goal for
proactive approaches is to have the scaling activities performed beforehand
so that there is no delay between recognizing a change in the demand and
being able to process the demand. The challenge for proactive approaches is
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the correct anticipation of future demand. Too low anticipation of the future
demand might result in an under-provisioning state and too high anticipation
in an over-provisioning state.
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Reactive and proactive approaches are not mutually exclusive and combinations
of them are possible [14, 30, 100, 149]. In such combinations, each approach
(reactive or proactive) is responsible for a diﬀerent scenario. For instance, the
reactive approach is responsible for scaling-up and the proactive approach for
scaling-down [14], or the proactive approach is responsible for large time scales
and the reactive approach for short time scales [100].
In the scope of this thesis, we elaborate on the problem of creating elastic
systems for the execution of business processes and for storing data. We develop
diﬀerent provisioning approaches for which the resource and quality elasticity
are the major driving forces. Eventually, we show that appropriate provisioning
approaches not only achieve a predeﬁned QoS but also help to lower the overall
resource consumption and cost.

2.2

Cloud Computing

Cloud computing [18, 40, 145] is nowadays omnipresent. In comparison to
traditional data center approaches, where computational resources are provided
statically, cloud computing oﬀers the possibility to lease and release resources
in an on-demand way. Thereby, cloud computing provides diﬀerent on-demand
leasable resources, e.g., computational, storage, or network resources, but also
software services, e.g., machine learning or databases [39]. Due to the beneﬁts
and popularity of cloud computing, the worldwide public cloud service market
was 182 billion United States Dollar (USD) worth in 2018 and it is estimated
to grow to 331.2 billion USD until 2022 [78]. Cloud computing is provided
by various providers, e.g., Amazon Web Services (AWS)1 , Google Cloud2 , or
Microsoft Azure3 .
As deﬁned by the National Institute of Standards and Technology (NIST) the
main characteristics of cloud computing are [145]: On-demand self-service, i.e.,
the possibility for customers to lease and release resources on-demand without
human interaction. The second characteristic is the broad network access, which
allows access to the leased resources over the Internet through heterogeneous
client platforms. The resource pooling characteristic describes the approach of
assigning virtual resources dynamically to multiple consumers simultaneously
according to their demand. The assigned virtual resources are elastic, meaning that the amount of leased resources can be scaled horizontally or vertically,

Main Characteristics
of Cloud Computing

1

https://aws.amazon.com/
https://cloud.google.com/
3
https://azure.microsoft.com/
2
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Figure 2.4: Cloud Computing Architecture (adapted from [233])
depending on the current demand. This characteristic is called rapid elasticity.
Finally, the measured service characteristic oﬀers transparency for the providers
and customers of cloud services by oﬀering monitoring, controlling, and reporting functionalities.
These characteristics make cloud computing a potential platform for elastic
systems that need to lease and release computational resources on-demand.
Cloud Architecture
Layers

As depicted in Figure 2.4, the cloud architecture can be split into four layers
that build on each other [233]: The lowest level is the actual data center Hardware. The second layer is called Infrastructure layer and partitions the physical
resources (from the Hardware layer), using virtualization technologies, to create isolated virtual resources (e.g., VMs or storage space). This virtualized
resources can then be leased by the customers. The Platforms layer provides
the customer with an easy way to deploy applications via OSs and application
frameworks. A prominent example is, for instance, the Google App Engine4
that oﬀers API support for Web applications. Eventually, the Applications
layer provides the actual cloud applications that can be accessed by the end
user. Prominent examples are Google Docs5 , YouTube6 , or Netﬂix7 .

Cloud Service Layers

Furthermore, the provided cloud services can be divided into three layers (see
Figure 2.4) [145]:

4

https://cloud.google.com/appengine/
https://docs.google.com/
6
https://www.youtube.com
7
https://www.netflix.com/
5
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Infrastructure-as-a-Service (IaaS) is the ﬁrst cloud service layer and describes
the oﬀering of virtualized infrastructures to the customer. This virtualized
infrastructure is often referred to computational resources and can be provisioned, for instance, as VMs, storage disks, or network devices. The IaaS layer
provides the customer with the highest degree of ﬂexibility but also requires the
highest server management knowledge and eﬀort. Prominent examples for IaaS
are Amazon’s AWS Elastic Compute Cloud (EC2)8 , Google Cloud Compute
Engine9 , or Microsoft Azure Compute10 .
The Platform-as-a-Service (PaaS) layer is on top of the IaaS layer and adds
a provider-managed OS layer and software development frameworks, e.g., a
middleware or runtime environments. PaaS aims to simplify the deployment,
management, and scaling of cloud applications for the customer by providing
pre-conﬁgured environments. Thereby, PaaS helps to increase software development productivity and reduces cost [114]. On the downside, PaaS is less ﬂexible
than IaaS due to the dependency on the provider-managed infrastructure.
Software-as-a-Service (SaaS) is the top layer and provides full functional cloud
applications, e.g., Google Docs, YouTube, or Netﬂix. In SaaS, the application
provider takes care of the development, deployment, and management of the
application. The main target group in SaaS are end users, while for IaaS and
PaaS the target groups are application developers and system operators.
In the following, we will discuss the virtualization technologies relevant for
this thesis. Virtualization is one of the main technologies that enable cloud
computing [40, 179]. Virtualization describes the ability of abstracting and
splitting physical computational resources, e.g., CPU, RAM, or disk storage,
into virtualized computational resources [40, 58]. These virtualized resources
can then host multiple VMs by providing the means to run multiple isolated
OSs on the virtualized resources. The OS of a VM is called a guest OS.

Virtualization

For the virtualization of the physical computational resources and to create
the virtualized resources, e.g., VMs, a hypervisor is used. The hypervisor is responsible for controlling the ﬂow of instructions between the guest OSs and the
physical hardware. There are two types of hypervisors [147, 179]: (1) Type-1,
or bare metal hypervisors, run directly on the physical hardware by the support of a relatively slim software package installed on each host system (see
Figure 2.5a). Examples for Type-1 hypervisors are VMware ESXi11 or Xen12 .
(2) Type-2, or hosted hypervisors, need an OS on the host system, called host
OS, that executes the hypervisor software package (see Figure 2.5b). Thereby,
almost any host OS is supported (e.g., Linux, MacOS, or Windows). In addition

Virtual Machines

8

https://aws.amazon.com/ec2/
https://cloud.google.com/compute
10
https://azure.microsoft.com/de-de/product-categories/compute/
11
https://www.vmware.com/products/vsphere-hypervisor.html
12
https://xenproject.org/
9

17

2. Background

VM 1
VM 1

VM 2

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Application

Application

Libraries

Libraries

Guest OS

Guest OS

VM 2

Application

Application

Libraries

Libraries

Guest OS

Guest OS

Container 1

Container 2

Application

Application

Libraries

Libraries

Hosted Hypervisor

Container Engine

Bare Metal Hypervisor

Host OS

Host OS

Physical Machine

Physical Machine

Physical Machine

(a) Bare Metal Hypervisor

(b) Hosted Hypervisor

(c) Container

Figure 2.5: Hypervisor and Container Technology (adapted from [159, 179])
to the hypervisor, the host OS can also be used for the execution of other applications. Popular examples of Type-2 hypervisors are Oracle VM VirtualBox13
or VMware Fusion14 .
Through the virtualization and usage of a guest OS on the VMs, the applications
that are running on the VMs do not need to be adapted to run in a virtualized
environment.
Containers

A container is a lightweight, virtualized entity that does not use an own guest
OS, as it is mandatory for VMs. Instead, for each container the hosting computational resources are partitioned and an isolated user-space instance is created
that shares resources and an OS with other containers [63, 159, 187]. Therefore,
containers provide the means for self-contained services in an isolated computational environment. The partitioning and management of the containers is
done by a Container Engine as depicted in Figure 2.5c. Popular examples of
Container Engines are Docker15 or LXC16 .

Container
Performance

The resource savings—mainly achieved by omitting the guest OS—result in
shorter startup, shutdown, and migration times of container compared to the
heavyweight VMs. As shown in [9], a container deployment time can be six
times lower than the one for a VM and the memory footprint of a container, i.e.,
the incremental memory cost of adding a container or VM, can be up to eleven
times lower than the one for a VM. State-of-the-art container technologies enable to host potentially hundreds of containers on one physical machine [26].

Container Images

For each container, a container image exists that contains the required conﬁguration information and the executable software, i.e., the actual software of a
13

https://www.virtualbox.org/
https://www.vmware.com/products/workstation-pro.html
15
https://www.docker.com/
16
https://linuxcontainers.org/
14
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service [159]. Container images are typically stored in a container repository.
A user, or a system, can pull a container image from the repository and run
it on a host system. In comparison to a VM image, i.e., similar to a container
image but on the VM level, the size of a container image is up to three times
smaller [188]. This smaller image size further decreases the deployment time of
a container in comparison to a VM.
Cloud storage services are storage services that are oﬀered by the cloud providers
at the IaaS layer (see Figure 2.4). Customers can use the service to store data
on a cloud infrastructure. The cloud provider is thereby responsible for storing
the data safely and making the data available for the customer over the Internet. Besides computing services, cloud storages belong to the most-used cloud
services [61].

Cloud Storage
Services

In comparison to local storage systems, a cloud-based storage solution allows
to store data in a highly available and reliable way while it can help to lower
the storage cost [234]. Especially for Small and Medium Enterprises (SMEs),
a cloud storage solution can help to reduce the storage cost in comparison to
maintaining a local solution [81]. Among other reasons, the cost reduction
emerges from a decrease in the IT maintenance cost, hardware cost, and energy consumption cost, which have to be considered for a self-hosted storage
system [122, 234].

Cloud Storage Cost

Besides all the beneﬁts cloud storages can oﬀer, there are also some drawbacks.
Since the data is stored outside of the own company, in the Internet on a storage
infrastructure of another company, security and privacy are two drawbacks [18].
While these two potential drawbacks can be mitigated by encrypting the data,
a third drawback remains: vendor lock-in [18, 207]. Vendor lock-in describes
the risk of getting dependent on one cloud provider. Using only one provider
increases the risk that the data can not be accessed anymore, e.g., due to a
downtime of the provider, or that it is too costly to access or to migrate the
data.

Cloud Storage
Drawbacks

Most cloud providers oﬀer diﬀerent storage technologies, each with diﬀerent
properties and prices. In general, storage technologies can be divided into
standard storages and long-term storages. While a standard storage is conceived for the storage of data that is frequently accessed, long-term storages
are designed for data with none or very seldom access, e.g., backup data. In
comparison to standard storages, long-term storages are cheap for storing data
but often expensive for transferring data. For instance, Google Cloud oﬀers the
following standard storage solutions17 : Multi-Regional Storage, Regional Storage, and two long-term storage solutions called Nearline Storage and Coldline
Storage.
17

Vendor Lock-in

Standard and
Long-term Storages

https://cloud.google.com/storage/docs/storage-classes
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Business Process Management

Business processes support organizations with a ﬂexible way to compose a set
of activities that are performed within a company or across several companies
in a deﬁned order to achieve a business goal [217]. The activities can be performed manually by a human, by a software system, another entity (e.g., a
manufacturing machine) or a combination of them. Business processes play
an important role for companies to achieve their business goals in an eﬀective
and eﬃcient manner [217]. Organizations use business processes for diﬀerent
purposes, e.g., for product ordering processes, approval of applications, or complex manufacturing processes [65, 182]. Thereby, the companies are supported
by the concept of BPM that “includes methods, techniques, and tools to support the design, enactment, management, and analysis of operational business
processes” [4].
Figure 2.6 presents the general BPM lifecycle that contains several diﬀerent
phases [65]: The ﬁrst phase, called Process Identification, identiﬁes the individual processes in a company. The output of this phase are diﬀerent processes and
the links between them. The subsequent phase is the Process Discovery phase
that tries to understand the current state of the processes and creates process
models. These process models are then analysed for possible improvements in
the Process Analysis phase. Subsequently, the processes are improved in the

2.3. Business Process Management
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Figure 2.7: Subset of the BPMN 2.0 Core Elements
Process Redesign phase and implemented and executed in the Process Implementation phase. The last step, Process Monitoring, is then concerned with the
monitoring of the executed process. Eventually, the monitored information is
used in the Process Discovery phase, which concludes and restarts the circle.
In this sense, the BPM lifecycle follows a similar schema as the MAPE loop
(see Section 2.1). The Monitoring phase of the MAPE loop is comparable to
the Process Monitoring phase of the BPM lifecycle. The Analysis phase of
the MAPE loop is comparable to the Process Discovery and Process Analysis
phases (BPM lifecycle). And the Plan and Execute phases of the MAPE loop
are comparable to the Process Redesign phase and Process Implementation
phase of the BPM lifecycle.
The structure of a process is deﬁned in a process model. The process model
can be seen as a description of a process that assigns diﬀerent units of work,
called process activities, to agents that execute the assigned activity. In case
of the process model, these process activities are activity models that describe
the work that has to be performed.

Process Models

The composition of a business process can be diverse. It can be composed in a
simple sequential way or in more complex structures, e.g., involving gateways
and loops [3]. For deﬁning process models, diﬀerent languages exist, e.g., Petri
nets [125], Event-driven Process Chains (EPC) [57], Business Process Model and
Notation (BPMN) 2.0 [157], or Yet Another Workﬂow Language (YAWL) [2].
In this thesis, we will focus on BPMN 2.0, since BPMN 2.0 is the de-facto
standard in the industry [65].
BPMN 2.0 is a high-level and graphical modeling language for business processes. Figure 2.7 shows a subset of the BPMN 2.0 core elements, the full
BPMN 2.0 speciﬁcation can be found in [157]. In BPMN 2.0, a process activity
can be a single task, e.g., a software task or a human-executed task, or contain
a sub-process. The activities of a process are combined by sequence flows and
gateways, e.g., AND or XOR, that deﬁne the ordering constraints over activities.
Moreover, a process can emit diﬀerent events, e.g., send a message, and react
to diﬀerent events, e.g., receive a message. Besides the start and ﬁnish events,
intermediate events can be handled during process execution, e.g., wait for a
deﬁned time.

BPMN 2.0
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BPMS

By using BPMSs, companies can manage and optimize the execution of their
business processes in an eﬃcient way. As deﬁned by Dumas et al. [65], a BPMS
is “a body of methods, techniques, and tools to discover, analyze, redesign, execute and monitor business processes”. The beneﬁt in using such a BPMS is
that the customer is supported during the complete BPM lifecycle depicted in
Figure 2.6. In this thesis, we will mainly focus on the execution of business
processes and how the execution can be performed in an elastic manner. As
mentioned above, a BPMS that utilizes cloud resources and resource provisioning approaches for the execution of business processes, is called an eBPMS [66].

Process Instance

A process instance is “a concrete case in the operational business of a company” [217] for which a process model acts as a blueprint. Thereby, a process
model can be a blueprint for a set of process instances. Moreover, each process
instance is composed of diﬀerent activity instances for which an activity model
acts as a blueprint. To guarantee a speciﬁc QoS when a process instance is
executed, QoS constraints may be formulated in form of a SLA. An example
for such a QoS aspect could be the deadline until when a process instance execution should be done or a deﬁnition of the maximum cost for a process instance
execution [36, 43, 71]. Depending on the use case, the QoS requirements can
be deﬁned for a process model (to guarantee them for each execution) or for
each process instance separately.

Process Landscape

It is common in modern organizations to have a vast amount of processes deﬁned
by diﬀerent process models. Consequently, it is also common to have a vast
amount of concurrently running process instances at the same time. These
processes may also span over several companies and organizations, forming a
large collaborative process landscape [38, 65].
An eBPMS used in such a process landscape needs to be able to handle concurrent process instances and diﬀerent process execution requests arrival scenarios.
In addition, the eBPMS must be able to handle all diﬀerent kinds of process
complexities. The concept of cloud computing, in combination with provisioning approaches, can help to cope with such process landscapes and help to
lower the process instance execution cost while predeﬁned QoS levels are assured. The possibility of executing the eBPMS and the elastic processes on
diﬀerent cloud resources supports this task by providing the means to adapt
the utilized resources to the process instances’ resources requirements in a ﬁne
granular way. In this thesis, we will analyse how cloud computing and provisioning approaches can be used by an eBPMS to eﬃciently execute complex
process instances in a large process landscape.
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CHAPTER

3

Motivational Scenario
In this chapter, we present a motivational scenario from the manufacturing
domain and deﬁne high-level requirements for the contributions presented in
the remainder of this thesis.
The motivational scenario is taken from use cases observed in the European
H2020 project Cloud-based Rapid Elastic Manufacturing (CREMA) [182]. The
goal of CREMA is to oﬀer cloud manufacturing-based, inter-organizational
manufacturing processes.

3.1

Cloud Manufacturing

Cloud manufacturing applies basic principles from the ﬁeld of cloud computing
and virtualization in order to achieve agile and scalable manufacturing processes [222, 227]. This approach provides companies with the possibility (i) to
lease and release manufacturing assets in an on-demand, utility-like fashion,
(ii) to achieve rapid elasticity of manufacturing processes through scaling leased
assets up and down, and (iii) to achieve pay-per-use through metered services.
In cloud manufacturing, manufacturing processes are composed from single
process activities represented by their digital twins, e.g., a virtualized manufacturing machine [172]. After a digital twin has been modeled, it can be used
as a service in manufacturing processes, thus allowing to integrate real-world
data, e.g., from sensors, into a virtual representative of an asset. In these
service-oriented processes, single manufacturing assets are integrated in a similar way as software and platform services are provided following the SaaS or
PaaS paradigms [18]. In addition, manufacturing processes may include software services that have no representation on the shopﬂoor, e.g., services for
data analytics, automated ordering of parts, creation of invoices, model ren23
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Figure 3.1: Motivational Scenario
dering, image processing, or product and process optimization. These software
services can reach from simple calculations to more complex and long-running
analytical tasks.

3.2
Manufacturing
Processes
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Car Parts Production Scenario

A graphical representation of our motivational scenario is shown in Figure 3.1.
As an example, we consider a company, called CarOne, that produces car parts,
e.g., seats or doors. CarOne has several suppliers and sub-companies that
produce diﬀerent parts and perform assembly steps. For the daily business
CarOne uses a vast amount of process models, e.g., models that deﬁne the
steps that are needed to assemble a product or handle warehouse logistics. The
processes range from small short-running processes, like assembling a connector,
to more complex long-running inter-organizational processes, like building a
seat. It has to be noted that to simplify Figure 3.1, the depiction only contains
a small example process model and only a sub-part of all supplier companies.
In reality, CarOne is part of an extensive process network that includes several
suppliers. Also, the ﬁgure shows a quite static setting. In reality, process
models need to be changed and process instances need to be adapted, e.g.,
because suppliers are not available any longer or there have been delays in a
particular supply chain.

3.2. Car Parts Production Scenario
Since CarOne needs to be able to compete with its competitors, it oﬀers the
possibility of ordering customized parts with a very short time for delivery and
in small quantities as well as products in large quantities and with some lead
time. This results in high ﬂuctuations regarding the number of orders especially
during peak times, e.g., Monday morning when several orders come in, and oﬀpeak times, e.g., during the holidays. Products are manufactured to order, i.e.,
once an order request has been received, a process model is instantiated [182].
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In addition to the product orders, CarOne gets supplies for their production
delivered at speciﬁc times, e.g., Tuesday around lunchtime. To store those
supplies in the warehouse, diﬀerent processes are used, e.g., optimization of the
warehouse or route calculation for the autonomous forklifts.
Independent of the current order situation, CarOne has to fulﬁll diﬀerent quantitative constraints. For instance, each order contains a deﬁned deadline, i.e.,
the point in time when the product has to be done.
Thus, the company has to be able to cope with a potentially very large, yet
volatile, number of process instances with diﬀerent priorities at diﬀerent points
in time. This can lead to high ﬂuctuations with regard to the need for computational resources, e.g., to break down the customer orders into raw materials, to
optimize the manufacturing schedule, or to create potential cascades of replenishment orders. These ﬂuctuations may lead to situations where one software
service, which is required by one process instance, is only needed once per day
for one minute, while another software service is used by several process instances in parallel, with constantly changing amounts of process instances, for
the whole working day. An eBPMS provides a valid solution to cope with this
highly volatile process landscape [129, 182, 227].
In the daily business of CarOne, a huge amount of data is produced. The
data ranges from manufacturing-relevant data, e.g., monitored sensor data or
manufacturing machine documentations, over process-relevant data, e.g., process models or SLA documents, to business-relevant data, e.g., customer bills
or documented meeting minutes. To not slow the production down, due to
unavailable data, the data should be stored highly available. Additionally, to
avoid data loss, the data has to be stored redundantly. The usage of multiple
cloud storage services provides a good solution to store the data in a highly
available and redundant way while lowering the risk of vendor lock-in.

Manufacturing Data

In addition to the data that is used on a daily basis, CarOne has to store not
frequently used data, e.g., backup data. To decrease the cost of storing this
data, cloud-based long-term storage services should be used.
The presented scenario is only for explanation purposes and should not be
seen as exhaustive. Nor are the approaches presented in this thesis exclusively
applicable to the manufacturing domain. In fact, the presented approaches can
be applied to any domain with an extensive process landscape, e.g., the smart

Final Notes
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grid [171], ﬁnancial industry [80], or eHealth domains [134], and domains with
an extensive amount of data, e.g., libraries [15], universities [202], or providers
of personal storage services [61].

3.3
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eBPMS
Requirements

Identified Requirements

To sum up the motivational scenario, we can derive the following requirements
that need to be fulﬁlled by an eBPMS in order to support a cloud manufacturingenabled process landscape:
1. To dynamically react to the ever-changing needs for computational resources, cloud resources should be used to execute process activities.
2. For a resource- and cost-eﬃcient execution of the processes, resource provisioning and task scheduling optimization needs to be provided.
3. The available cloud resources should be shared and optimized among all
running process instances.
4. The process instances and process activity executions should be monitored
and corresponding countermeasures should be performed if required, e.g.,
if there have been delays in a process activity.
5. Process instances may be requested and executed at any time.
6. The execution of the process instances should consider SLAs, e.g., a deadline until when the execution of a process instance has to be done. If the
SLAs are violated, penalty cost may occur.

Cloud Storage
Requirements

Additionally, we can derive the following cloud storage requirements for a cloud
manufacturing-enabled scenario:
7. To avoid the unavailability of the data, the data should be stored in a
highly available way.
8. Multiple cloud storage services should be used to avoid the risk of vendor
lock-in.
9. The data should be stored redundantly to avoid data loss, e.g., due to
hardware failures.
10. The availability of the used storage services should be monitored. If a
storage service gets unavailable, the missing data should be reproduced,
by using the remaining redundant data, to recreate the redundancy.
11. To decrease storage cost, long-term storage services should be used to
store data with a low access frequency.

26

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

CHAPTER

ViePEP-C: A Container-based
Elastic Process Platform
In this chapter, we investigate how an eBPMS can utilize containers to execute elastic processes. For this, we present the eBPMS platform ViePEP-C.
ViePEP-C uses containers for the execution of the activities that compose
the elastic processes. By using a resource provisioning and task scheduling
algorithm, together with monitoring information of the executing environment,
ViePEP-C optimizes the process execution for ressource eﬃciency while predeﬁned SLAs are considered. Regarding the BPM lifecycle, the presented
ViePEP-C is focusing on the Process Implementation and Process Monitoring
part as discussed in Section 2.3. The current chapter focuses on the platform
design. Chapter 5 is then presenting an approach to calculate the execution
times of the process activities, which is an essential information to plan the
execution of an elastic process. Finally, a corresponding resource provisioning
and task scheduling algorithm is discussed in Chapter 6.

4.1

Overview

As shown in our motivational scenario (see Chapter 3), companies nowadays
have to deal with highly volatile process landscapes. State-of-the-art BPMSs
are using ﬁxed computational resources that make them susceptible to the problem of over- and under-provisioning. Thus, traditional BPMS are not suited for
scenarios with highly volatile process landscapes. The concept of eBPMS provides these companies a valuable way of executing their processes. As discussed
in Section 1.1, while the resources used by the eBPMS and the actual execution
of the elastic processes can be separated, e.g., [95], or on the same resources,
e.g., [174], we consider in the following the separated approach due to its ability
27
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of ﬁne granular elasticity. Eventually, an eBPMS mitigates the problem of overand under-provisioning [66, 184] and allows an eBPMS to provide an adequate
QoS level and to minimize the execution cost.
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Container-based
eBPMS

State-of-the-art eBPMSs, e.g., [84, 95, 224], apply VMs as computational resources for the execution of elastic processes. However, as stated in Section 2.2,
the heavyweight characteristics of a VM limits the ﬂexibility and ad hoc elasticity of an eBPMS [90, 136]. The usage of containers instead of VMs promises
to mitigate this problem. Due to the lightweight property of containers, a
container-based eBPMS has the potential to increase the performance and to
lower the resource consumption of the process execution in comparison to a
VM-based eBPMS.
Despite the beneﬁts a container-based eBPMS can provide, to the best of our
knowledge, only a few studies have addressed the container-based execution of
elastic processes so far, e.g., [35]. Those publications are mainly simulationbased and do not consider SLAs. To the best of our knowledge, there is no
approach for a container-based eBPMS that is utilizing real cloud infrastructures.

ViePEP-C

To improve the elasticity and to reap the beneﬁts of a container-based eBPMS,
we present the platform ViePEP-C. ViePEP-C provides the means to execute
several concurrent elastic processes by utilizing containers on cloud resources.
Thereby, similar to the concept of a microservice, each container holds exactly
one software service of a speciﬁc type that represents a particular process activity. For instance, in our motivational scenario, such a process activity could
be the calculation of the drilling speed for a particular manufacturing step. In
addition, ViePEP-C uses a resource provisioning and task scheduling algorithm
to optimize the execution in a resource-eﬃcient way, while predeﬁned SLAs are
considered. To fulﬁll the requirements that we have derived from the motivational scenario, ViePEP-C follows the MAPE loop [109].
While our motivational scenario is in the domain of cloud manufacturing, the
presented ViePEP-C belongs to the class of domain-agnostic process-aware information systems due to its universal approach and the generalized usability of
processes [65]. This means that ViePEP-C can not only be used in a cloud manufacturing scenario, but in many diﬀerent domains with an intensive process
landscape, e.g., eHealth [134], Smart Grids [171], or the ﬁnancial industry [80].
The remainder of this chapter is organized as follows: Section 4.2 presents the
general procedure of how ViePEP-C executes elastic processes. Subsequently,
we describe the architecture of ViePEP-C in Section 4.3 and its implementation
in Section 4.4. Section 4.5 compares the presented ViePEP-C with the requirements that were derived from the motivational scenario. Section 4.6 discusses
the related work and Section 4.7 concludes this chapter.
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4.2

ViePEP-C Process Execution Procedure

As deployment environment for containers, ViePEP-C uses VMs that are hosted
on cloud resources. By using VMs for the deployment of containers, ViePEP-C
becomes independent from cloud providers, since the containers can be deployed
on almost any type of VM. Due to the isolated user space characteristic of
containers, one VM can host several containers and can still provide an isolated
environment for each container, respectively its hosted service [73, 97]. This is
not possible in a VM-based approach without containers since services executed
in parallel on a single VM are not isolated from each other and can lead, for
instance, to conﬂicting library versions or ﬁlesystem accesses [62, 73].

Container
Deployment
Environment

The general ViePEP-C procedure to execute an elastic process is as follows:
Clients are able to request an elastic process execution from ViePEP-C. In
terms of our motivational scenario, such an elastic process could be a process
for assembling a car seat. Based on this request, the platform creates an instance of the corresponding process model. Subsequently, ViePEP-C follows
the MAPE loop to execute the process instance. ViePEP-C starts with the
Plan phase by analyzing the process structure and SLA requirements, e.g., the
process execution deadline, and creates a provisioning plan. The provisioning
plan deﬁnes how the containers are allocated on VMs and how those VMs are
hosted on cloud resources. The creation of the provisioning plan is done by a
resource provisioning and task scheduling algorithm. Since ViePEP-C can run
multiple process instances concurrently, it considers all currently running and
not yet started process instances, the corresponding SLAs, and the available
cloud resources to create the provisioning plan.

Process Execution

After the provisioning plan is deﬁned, ViePEP-C performs the tasks deﬁned
in the plan, in the Execute phase of the MAPE loop. Doing this, ViePEP-C
deploys the required VMs, instantiates the container images on the VMs, and
invokes the service instances on the containers. The service instance is then
performing the according task, e.g., calculating the drilling speed of a particular
assembly step in our motivational scenario. A service instance can be invoked
several times simultaneously, i.e., as part of diﬀerent process instances, as long
as the container has suﬃcient computational resources.
ViePEP-C then continues with the Monitor and Analyse phases of the MAPE
loop by monitoring the service instances and the execution environment, i.e., the
containers and VMs. If the monitoring observes an unexpected behavior, e.g.,
failure of a service instance or a container, ViePEP-C performs corresponding
countermeasures to guarantee the correct execution of the process instances. If
required, ViePEP-C updates the provisioning plan during process runtime, e.g.,
if a new process execution request arrives or if a monitored event requires an
update of the provisioning plan. This is again done in the Plan phase, which
concludes the loop.

Plan

Execute

Monitor and Analyse
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Figure 4.1: ViePEP-C Architecture in FMC Notation
After a service instance has completed its task, e.g., the drilling speed is calculated, ViePEP-C continues with the execution of the subsequent process activity
according to the provisioning plan. This is continued until all process activities of a process instance are completed, which results in the completion of
the process instance and in the notiﬁcation of the client, e.g., a customer or
autonomous machine.

4.3

ViePEP-C Architecture

Figure 4.1 presents the high-level architecture of ViePEP-C using FMC notation1 . As can be seen in the ﬁgure, the platform consists of ﬁve top-level
entities: Client Application, eBPMS, Cloud Environment, Message Queue, and
Container Registry. In the following subsections, we will discuss those entities
in detail. Notably, all components in ViePEP-C are loosely coupled and can be
replaced by other implementations.

4.3.1

Client Application

The Client Application allows customers to model and manage processes during
design time. Moreover, the Client Application is used to request the execution of
processes. Process models are reusable, i.e., they can be stored and instantiated
several times, even concurrently and by diﬀerent process owners. ViePEP-C
1
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allows clients to model processes that include sequences as well as more complex
process patterns, i.e., AND-blocks, XOR-blocks, and loops. This thesis focuses
on the part of ViePEP-C that is responsible for the execution of elastic processes.
Thus, we will not discuss the Client Application in detail.
Besides the explicit request of process executions, an execution request can
also be initialized by a triggered event, e.g., a customer places an order, or in
predeﬁned intervals, e.g., automatic quality tests every ﬁve hours.

Process Execution
Requests

Each process execution request requires the presence of an SLA. Since the
process execution can happen in an ad hoc manner or can follow an interval
approach, those SLAs can be set for each instantiation separately or deﬁned as
a default value for a process model. The default values are then used as long
as no separate SLA has been deﬁned for a particular process instance.

Process SLA

4.3.2

eBPMS

The second top-level entity is the eBPMS, which is responsible for the management of process instances and the execution environment, i.e., the cloud-based
computational resources. For optimizing the utilization of cloud resources and
to minimize the execution cost, the eBPMS entity performs resource provisioning and task scheduling (see the component Scheduler). Furthermore, the
eBPMS monitors the execution of the service instances and conducts countermeasures in case of service instance or resource failures (see the component
Backend Monitor).
The eBPMS entity consists of several subcomponents:
Process Manager
The Process Manager is the entry component to the eBPMS. This component
provides the interface that is used by the Client Application to request the execution of a process. Each execution request includes the process model that
should be enacted and the already discussed SLA. If a new request is received,
the Process Manager creates a new process instance, writes the received information into the Database, and informs the Scheduler about the new process
instance.
Scheduler
In general, scheduling is a decision-making process that “deals with the allocation of resources to tasks over given time periods and its goal is to optimize one
or more objectives” [161]. In the following we concentrate on the scheduling
of business processes. The scheduling of business processes is deﬁned as the
problem of ﬁnding an execution sequence for the process instance so that its
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Figure 4.2: Provisioning Plan Example

Provisioning Plan

activities ﬁnish under given constraints, e.g., timing, causality, or resource constraints [19, 69]. The Scheduler is responsible for ﬁnding this execution sequence
by creating and updating the provisioning plan. The provisioning plan deﬁnes
on which VM a container, holding a software service that represents a process
activity, should be deployed and when its execution should start. Figure 4.2
depicts an example provisioning plan that deﬁnes for ﬁve diﬀerent process instances on which VMs the containers should be deployed, which cloud provider
should be used for the VMs, and when the deployment and service invocation
should be done.

Resource
Provisioning
Algorithm

The scheduling is done based on an algorithm, e.g., a GA, or a formal model,
e.g., following a MILP approach. While we present a GA within Chapter 6, the
general approach and architecture of ViePEP-C is independent of the algorithm.
For instance, in [189] an adapted version of ViePEP-C uses a MILP-based
optimization approach.

Scheduler Input
Parameters

As input, the Scheduler gets information about the process instances, the corresponding software service, and the execution environment. In particular, regarding the process instances the Scheduler gets the information about the
running process instances, the not yet started process instances, and the corresponding SLAs. In the context of the software services, the Scheduler gets the
information how much computational resources (i.e., CPU and RAM) a software service requires for a particular amount of invocations, and how long the
execution of a software service invocation will be when the requested amount of
computational resources are available. The information regarding the execution
environment are the monitoring data from currently running VMs and containers (e.g., resource utilization), and information about the VM and container
deployment times.
How much computational resources a software service requires for a particular
amount of invocations, how long the service execution will be with this amount
of computational resources, and the average VM and container deployment
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times has to be known upfront, e.g., via monitored historical data [34]. The
representation kind of these information depends on the actual implementation
of the Scheduler and is independent of the general architecture of ViePEP-C.
For instance, in case of the CPU the representation could be the CPU load in
percentage or the amount of required CPU cores, or the execution of a software
service invocation might be in seconds or minutes.
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Eventually, the result of the scheduling is a provisioning plan that deﬁnes how
the cloud resources should be used to execute all process instances while considering the SLAs.
The Scheduler is executed in predeﬁned intervals, or if special events occur, e.g.,
if a new execution request arrives, a particular cloud resource is over-utilized,
an SLA is violated, or a cloud resource fails. There are three diﬀerent failure
scenarios for which the Scheduler has to update the provisioning plan:

Scheduler Trigger
Failure Handling

Failure of a container: For instance, the connection to a container is lost. Such
a failure concerns the execution of the corresponding process activities and
process instances that are using the service on the particular container. If such
a failure occurs, the provisioning plan has to be updated in a way that the
container is redeployed and the execution of the service is restarted.
Failure of a VM: For instance, the connection to a VM is lost. Since a VM
can host several containers, such a failure concerns all containers on that VM.
Thus, the VM, as well as all aﬀected containers, have to be redeployed and the
service instances invoked.
The provisioning plan cannot be adhered to: For instance, the execution of a
preceding process activity took longer than expected and, thus, the scheduled
time of the next process activity cannot be adhered to. Such a failure aﬀects all
upcoming process activities of a process instance. Therefore, the provisioning
plan has to be updated so that all upcoming process activity executions can be
performed in the correct order, deﬁned by the process model.
Depending on the Resource Provisioning Algorithm, the execution of process
instances that are not aﬀected by the failure can continue. A process instance
is only aﬀected by a failure if a process activity is, at the moment of the failure,
relying on the failed entity, e.g., a container. The detection of these diﬀerent
failure scenarios is the task of the Backend Monitor.
Action Executor
The created provisioning plan is then handed over from the Scheduler to the
Action Executor. As the name implies, this component is responsible for the
execution of the provisioning plan. This includes the management of the cloud
environment and the deployed VMs and containers. For this task, the Action
Executer interacts with the Cloud Controller and the Service Executor.
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Cloud Controller
The Cloud Controller is responsible for the interaction with the cloud environment. This involves the tasks: (i) starting a VM, (ii) stopping a VM, (iii) deploying a container on a VM, and (iv) stopping a deployed container. Which
task has to be performed and at which time, is deﬁned in the provisioning plan.
In addition to performing the tasks, the Cloud Controller logs information like
the container and VM deployment durations to the Database.
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Service Executor
As soon as the containers are instantiated according to the provisioning plan,
the Service Executor is triggered. This component is responsible for invoking
the service instances on the containers. The execution of each service instance is
asynchronous, i.e., the Service Executor does not wait for the service instances
to ﬁnish. If required, this component also transmits input variables to the service instances at the start of the execution. The Service Executor also interacts
with the Database to store information like the service invocation time.
Backend Monitor
The Backend Monitor collects information about the state of the service instances (i.e., running, ﬁnished, failure) and the resource utilization of the containers. While the service instance itself provides its state, the Service Monitor
provides the resource utilization. A service instance is in the state running after
it has been successfully invoked. The Backend Monitor is informed about the
state finished by the service instance via the Message Queue.
Service Instance
Failure Detection

To detect the failure of a service instance, e.g., an exception during the execution of the software, the following methods are applicable: (i) a push model
(i.e., the service instance notiﬁes the Backend Monitor), (ii) a pull model (i.e.,
the Backend Monitor asks periodically if a failure occurred), (iii) a timeout approach, or (iv) a combination thereof [89]. The current ViePEP-C architecture
foresees a push model via the Message Queue to detect exceptions thrown by
the software. This failure detection is reinforced with a timeout approach to
detect if a service instance completely stopped.
If the state of a service instance changes, the Backend Monitor informs the
Scheduler about the state change. The Scheduler then triggers the update of
the provisioning plan and the execution of the updated plan.

Cloud Environment
Failure Detection
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The Backend Monitor is also responsible for the monitoring of the cloud environment. In this matter, it monitors the connection and availability of the
cloud environment, the instantiated VMs, and containers. This monitoring can
follow again a push model, a pull model, or a combination thereof [89]. The
current architecture foresees a pull model on the base of heartbeat messages.

4.3. ViePEP-C Architecture
If a failure occurs, e.g., if an instantiated VM is not responding, the Scheduler
is informed about this situation. Thus, the Backend Monitor is responsible for
the detection of the container and VM failures that were discussed above.
Each state change is stored in the Database. Further, if the new state signalizes
the end of a service instance execution, the Backend Monitor receives the output
variables of the service instance, if available. The output variables are also
stored in the Database, so that they can be used by the subsequent activities.
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Container Registry Connector
The Container Registry Connector is responsible for the connection to the Container Registry to load the information of the matching container image for a
service of a process activity. The Scheduler triggers this during the creation of
the provisioning plan.
As a result, the Container Registry Connector returns the information of the
container image that is required to deploy the image on a VM, i.e., the container
registry Uniform Resource Locator (URL), the registry name, and the image
name. This information is then transferred to the Cloud Controller, via the
Action Executor, when the provisioning plan is executed.
Database
The last component in the eBPMS is the Database. The Database is used
to persist execution-related information. This includes the status of the VMs,
containers and service instances, and the logged deployment times of the VMs
and containers. Moreover, the Database holds information regarding the process activity variables (e.g., input and output variables of the service instances),
the process instance state, the deﬁned SLAs for each process instance, and the
provisioning plan. The architecture is independent of the used Database type.
However, due to the fact that the type of data stays the same and is known
upfront, and data integrity is important, a relational Database might be the
best choice.
In addition to the above-mentioned execution-related information, the Database
also persists information about events, e.g., when a process instance is requested,
when the execution of an activity starts and ends, or when a process instance
terminates. Each of these information contains a timestamp and a Unique Identiﬁer (UID) to allocate each event to a particular process instance. This event
log can be used for diﬀerent purposes. To give some examples, the event log can
be used by the Scheduler to consider historical executions for the optimization
of the current process instance, for process mining [1, 5], or for predictive business process monitoring [206]. For instance, Chapter 5 presents an approach
that uses historical process activity information to calculate the start and end
times of all process activities in a process instance.

Event Log
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4.3.3

Cloud Environment
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The third entity of ViePEP-C, as depicted in Figure 4.1, is the Cloud Environment that is used for the actual execution of the process activities, respectively
the corresponding service instances. The cloud providers can be, for instance,
AWS EC2, Google Cloud Platform or a private OpenStack-based2 cloud. As
stated before, each service instance is executed in a container. Each of those containers is deployed on a VM that is instantiated and hosted in the cloud. Each
VM can deploy several containers for the services. To monitor the resource
consumption of the containers and hosting VM, each VM has one dedicated
monitoring service running on a separate container.

Service
The Service is the actual service instance that represents a process activity.
Such a service can be, e.g., a simple software service that performs an addition, a controlling software that is connected to a hardware machine, or a complex and long-running analysis software. Each software service needs to oﬀer
a remotely accessible interface, e.g., a Representational State Transfer (REST)
interface, that is used to invoke the service instance and to transfer necessary
input variables to the service instance. Each service instance can be invoked
several times simultaneously, provided that the hosting container instance has
enough resources available.
Execution Failures

If the software of the service recognizes an exception during its execution, which
requires a restart of the service, the service informs the Backend Monitor via
the Message Queue. Thus, each service is responsible for detecting runtime
exceptions and for notifying the Backend Monitor. If the execution of a service stops completely, the exception may not be detected. Such situations are
detected by the Backend Monitor with a timeout approach as discussed before.
After the service instance ﬁnishes its task, it informs the Backend Monitor about
the state change via the Message Queue.

Service Monitor
The Service Monitor is responsible for monitoring the services’ QoS and the execution environment, i.e., the containers. In this respect, it monitors the status
of the used computational resources such as CPU and RAM. This information
is published in regular intervals on the Message Queue. The container holding
the Service Monitor is deployed automatically after the VM is running.
2
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4.3.4

Message Queue & Container Registry
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The Message Queue and Container Registry are the fourth and ﬁfth entities
shown in Figure 4.1. While not providing core functionalities of ViePEP-C,
these entities oﬀer important helper functionalities necessary for the operation
of the platform.
The Message Queue is used to send service instance states, e.g., execution
completed, and monitored computational resource information from the Service
Monitor and the Service to the Backend Monitor in the eBPMS. Furthermore,
the Message Queue is used to transfer possible output variables, e.g., calculation
results, back to the eBPMS.

Message Queue

The Container Registry contains all available container images that are used to
deploy the containers on the VMs. For each container image, the registry holds
the information about the contained service, the container registry URL, the
registry name, and the image name. This registry is then used by the Container
Registry Connector to get the container image information of a service and by
the VMs to pull the container image.

Container Registry

4.4

Implementation

We have implemented ViePEP-C in Java. The implementation uses the Spring
Framework (vers. 2.1.1). As container technology, ViePEP-C applies Docker
and as container registry Docker Hub3 is used. As cloud provider, the current
implementation provides connections to Google Cloud and Amazon AWS EC2.
The default VM type in the current implementation is CoreOS 1800.5.0. However, the VM type is conﬁgurable. The execution of the services is monitored by
a timeout approach in combination with a push model, if the service software
detects an exception. The timeout is speciﬁed as a multiple of the expected
execution duration of a service. The default value is two times the expected
execution duration. As message queue, ViePEP-C uses the Java Message Service (JMS)-based RabbitMQ 3.6.114 .
The implementation oﬀers a rich set of conﬁguration possibilities, e.g., to deﬁne
the container images for the services, the cloud user information, or the diﬀerent
VM sizes. As database, MySQL 14.145 is used.
For interacting with the cloud, e.g., to start and stop a VM, the implementation
uses the Google Cloud Platform Java library (version 0.21.1)6 respectively the
Amazon AWS EC2 library (version 1.11.121)7 . For the interaction with the
3

https://hub.docker.com
http://www.rabbitmq.com
5
https://www.mysql.com/de/
6
https://cloud.google.com/java/docs/reference/
7
https://aws.amazon.com/sdk-for-java/
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Docker environment, the implementation uses the Spotify Container library
(version 8.11.7)8 .
The Service Monitor, which observes the resource consumption of the individual
VMs, is also written in Java, uses the Spring Framework, and the Spotify
Container library to gather the required information.
The source code of ViePEP-C is available at https://github.com/piwa/
ViePEP-C and the source code of the Service Monitor at https://github.
com/piwa/ViePEP-C-Backendmonitor.
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4.5

Requirements Coverage

In the following, we will argumentatively discuss, if, and how far, the approach
and architecture of ViePEP-C fulﬁlls the requirements that we derived from
the motivational scenario in Section 3.3:
1. To dynamically react to the ever-changing needs for computational resources, cloud resources should be used to execute process activities.
2. For a resource- and cost-eﬃcient execution of the processes, resource provisioning and task scheduling optimization needs to be provided.
3. The available cloud resources should be shared and optimized among all
running process instances.
4. The process instances and process activity executions should be monitored
and corresponding countermeasures should be performed if required, e.g.,
if there have been delays in a process activity.
5. Process instances may be requested and executed at any time.
6. The execution of the process instances should consider SLAs, e.g., a deadline until when the execution of a process instance has to be done. If the
SLAs are violated, penalty cost may occur.
1st Requirement

The architecture of ViePEP-C foresees the usage of containers on VMs for the
execution of process activities. In this setting, each container holds one service
that corresponds to a particular process activity. Due to the virtually unlimited
available cloud resources [18, 75], ViePEP-C provides the means to dynamically
react to the ever-changing needs of a process landscape similar to the one in
our motivational scenario. Therefore, the architecture of ViePEP-C fulﬁlls the
1st requirement, as deﬁned in our motivational scenario in Section 3.3.
8
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4.5. Requirements Coverage
The Scheduler provides the means to satisfy the 2nd requirement. As depicted
in Figure 4.1 and discussed in Section 4.3.2, the Scheduler is responsible for
the execution of a resource provisioning and task scheduling algorithm. Thus,
this component is responsible for creating a provisioning plan that guarantees
a resource-eﬃcient elastic process execution. Since we did not discuss an appropriate algorithm yet, this requirement is not cully complied at this point.
In Chapter 6, we will discuss such an algorithm and show that it fulﬁlls the
requirement.

2nd Requirement

The general approach and architecture of ViePEP-C is independent of the resource provisioning and task scheduling algorithm. This independency is further
supported by using the concept of the provisioning plan instead of controlling
the cloud resources directly by the Scheduler in an ad hoc manner. By following
the provisioning plan, the Action Executor of ViePEP-C is independent of the
actual algorithm implementation as long as the provisioning plan contains the
information as deﬁned in Section 4.3.2. How the resources are used, e.g., shared
or every process activity is deployed on its own container, and how the SLAs are
considered, e.g., if they are strictly considered or if slight violations are allowed,
depends on the implementation of the algorithm. Therefore, the 3rd and 6th
requirements are only partially fulﬁlled at the moment, since without knowing
the resource provisioning and task scheduling algorithm it is not possible to
determine the full coverage. Some resource provisioning and task scheduling
algorithms might fulﬁll the requirements, while others might not. Chapter 6
presents and discusses an algorithm that fully meets these requirements.

3rd and 6th
Requirements

By following the MAPE loop, ViePEP-C monitors the system state after the
execution of a provisioning plan starts. The proposed architecture of ViePEP-C
foresees the monitoring of the executing environment (i.e., the VMs and containers), the software services, and the compliance of the execution with the
original provisioning plan. For this, an additional monitoring service on each
VM (the Service Monitor) and a dedicated monitoring component in ViePEP-C
(the Backend Monitor) are used. In addition, the software service can report failures to ViePEP-C. This monitored information is then used by the Scheduler to
replan the provisioning plan and to perform countermeasures if necessary. This
monitoring fulﬁlls the 4th requirement, as deﬁned in our motivational scenario.

4th Requirement

The Scheduler is a central component in ViePEP-C that is planning the execution of all process instances. It is executed each time a new process execution
request arrives, in predeﬁned intervals or if a special event occurs, e.g., if a
cloud resource fails. Therefore, a process instance may be requested at any
time, which satisﬁes the 5th requirement.

5th Requirement

As can be seen, the architecture of ViePEP-C already fulﬁlls most of the derived
requirements from our motivational scenario. Only requirements 2, 3 and 6 are
not fully complied yet since they are considered by the resource provisioning

Conclusion
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and task scheduling algorithm from which the general architecture of ViePEP-C
is independent of. One example for such an algorithm is presented in Chapter 6.

4.6

Related Work
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In the following, we discuss selected contributions to the research ﬁeld of elastic process execution on cloud resources. This section focuses on the research
regarding the system architecture. In Chapter 5, we discuss the related work regarding the calculation of the process activity execution times, and in Chapter 6,
we discuss the related work regarding the elastic process execution optimization.
VM-Based
Approaches

In [95, 183, 185], the authors present an eBPMS called Vienna Platform for
Elastic Processes (ViePEP). ViePEP uses VMs for the execution of process activities on cloud resources. ViePEP optimizes and schedules the execution on
the available cloud resources in a resource-eﬃcient way while considering SLAs,
e.g., a deadline for the process execution. While ViePEP is comparable to the
work presented in this thesis, the use of containers as execution environment
requires a completely new design and implementation of the eBPMS architecture and process execution handling. This redesign requirement inherits from
the fact that, in comparison to ViePEP with only one level of executing environment, the VMs, ViePEP-C has two, the containers and the VMs. Both
levels have to be controlled, monitored, and considered during the creation and
execution of the provisioning plan. Moreover, the diﬀerent usage of the VMs,
in ViePEP as service execution environment and in ViePEP-C as container
execution environment, requires a redesign of the eBPMS.
Juhnke et al. [106] provide in their work an extended Business Process Execution Language (BPEL) engine that leases and uses cloud-based computational
resources in the form of VMs in an on-demand fashion to execute process activities. The authors also present a scheduling algorithm that considers cost for
the VMs and the data transfer duration.
Further publications regarding execution of elastic processes on cloud resources,
in form of VMs, are presented by Wei and Blake [215], Euting et al. [71], Sellami
et al. [186], Janiesch et al. [104], and Han et al. [85]. All of the approaches discussed so far aim at using cloud resources in the form of VMs for the execution
of business processes. None of the approaches considers the usage of containers.

Container-Based
Approaches
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There are several approaches that use containers in non-process settings: Especially the work of Vaquero et al. [205], Pahl [159], Wu et al. [223], and Hoenisch
et al. [97] have to be mentioned here. While they are discussing the usage of
containers for the execution of applications to increase scalability and isolation
of the applications, none of them considers the usage of containers in the context
of processes.

4.7. Summary
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Related work considering the execution of business processes on container-based
cloud architectures is presented by Boukadi et al. [35]. Similar to the work
at hand, Boukadi et al. propose a system architecture for the execution of
business processes on containers, which are deployed on VMs. The proposed
architecture also uses a resource provisioning and task scheduling algorithm for
a resource-eﬃcient execution of processes. While the system architecture presented by Boukadi et al. is comparable to ViePEP-C, the proposed architecture
is simulation-based and does not use real-world cloud services. In addition, the
approach does not consider monitoring of the execution and the executing environment, which is not needed for a simulation-based approach but necessary
for a system in a real-world environment.
In [16], the authors present a highly scalable object-aware process management
engine that is using distributed microservices on cloud resources. As an underlying architecture, the authors are using the actor model, where each microservice
is an actor (comparable to our services) and connected to diﬀerent other actors
according to a data model. While this actor model allows high scalability, the
integration of new objects into the data model is computationally very costly.
Furthermore, each actor has to be aware of the process structure since the actors
directly communicate with each other. This is not the case in our approach.
Gerlach et al. [79] present in their work a Scientiﬁc Workﬂow (SWF) platform
called Skyport that uses Docker containers for the deployment of the workﬂow
services. Through the usage of containers, they aim at providing a reproducible
software deployment solution with isolated software applications that can be
applied to SWFs. Zheng et al. [236] also aim at solving the problems that
can occur in SWFs by using containers. The authors show that by using a
container-based scheduling platform, a higher system eﬃciency and a lower
performance loss can be achieved. While these publications are undoubtedly
interesting, there are signiﬁcant diﬀerences between SWFs and the business
processes supported by ViePEP-C, which prevent the direct adaptation for
business process execution [184].
In summary, most of the related work consider VMs as execution environment
for business processes. This leads to a rather coarse-grained deployment solution that reduces the ﬂexibility and ad hoc elasticity of the deployment. None of
the above-mentioned publications present a platform that uses containers as an
execution environment for elastic processes in a real-world cloud environment.

4.7

Summary

Summary

In this chapter, we have presented ViePEP-C, a novel eBPMS for the elastic execution of business processes on cloud-based computational resources.
ViePEP-C oﬀers an API that can be used for requesting the execution of elastic
processes, composed of diﬀerent process activities and diﬀerent process patterns.
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ViePEP-C uses a resource provisioning and task scheduling algorithm to achieve
an eﬃcient resource provisining while considering process-speciﬁc SLAs. The
output of the algorithm is a provisioning plan that is used for the process activity execution, respectively its corresponding services, on cloud resources by the
use of containers deployed on VMs. For this, ViePEP-C takes over the tasks
of a cloud controller, i.e., deploys the VMs and the containers on the VMs,
and monitors the infrastructure. The monitored information is used to adapt
the provisioning plan to current situations at runtime. Furthermore, we have
discussed that the proposed ViePEP-C architecture already fulﬁlls most of the
requirements derived from our motivational scenario.
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In the following chapter, we present an essential step for the resource provisioning and task scheduling algorithm. This step calculates the execution start
and end time of all activities of an elastic process by simulating the execution.
The knowledge when the execution of a process activity will start and when it
is done is used by the resource provisioning and task scheduling algorithm to
create the provisioning plan (see Chapter 6).
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CHAPTER

Process Activity
Execution Time Calculation
To plan the execution of an elastic process, the knowledge when the execution
of a process activity has to start and when it will be done is essential. Thus, an
eBPMS, like ViePEP-C together with the accompanying resource provisioning
and task scheduling algorithm, needs to provide a mechanism to calculate these
times according to the structure of the process. In this chapter, we investigate
how the start and end times of a process activity can be estimated by simulating
the execution of the process.
To develop and discuss the concepts of this simulation approach, we investigate
the problem of machine reservation in cloud manufacturing. As discussed in our
motivational scenario (see Chapter 3), the virtualized assets of a company, e.g.,
the manufacturing machines, may be oﬀered as services based on a pay-per-use
model to other companies in a marketplace [222, 227]. To oﬀer a manufacturing
machine for leasing or to lease one, it is essential to know when the machines
will be needed and to reserve them to avoid stalemate and high waiting times.
Consequently, it is essential to know the execution start and end times of all
process activities that are using manufacturing machines before the process
execution starts.

5.1

Overview

Today’s manufacturing companies are under constant pressure to react to everchanging customer demands with as little delay as possible. This challenge
originates from the current trend towards mass customization, fast-changing
order cycles, and the goal to minimize the time-to-market [139, 239].
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Cloud
Manufacturing

To address this trend, a number of manufacturing companies are beginning to
use the concept of cloud manufacturing. The possibility to lease a machine and
to oﬀer a machine for leasing, leads to the requirement of knowing when exactly
a machine is needed [112]. Meaning that on the provider side, i.e., the company
that oﬀers a machine, it must be known when a machine is not occupied by
any manufacturing process, so that it can be lent to other companies. On the
consumer side, i.e., the company that leases a machine, it is required to know
when and for how long this particular machine will be needed.

Machine Reservation

By analyzing a manufacturing process before the actual real-world execution
of the process starts, a reservation of the machines that are required for the
execution of the process, at the time when they are needed, can be performed.
By maintaining a machine reservation timetable that holds the machine reservation information, it can be determined when a machine is available for leasing
and when another process occupies it. Moreover, during the execution of the
manufacturing process, a machine reservation timetable helps to ensure that
the machine is available when a process needs it. Thus, the risk of stalemate
and high waiting times can be reduced.

Machine Reservation
Timetable

Pre-Execution
Simulation

In this chapter, we present an approach based on pre-execution simulation of
a process to calculate for each process activity the execution start and end
times. Subsequently, these times are used for reserving the manufacturing machines in a machine reservation timetable and can also be used in the resource
provisioning and task scheduling of elastic processes.

BPMN 2.0

Since BPMN 2.0 gained more and more attention in the manufacturing domain [6, 10, 76, 133, 144, 238], the usage of BPMN 2.0 models as a base
for the calculation of the process activity execution start and end time is a
contemporary choice. In addition to the process modeling capability, BPMN
oﬀers simulation support [65], which can be exploited for scheduling in a cloud
manufacturing scenario. However, up until now, a systematic approach to support the reservation of manufacturing machines by BPMN process simulation
is missing.

Resource-Aware
Elastic Processes
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Due to the generic nature of the presented approach, it is not bound to the reservation of manufacturing machines. In fact, the information that is required to
reserve a machine, i.e., the start and end times of the process activities, can
be used in diﬀerent domains and use cases, e.g., assignments of employees to
speciﬁc labs and hardware [88]. Another use case is the optimization of the elastic process execution for resource eﬃciency, as discussed in this thesis. In this
thesis, the knowledge about when a process activity can be executed, i.e., after
the preceding activity is done, is used to achieve an overlapping of concordant
activities. This overlapping reduces the time cloud resources are utilized for the
execution of the activities, which reduces the overall execution cost. For this,
the event logs, created by ViePEP-C, are used by the resource provisioning and

5.2. Extended Motivational Scenario
task scheduling algorithm (see Chapter 6) to determine when a process activity
can be executed to achieve an overlapping of concordant activities.
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The remainder of the chapter is structured as follows: Section 5.2 discusses
an extended version of the motivational scenario presented in Chapter 3. Section 5.3 presents the design of our pre-execution simulation approach. The
implemented tool support is presented in Section 5.4. In Section 5.5, we assess the usability of the proposed approach by discussing an industry use case.
Subsequently, we discuss how the presented approach is connected to elastic
processes in Section 5.6, followed by the discussion of the related work in Section 5.7. Section 5.8 concludes this chapter.

5.2

Extended Motivational Scenario

As discussed in Chapter 3, the company CarOne has to cope with ﬂuctuating
order demands, i.e., a lot of orders in peak times and only a few in oﬀ-peak
times (e.g., during the holidays). Therefore, the company is using cloud manufacturing as the foundation for a cross-organizational elastic process landscape
that combines diﬀerent manufacturing plants and suppliers.
In peak times, CarOne leases additional manufacturing capacities from other
companies by using the concept of cloud manufacturing. This way, CarOne can
rapidly increase their productivity to fulﬁll their customers’ orders without having to buy additional manufacturing machines that are not required in oﬀ-peak
times. In oﬀ-peak times, not all manufacturing machines owned by CarOne
are working to capacity. In such times, CarOne oﬀers the unused capacities to
other companies. For this, again, cloud manufacturing principles are applied.
To know when a machine is needed and when it is available, CarOne maintains
a machine reservation timetable. This timetable holds for each manufacturing
machine the information when it is needed, i.e., start and end time of activities
with this machine, and for which process it is needed at this time. This machine reservation timetable is then further used to schedule the execution of the
manufacturing processes, to oﬀer the unused machines to other companies, and
to plan other tasks, e.g., machine maintenance. Additionally, the information
when a machine is required for the execution of a process is used to reserve and
lease machines from other companies if needed.

Machine Reservation
in the Context of
CarOne

Figure 5.1 presents a simpliﬁed version of the extended motivational scenario.
The ﬁgure depicts the machine reservation timetable for four machines, called
M1–M4, of CarOne and two machines (M1 and M2) of the company Supplier 1.
Furthermore, the ﬁgure shows that CarOne reserved M1 from Supplier 1 for
one hour. It has to be noted that Figure 5.1 shows only a small excerpt of
CarOne’s manufacturing network.
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Customer

Supplier 2

Manufacturing Cloud

M1 Reserved for CarOne

CarOne

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

Machine Reservation Timetable
13:00
M1
M2
M3
M4

14:00

15:00

16:00

Supplier 1

Machine Reservation Timetable
17:00

13:00
M1
M2

14:00

15:00

16:00

17:00

Shopfloor

M1

Shopfloor
M1

M2

M3

M2

M4

Figure 5.1: Extended Motivational Scenario Including the Machine Reservation
Timetables of CarOne and Supplier 1
As can be seen in the scenario, the knowledge of when a machine is needed is
of great importance in cloud manufacturing.

5.3

Approach

The idea of our approach is to perform a pre-execution simulation before the
real-world execution of a process starts. During this pre-execution simulation,
the manufacturing machines, used by this particular process, are reserved for
the time they will be needed. This ensures that the machines are available at
these times—provided they have not failed, or another unforeseen situation has
arisen—and are not occupied by another process.
In the following, we discuss the general approach of the pre-execution simulation
and the machine reservation.

5.3.1
Start of the
Pre-Execution
Simulation
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General Approach

The pre-execution simulation and reservation of the manufacturing machines
are performed for each process execution request separately. When the execution of a process is requested, our approach ﬁrst simulates the process execution
and uses this simulation to calculate the times, i.e., start and end time, when
a manufacturing machine is required. Those times are then used to reserve the

5.3. Approach

Figure 5.2: Machine Reservation Timetable Example
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Listing 5.1: BPMN 2.0 XML Extension for Machine Reservation
1 <bpmn:serviceTask id="ProcessStep_Name">
2
<bpmn:extensionElement>
3
<executionDuration>1200</executionDuration>
<reservationRequired>true</reservationRequired>
4
5
<machineType>Type_42</machineType>
6
</bpmn:extensionElement>
7
...
8 </bpmn:serviceTask>

machine in the machine reservation timetable for this particular process. After
the simulation is ﬁnished, the actual real-world execution starts. An example machine reservation timetable is depicted in Figure 5.2. The ﬁgure shows
the reservation times for three machines (M1–M3) and three processes. The
pre-execution simulation approach is independent of the machine reservation
timetable. In fact, the machine reservation timetable can be represented by
any conventional timetable that can hold a start and end time, a UID that represents the machine, and a UID that represents the reserving process activity.
In the work at hand, we only discuss the pre-execution simulation.

Machine Reservation
Timetable

If the machine is already reserved for another process, corresponding countermeasures have to be triggered, e.g., rescheduling of the process execution or
searching for an alternative manufacturing machine by using the principles of
cloud manufacturing. Possible countermeasures are presented in [143] and [144]
and are not further discussed in the following.

Unavailability of
Machines

For the pre-execution simulation, our approach extends the default BPMN 2.0
Extensible Markup Language (XML) schema with three elements, namely executionDuration, reservationRequired, and machineType. Listing 5.1 shows this
extension with example values.

BPMN 2.0
Extension

The ﬁrst extension element, executionDuration (line 3 in Listing 5.1), adds the
execution duration of the real-world manufacturing machine in seconds, e.g.,
1200 sec. This time deﬁnes the duration the machine needs to fulﬁll its task.
This real-world execution duration has to be known upfront, e.g., via historical
sensor data or via an event log as it is provided by ViePEP-C (see Section 4.3),
and deﬁned for each process activity.
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Figure 5.3: Reservation Time Calculation Steps
The second extension element, reservationRequired (line 4 in Listing 5.1), adds
the possibility to deﬁne whether this particular process activity should be reserved in the machine reservation timetable (true) or not (false). With this
option, the approach considers that not all process activities have to be reserved in a process, e.g., software services that can be invoked several times in
parallel or short-running manufacturing steps for which no particular machine
is needed. However, also the process activities that do not require a reservation
are considered for the calculation of the reservation times since those activities
contribute to the total execution time as well.
The last extension element, machineType (line 5 in Listing 5.1), adds the deﬁnition which type of manufacturing machine is needed for this particular activity,
e.g., a manufacturing machine of type Type_42. During the pre-execution simulation, this information is used to ﬁnd an appropriate manufacturing machine.
For this selection, an approach like presented in [143] can be used and is not
further discussed in the following. Moreover, it has to be noted that depending
on the manufacturing machine, additional parameter settings might be needed.
Since the reservation is independent of these individual parameter settings, we
will not further discuss this in the following.
Reservation Times
Calculation

To calculate the correct reservation times for each machine, it has to be considered that the real-world execution starts after the pre-execution simulation.
However, at the time of the simulation, the correct starting time of the realworld execution is still unknown. To overcome this, the times calculated during
the simulation are delta values starting with 00:00 at the beginning of the process, as shown in Figure 5.3 (in black digits). To obtain the real-world execution
times, the current time is added to the calculated times shortly before the realworld process execution starts. This step is depicted in Figure 5.3 with blue
digits and an example real-world execution starting time of 13:15. The resulting times are then used to reserve the machines in the machine reservation
timetable.

Reservation Updates

To consider unforeseeable circumstances during the real-world execution, e.g., a
longer machine execution duration or a delay due to congestion, the reservation
times are compared to the real-world execution times before executing each pro-
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Task 3

(b) After Transformation

Figure 5.4: Static Simulation Transformation
cess activity. If times diﬀer, an update of the reservations has to be performed.
This update can be done by using the diﬀerence between the planned time and
the real-world or by repeating the simulation.
Eventually, the machine reservation timetable contains the information when a
machine will be needed during the real-world execution of a process. However,
if the process is not a sequential workﬂow, as depicted in Figure 5.3, but a more
complex composition with decision gateways, as depicted in Figure 5.4a, the
complexity of the pre-execution simulation increases. Decision gateways with
diﬀerent outgoing branches pose a certain uncertainty: At the time of the preexecution simulation, it is not known which branch the real-world execution
will take when a decision gateway is reached. We propose two strategies for
handling such uncertainties, as described in the next two subsections.

Complex Process
Control Flows

It has to be noted that the current approach considers structured processes that
are composed of sequences, parallel gateways, decision gateways, and repeat
loops. These patterns are among the most frequently used patterns [151]. Thus,
by considering these patterns, a huge range of process models is supported. The
integration of other BPMN 2.0 constructs is part of future work.

5.3.2

Static Simulation

The idea of the static simulation is to transform each decision gateway into a
parallel gateway. By doing this, the approach considers all possible branches
during the pre-execution simulation.
For this, the static simulation loads a process model and transforms it, i.e.,
substitutes all decision gateways by parallel gateways. An example transformation can be seen in Figure 5.4, where Figure 5.4a shows the original process,

Process Model
Transformation
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Next iteration
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Task 1

Task 2

Figure 5.5: Example Process with a Loop

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

i.e., before the transformation, and Figure 5.4b shows the process after the
transformation.
The transformed model is subsequently used for the pre-execution simulation
and, thus, for the calculation of the manufacturing machine’s reservation times.
Afterward, the original model is used for the real-world execution of the process.
The static simulation approach solves the problem of not knowing which branch
will be taken at runtime. However, if the process model contains a loop, as depicted in Figure 5.5, the number of loop iterations will still be uncertain. For
this, the approach uses a counter deﬁning how often a loop should be simulated. Thereby, the amount of loop iterations has to be known by background
knowledge about the process, e.g., by taking into account historical data about
former process executions.
Algorithms

Algorithms 1 and 2, which will be discussed in the following, show the algorithms related to the static simulation approach.

Algorithm 1
Discussion

Algorithm 1 presents the algorithm that is responsible for starting the preexecution simulation and the subsequent real-world execution. As an input,
the algorithm gets the process model (processM odel) and the number of loop
iterations the simulation should consider (loopIterations).
In the algorithm, line 2 creates a clone of the process model. Subsequently,
line 3 is ﬂattening the loops by using the amount stored in loopIterations, and
line 4 and 5 are performing the transformation of the decision gateways to the
parallel gateways. Line 6 is then storing the process start activity in currentEle.
Afterwards, in line 8, the staticSimulation function is called, which is shown in
Algorithm 2. As a result, the static simulation function returns the reservation
time slots, which are stored in reservationSlots. In line 10 to 20, the algorithm
iterates through these time slots. In each iteration, the algorithm adds to each
calculated reservation time slot the real-world execution start time, as shown in
Figure 5.3 (line 11 and 12). Subsequently, the algorithm checks if the current
time slot needs a reservation (line 13). If yes, the algorithm checks if the machine
is available at the calculated time slot. If yes, the time slot is reserved. If not,
the countermeasures, as discussed in Section 5.3.1, are performed (line 14 to 18).
Afterward, the real-world execution is started (line 21).
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Algorithm 1 Process Execution with Static Simulation
Require: processModel, loopIterations
1: function execution
2:
modelClone ← clone(processM odel)
3:
f lattenLoops(modelClone, loopIterations)
4:
decisionGateways ← getAllDecisions(modelClone)
5:
transf ormDecisionsT oP arallel(decisionGateways, modelClone)
6:
currentEle ← getM odelStartEvent(modelClone)
7:
startTime ← 00 : 00
8:
reservationSlots ← staticSimulation(element, startT ime, processM odel)
9:
currentTime ← getCurrentT ime()
10:
for all reservationSlot ∈ reservationSlots do
11:
reservationSlot.startT ime ← currentT ime + reservationSlot.startT ime
12:
reservationSlot.endTime ← currentT ime + reservationSlot.endT ime
13:
if reservationSlot.currentEle has to be reserved then
14:
if reservationSlotIsF ree(reservationSlot) is true then
15:
reserveM achine(reservationSlot)
16:
else
17:
machineN otAvailable(reservationSlot)
18:
end if
19:
end if
20:
end for
21:
startExecution(processM odel)
22: end function

Algorithm 2 performs the calculation of the reservation time slots. As an input,
the algorithm gets three variables. The ﬁrst one is the BPMN element with
which the simulation should start (currentEle). At the ﬁrst execution of the
function, currentEle is the start activity of the process model. However, since
the algorithm is called recursively (as will be discussed in the following), at a
later point in time, this might be another element of the process model. Moreover, the algorithm gets as input the start time of the simulation (startT ime).
Here, the same applies as for the currentEle: At the beginning it will be 00:00,
but it might be diﬀerent at a later point in time due to the recursive calling.
The last input variable is the process model (processM odel).

Algorithm 2
Discussion

In the beginning, the algorithm is iterating through the elements of the process
model (line 3), and stores the current element in currentEle (line 4). If currentEle is a process activity, the algorithm calculates the reservation time slot
in line 6 to 9. For each time slot, the algorithm calculates the start and end
time of the time slot, and stores these times together with the currentEle in
reservationSlot (line 7). The reservationSlot is then stored in reservationSlots
(line 8). If currentEle is the beginning of a parallel execution (marked by a
parallel split), line 11 to 15 are executed. These lines are iterating through all
branches after the parallel split and recursively call the staticSimulation function. If the currentEle is the end of a parallel execution (marked by a parallel
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Algorithm 2 Static Simulation Algorithm
Require: currentEle, startTime, processModel
1: function staticSimulation
2:
reservationSlots ← ∅
3:
while endEventReached(currentEle, processM odel) is false do
4:
currentEle ← getN extElement(currentEle, processM odel)
5:
if currentEle is an Activity then
6:
endTime ← startT ime + currentEle.executionDuration
7:
reservationSlot ← {startT ime, endT ime, currentEle}
8:
reservationSlots ← reservationSlots ∪ reservationSlot
9:
startTime ← endT ime
10:
else if currentEle is a Parallel Split then
11:
for all branch after the Parallel Split do
12:
element ← f irstElementOf Branch(branch)
13:
reservationSlots ← staticSimulation(element, startT ime,
processM odel) ∪ reservationSlots
14:
end for
15:
startT ime ← getLastT imeSlot(reservationSlots).endT ime
16:
else currentEle is a Parallel Join
17:
return reservationSlots
18:
end if
19:
end while
20:
return reservationSlots
21: end function

join), the method returns reservationSlots, which marks the end of one branch
after the parallel split gateway (line 17). After all parallel branches are simulated, line 15 stores the latest process activity end time before the parallel join
into startTime. Since a parallel join waits for all branches to ﬁnish, the latest
process activity end time marks the end of the parallel execution. Finally, the
resulting reservationSlots is returned by the algorithm (line 20).
Concluding
Considerations

The beneﬁts of the static simulation are the simplicity and performance. This
simplicity and fast performance stems from two aspects. First, due to the
XML-based deﬁnition of BPMN, the transformation of the decision gateways
to parallel gateways is computationally cheap. Second, the subsequent simulation, by using the transformed process model, is a simple iteration through the
process activities according to the structure deﬁned by the process model.
The negative aspect of the static simulation approach is that it might reserve
manufacturing machines that are not used by the real-world execution. This
negative aspect stems from the fact that all manufacturing machines, required
by the process, are reserved. This includes machines used in branches that are
not executed at all during the real-world execution. For instance, the static
simulation approach reserves the manufacturing machines used for Task 2 and
Task 3 in the process depicted in Figure 5.4a. However, since an exclusive
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gateway chooses the branch, only one of the activities is executed, e.g., Task 2.
This leads to an unnecessary reservation for Task 3.
However, if the branches after the decision gateway contain only process activities for which a reservation is not needed, the aforementioned negative aspect
is negligible. For instance, in Figure 5.4a if Tasks 2 and 3 do not require a
reservation but Task 4 needs one. Here, the fact that the static simulation
approach simulates both branches is negligible.
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To prevent the superﬂuous reservation of unneeded manufacturing machines,
we suggest in the following a more dynamic simulation approach.

5.3.3

Semi-Dynamic Simulation

In comparison to the static simulation approach presented in Section 5.3.2,
the semi-dynamic simulation approach uses a combination of the pre-execution
simulation and real-world execution to overcome the problem of not knowing
the path after a decision gateway.
The basic idea of the semi-dynamic simulation approach is to perform the preexecution simulation, and therefore the calculation of reservation times, as long
as it is possible. This means that the simulation starts at the beginning of the
process and continues until the ﬁrst decision gateway, for which it is unknown
which branch will be taken during the real-world execution phase, is reached.
This is depicted in Figure 5.6a, where green symbolizes the activities that have
been simulated and red symbolizes the decision gateway for which the subsequent path is unknown. At this point, the simulation stops and a switch to the
real-world execution takes place. This real-world execution starts at the beginning of the process and continues until the ﬁrst decision gateway is reached, as
depicted in Figure 5.6b (blue symbolizes already executed activities).

Stepwise Simulation

When the execution reaches the ﬁrst decision gateway and a branch is selected
for the execution, the simulation can continue based on the process instance
state. Hence, the real-world execution pauses and a switch back to the simulation takes place, which continues until another decision gateway or the end of
the process is encountered. If another decision gateway is reached (as depicted
in Figure 5.6b), the simulation pauses again, and the real-world execution continues. The real-world execution starts now at the point where it stopped, i.e.,
after the last decision gateway, and continues until the new decision gateway
(as depicted in Figure 5.6c) or until the end of the process is reached. This is
repeated until the end of the process is reached.
Algorithms 3 and 4 show the algorithms related to the semi-dynamic simulation.

Algorithms

Algorithm 3 presents the algorithm responsible for starting the pre-execution
simulation, the real-world execution, and the switching between them. As an
input, the algorithm gets the process model (processM odel).

Algorithm 3
Discussion
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Task 3

Task 6

(b) Execution (Blue) and Simulation (Green) Until Second Gateway
Task 2
Task 1

Task 5
Task 4

Task 3

Task 6

(c) Execution (Blue) and Simulation (Green) Until Process End
Task 2
Task 1

Task 5
Task 4

Task 3

Task 6

(d) Execution Finished
Legend:

■
■

Executed Steps ■ Simulated Steps
Simulation Blocking Decision Gateways

Figure 5.6: Semi-Dynamic Simulation Steps
In line 2, the algorithm starts with storing the start activity in currentEle.
Subsequently, the algorithm iterates through line 3 to 19 that perform the
pre-simulation and real-world execution until the real-world process execution
is done. Line 5 calls the semi-dynamic simulation approach (shown in Algorithm 4) that is returning all reservation time slots until the ﬁrst decision gateway or until the end activity of the process model is reached. Line 7 to 17 are
then performing the same tasks as line 10 to 20 in Algorithm 1 and are not
further discussed here. Afterward, the execution continues by calling the function continueExecution that continues the real-world execution until the next
decision gateway or the end of the process instance is reached (line 18).
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Algorithm 3 Process Execution with Semi-Dynamic Simulation
Require: processModel
1: function execution
2:
currentEle ← getM odelStartEvent(processM odel)
3:
while processExecutionIsDone(currentEle, processM odel) do
4:
startTime ← 00 : 00
5:
reservationSlots ← semiDynamicSimulation(currentEle, startT ime,
processM odel)
6:
currentTime ← getCurrentT ime()
7:
for all reservationSlot ∈ reservationSlots do
8:
reservationSlot.startTime ← currentT ime+reservationSlot.startT ime
9:
reservationSlot.endTime ← currentT ime + reservationSlot.endT ime
10:
if reservationSlot.currentEle has to be reserved then
11:
if reservationSlotIsF ree(reservationSlot) is true then
12:
reserveM achine(reservationSlot)
13:
else
14:
machineN otAvailable(reservationSlot)
15:
end if
16:
end if
17:
end for
18:
currentEle ← continueExecution(currentEle, processM odel)
19:
end while
20: end function

Algorithm 4 performs the calculation of the reservation time slots for the semidynamic approach. As input, the algorithm gets the same variables as Algorithm 2. Thus, we will not discuss them again. In comparison to Algorithm 2,
the algorithm for the semi-dynamic simulation stops when a decision gateway
is reached, or the end activity is reached. This check is performed in line 2.
The rest of the algorithm is similar to Algorithm 2.

Algorithm 4
Discussion

With this stepwise pre-execution simulation, the approach overcomes the problem of the superﬂuous manufacturing machine reservations, as it happens with
the static simulation approach discussed in Section 5.3.2. Furthermore, the
semi-dynamic simulation approach solves the problem of the unknown amount
of loop iterations, since each iteration of a loop in the process is handled separately.

Concluding
Considerations

It has to be noted that, due to the continuous switching between the preexecution simulation and real-world execution, the overall performance is lower
than for the static simulation. Furthermore, in comparison to the static approach, depending on the process, not all manufacturing machines might be reserved immediately at the beginning of the execution but after some steps have
already been performed. This may lead to situations in which some machines—
which would have been the best choice prior to process execution—are not
available any longer when the semi-dynamic simulation is performed.
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Algorithm 4 Semi-Dynamic Simulation Algorithm
Require: currentEle, startTime, processModel
1: function semiDynamicSimulation
2:
reservationSlots ← ∅
3:
while decisionReached(currentEle, processM odel) is false AND
endEventReached(currentEle, processM odel) is false do
4:
currentEle ← getN extElement(currentEle, processM odel)
5:
if currentEle is an Activity then
6:
endTime ← startT ime + currentEle.executionDuration
7:
reservationSlot ← {startT ime, endT ime, currentEle}
8:
reservationSlots ← reservationSlots ∪ reservationSlot
9:
startTime ← endT ime
10:
else if currentEle is a Parallel Split then
11:
for all branch after the Parallel Split do
12:
element ← f irstElementOf Branch(branch)
13:
reservationSlots ← semiDynamicSimulation(element, startT ime,
processM odel) ∪ reservationSlots
14:
end for
15:
startT ime ← getLastT imeSlot(reservationSlots).endT ime
16:
else currentEle is a Parallel Join
17:
return reservationSlots
18:
end if
19:
end while
20:
return reservationSlots
21: end function

5.4

Tool Support

The simulation approaches presented in Section 5.3 can be integrated into any
process planning software. As a proof-of-concept, we realize the approaches as
a prototype on top of the Camunda BPM Workﬂow Engine1 .
Camunda BPM

Camunda provides the means to execute business processes based on BPMN 2.0.
Therefore, Camunda provides a good base for our implementation since the envisioned pre-execution simulation is basically an execution of the process without
the real-world services. Consequently, we extend Camunda in a way that it
performs the pre-execution simulation before the real-world execution. This
implementation is part of the CREMA framework [181]. As machine reservation timetable and automatic countermeasures if a machine is already reserved
by another process we use available components in the CREMA framework.

Camunda BPM
Extension

Our implementation extends the following functionalities of Camunda: (i) the
BPMN parser, (ii) the possibility to add a listener to process elements (e.g., decision gateways), and (iii) the execution of process activities by external workers:
1
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BPMN Parser: We extend the BPMN parser of Camunda in a way that it adds
to each decision gateway a listener called Decision Gateway Listener. This
listener is called each time a decision gateway is reached during the simulation
and real-world execution.
Decision Gateway Listener: The activity of this listener depends on the current
phase of the execution, i.e., pre-execution simulation (static or semi-dynamic
simulation) or real-world execution:
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• If the pre-execution simulation of the current execution is a static simulation, then the behavior of the gateway is changed to that of a parallel
gateway behavior as discussed in Section 5.3.2.
• If the pre-execution simulation is semi-dynamic:
– If the current execution is a pre-execution simulation, a switch to
the real-world execution takes place.
– If the current execution is a real-world execution, a switch to the
pre-execution simulation takes place.
External Tasks: The External Task functionality of Camunda collects process
activities that have to be executed in a queue. These activities are then taken
from the queue and executed by so-called workers. This execution can be
sequential, i.e., one activity after another, or in parallel. We implement two
diﬀerent workers:
• Pre-execution Simulation Worker: Is used for the pre-execution simulation. It performs the calculation of the start and end times for the reservations as discussed in Section 5.3.1.
• Real-World Execution Worker: This worker is responsible for the execution of the activities when the real-world execution is in progress. This
means that it is responsible for the actual execution of the real-world
functionality deﬁned in a process activity.
In addition, we hold for each process execution the information in which phase,
i.e., simulation or real-world execution, the execution currently is. This information is then used in the Decision Gateway Listener and the selection of the
External Task worker.
If a diﬀerence between the reservation times and the real-world execution times
is detected, the simulation is repeated to update the reservations in the machine reservation timetable. This simulation starts with the subsequent process
activity of the process activity for which the diﬀerence was detected.
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(b) Process 2
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(c) Process 3

Figure 5.7: CarOne’s Manufacturing Process Models

5.5

Discussion

In the following, we will discuss the advantages and disadvantages of the static
and the semi-dynamic approach. For this, we will use both approaches for
the reservation of machines used by diﬀerent processes in the context of the
extended motivational scenario discussed in Section 5.2. Furthermore, we will
assess the performance of both approaches and discuss the diﬀerences of the
approaches.
CarOne
Manufacturing
Processes

For this discussion, we further assume that CarOne produces three diﬀerent
products. Each product is deﬁned by a process model as depicted in Figure 5.7,
i.e., Process 1, Process 2, and Process 3. The activity names, e.g., M1, deﬁne
which machine is used by this activity. Additional to the manufacturing machines, Process 2 includes two applications, i.e., App. 1 and App. 2, that do not
require a reservation.
In the following, we ﬁrst discuss the results of executing all three processes with
the static simulation approach in Section 5.5.1 and then the results with the
semi-dynamic simulation approach in Section 5.5.2.
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(a) Machine Reservation Timetable after the Execution of Process 1 and 2 was
Requested

(b) Machine Reservation Timetable after the Execution of Process 3 was Requested

Figure 5.8: Machine Reservation Timetables with Static Simulation

Figure 5.9: Machine Reservation Timetable of Supplier 1 after CarOne Reserved
a Machine

5.5.1

Static Simulation

At the beginning of this scenario, the machine reservation timetable is empty
since no process instance is running. Accordingly, all machines are available.
At time 10:00, an execution of Process 1 is requested and shortly after that
an execution of Process 2 is requested. Each request leads to a pre-execution
simulation that reserves the required machines for Process 1 and 2. Figure 5.8a
shows the resulting machine reservation timetable. As shown in Figure 5.7,
Process 1 and Process 2 contain one decision gateway each. Since the current pre-execution simulation mode is applying static simulation, all possible
branches are simulated. For Process 1, this means that all machines are reserved, as can be seen in Figure 5.8a. For Process 2, this is not the case since
the parallel branches contain process activities that do not require a reservation. Only the machines after the join, i.e., M3 and M4, require a reservation
as shown in Figure 5.8a.

Process 1 & 2
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Process 3

Following this, an execution request for Process 3 takes place at 10:30. Since
machine M4 is already reserved for the execution of Processes 1 and 2, an
alternative machine is required. In our scenario, company Supplier 1 is able to
provide an alternative machine, called M6, which is then reserved for Process 3.
The remaining machines for Process 3, i.e., M1 and M2, are not reserved for
other processes. Hence, they are reserved at CarOne. The resulting machine
reservation timetable is depicted in Figure 5.8b for CarOne, and Figure 5.9 for
Supplier 1. Since Supplier 1 is an external company, CarOne only sees when a
machine is occupied or available and not for which process the machine is used,
due to privacy concerns. In Figure 5.9, a machine occupation is depicted by a
black rectangle and an external reservation by a grey rectangle.
This example shows that the static simulation approach can help to identify
situations in which the execution of a process would stagnate due to a lack of
available machines. However, as explained in Section 5.3.2, the downside of
this approach is that all machines are reserved, including the machines of the
branch that is not executed, i.e., M1 and M2 in Process 1 (Figure 5.7a).

Performance

To determine the performance of the presented simulation approach, we execute Process 1, 2, and 3 six times each, by using the CREMA framework and
the static simulation. During this execution, we measure the duration of the
simulation. The resulting average simulation duration of Process 1 and 2 is
18.17s (σ = 1.32s) and of Process 3 is 13.33s (σ = 1.53s).

Conclusion

This case study shows that a machine reservation timetable and the presented
simulation approaches provide useful information for companies operating in
a cloud manufacturing network. First, it helps the companies to plan and
execute their processes without the risk of a bottleneck where two processes
need the same machine at the same time. Second, the machine reservation
timetable helps the companies to analyze their machine usage and maximize
their machine utilization by lending unused machines to other companies. This
is achieved without having to risk stagnation of already running processes.
On the negative side, the static simulation might reserve manufacturing machines that are not needed during the real-world execution when they are after a
decision gateway. This is shown in this evaluation with Process 1. For Process 1,
machine M1 and M2 are reserved, however, during the real-world execution only
one of them is used, which means that the other reservation is not used or has
to be canceled. Depending on the pricing models of the manufacturer companies, such an unused reservation or the cancelation of a reservation might be
associated with additional fees. If several processes include such decision gateways, the additional fees might exceed the beneﬁts associated with the static
simulation. Besides the additional cost regarding the fees, a constant reservation and cancellation of manufacturing machines of another company in a cloud
manufacturing scenario might decline the conﬁdence in the own company.
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(a) Machine Reservation Timetable after the Initial Pre-execution Simulation
of Process 1

(b) Machine Reservation Timetable after the Decision Gateway of Process 1

Figure 5.10: Machine Reservation Timetables with Semi-Dynamic Simulation

5.5.2

Semi-Dynamic Simulation

By switching the pre-execution simulation mode to semi-dynamic simulation,
the machine reservation of Process 1 is performed in two phases. The ﬁrst
phase simulates until the decision gateway and the second phase simulates the
remaining activities. After the initial pre-execution simulation of Process 1,
the machine reservation timetable holds only the reservations of M3 and M4 as
depicted in Figure 5.10a. After the simulation, the real-world execution starts
and continues until the decision gateway is reached.

Process 1

When the real-world execution reaches the decision gateway of Process 1, a
switch to the pre-execution simulation takes place. Then, the remaining process activities are simulated since it is now known which branch the real-world
execution will take. In the example presented in Figure 5.10b, Process 1’s upper
branch is selected, i.e., M1, resulting in the timetable shown in Figure 5.10b.
The diﬀerences between the semi-dynamic simulation and the static simulation
can also be seen by observing the execution of Process 2. Since Process 2 also
contains a decision gateway, the semi-dynamic simulation stops at the gateway
and waits for the real-world execution to reach the gateway. However, this is
not necessary since both branches of Process 2 contain activities without the
requirement of a reservation. Consequently, the simulation could continue as
performed by the static simulation. Hence, the static simulation is better suited
for Process 2, since it reserves machines M3 and M4 beforehand at the start of
the execution, as shown in Figure 5.8a.

Process 2
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Performance

For the semi-dynamic simulation, we determine the simulation duration by
executing all three processes six times each. The resulting average simulation
duration of Process 1 and 2 is 21.33s (σ = 2.06s) and for Process 3 is 13.67s
(σ = 0.58s).

Conclusion

This discussion shows that the semi-dynamic simulation can help to prevent
the reservation of unnecessary machines, in comparison to the static simulation.
Moreover, the prevention of reserving unnecessary machines also mitigates the
negative eﬀect of possible cancellation fees that the static simulation has. These
beneﬁts come of course with the negative side of accepting the risk that a manufacturing machine that would have been available when the process instance
execution started, is maybe not available anymore when the semi-dynamic simulation tries to reserve it.
However, the discussion also shows that in some cases the static simulation,
which entails a shorter simulation duration, is more suitable.

5.6

Resource-Aware Elastic Processes

In the following, we discuss the presented pre-execution simulation approach in
the context of elastic processes.
CREMA

The proposed pre-execution simulation approach has originally been developed in the course of the H2020 project CREMA [181]. The goal of the
CREMA project was to create a cloud manufacturing framework for interorganizational manufacturing processes. The CREMA framework is using the
presented pre-execution simulation approach for the creation of a machine reservation timetable, as discussed in this chapter. The information from the machine reservation timetable is then further used by diﬀerent CREMA components to execute the manufacturing processes and to guarantee the timely ﬁnishing of the processes. The latter is done by, e.g., assigning available manufacturing machines to process activities, or by performing countermeasures if no
machine is available [143, 144].

Resource-Aware
Processes

While we focused in this chapter on the reservation of machines as resources,
the presented approach is independent of the resource type. In general, processrelevant resource types can be divided into human-based (e.g., doctors, nurses,
maintenance personal), non-human-based (e.g., rooms, cars, tables), and a combination of both (e.g., assignments of doctors to operation rooms) [41, 42, 65,
77, 88]. Hence, also the scenarios in which the presented approach is applicable, are not bound to the manufacturing domain. For instance, other possible
domains are sales [70], or eHealth [134].
The literature in the ﬁeld of resource-aware business processes is thereby concerned with the management of resources during the following three situations [41]: (1) The process design time, where diﬀerent resources or resource
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types are assigned to process activities before the process is executed [41, 82,
88, 99]. (2) During process instance execution, in which an assignment of a
resource to a process activity is done automatically [87, 99, 143, 167]. (3) After
the execution of a process instance to analyze the resource utilization to identify
possible process improvements. Especially in the second case, the knowledge
when a resource is needed, as the presented pre-execution simulation approach
provides, is of great importance.
Activities of elastic processes that are executed on cloud resources, as provided
by the eBPMS platform ViePEP-C, might also depend on resources that have
to be scheduled or reserved [181]. For instance, as depicted in our motivational
scenario, a manufacturing process might be controlled by an elastic process.
While the elastic process uses cloud resources, which are virtually unlimited [18,
40], the manufacturing machines that are used by the elastic process are onpremise and limited to a small amount that has to be reserved. Another example
of an elastic process that depends on resources is a process with an activity
that requires validation of a document by a human with a speciﬁc role in a
company. A resource-aware elastic process execution has to consider that the
human might need some time to validate the document and can only handle a
limited amount of documents at a time. In order to avoid a backlog because
too many documents are assigned to one person, the elastic process execution
must take this limitation into account.

Resource-Aware
Elastic Processes

However, activities that compose an elastic process do not necessarily have to
use and depend on resources that are limited in the amount and availability.
In many scenarios, elastic processes are mainly composed of software services
that are executed on cloud resources. Since cloud resources are virtually unlimited [18, 40] and new resources can be leased ad hoc, a resource conﬂict
is practically not possible. However, the knowledge when a process activity
should be executed is also for a pure software-based elastic process, without
limitations regarding the required resources, of importance. This is especially
the case if the execution of an elastic process should be resource-eﬃcient.
As has already been mentioned, for a computational resource-eﬃcient execution
of elastic processes, resource provisioning algorithms are used. Such resource
provisioning algorithms are often concerned with the scheduling of the process
activities in a way that a resource-eﬃcient execution is achieved by changing the
activity execution times. By changing the execution times, possible resource
utilization improvements are achieved by combining similar activities, or by
reducing the eﬀects of speciﬁc resource characteristics, e.g., long deployment
times of VMs. The combination of similar activities is also called batch processing [65, 121, 166]. For planning a change of a process activity execution
time, a resource provisioning algorithm needs to know the earliest time an activity can be executed, i.e., after the execution of the preceding process activity
is done. To gather this information, the presented pre-execution simulation

Resource-Efficient
Execution of Elastic
Processes
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approach can be used. Thereby, the pre-execution simulation approach is used
before the resource provisioning algorithm to collect for each activity the earliest point in time the activity execution can start. These times are then adapted
by an algorithm to achieve a resource-eﬃcient elastic process execution.
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ViePEP-C

In Chapter 6, we discuss such a resource provisioning algorithm that adapts
the process activity execution times in a way that an overlapping of concordant activities is achieved. This overlapping reduces the time a computational
resource is utilized. The unchanged activity execution times, i.e., before the
resource provisioning algorithm changes them, are selected in a way that each
activity is executed directly after the execution of the preceding activity is done,
as provided by the pre-execution simulation approach presented in this chapter. This resource provisioning algorithm is further used by ViePEP-C (see
Chapter 4) to provide a platform for the resource-eﬃcient execution of elastic
processes.

5.7

Related Work

The research presented in this chapter relates to four major streams of work:
applications of BPMN in manufacturing, real-world work item (e.g., manufacturing machines) allocation to process activities, process simulation, and predictive business process monitoring.
BPMN in
Manufacturing

First, the usage of BPMN as a modeling language for manufacturing processes
has increased in recent years. For instance, [6, 237, 238] discuss how BPMN can
be applied to the manufacturing domain by proposing extensions to the BPMN
core elements. Ahn et al. propose in [10] similarity measures for manufacturing
processes modeled in BPMN. The authors of [76] compare BPMN 2.0 with other
manufacturing process notations and Prades et al. [163] propose a methodology
to model processes in BPMN with a focus on the cooperation between the enterprise management and the manufacturing operations level. The authors of [220]
use BPMN as base for a separate modeling language, called Manufacturing Execution Systems Modeling Language, to reduce the complexity of integrating
interdisciplinary views and domain-speciﬁc knowledge in Manufacturing Execution System software projects.
In [144], Mazzola et al. present a cloud-based execution environment for processes modeled in BPMN for the manufacturing domain. They also take into
account exceptions during the execution of the business processes and perform
just-in-time compensations for these exceptions. Furthermore, in [143], the
authors present an approach for automatically implementing service-based processes at both design-time and runtime. Vanderfeesten et al. propose a solution
that aims at bridging the high BPM level of manufacturing processes with the
lower IoT-oriented level at the shopﬂoor by creating a so-called Manufacturing
Process Management System [204]. In [133], Mangler et al. also propose a
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system to bring the ﬂexibility of a BPMS to the shopﬂoor. As modeling language, both proposed systems are using BPMN. Skarlat et al. propose in [191]
a methodology and instrumentation toolset for BPMN in cloud manufacturing.
The aim of these systems is to help especially SMEs to elaborate the beneﬁts
of digitalization and to help to minimize the gap between information systems
and the shopﬂoor.
We second topic is about the allocation of real-world work items, i.e., human
or non-human-based, to process activities. In these areas, jobs have to be
eﬃciently scheduled on a number of external resources [20, 41, 99]. For instance,
in [88] the authors are using answer set programming for the process scheduling
in combination with real-world work items. Manufacturing machine scheduling
in the ﬁeld of cloud manufacturing is currently a vivid ﬁeld, e.g., [47, 92, 119,
123, 124, 128]. The authors mainly describe diﬀerent approaches for production
task scheduling on diﬀerent manufacturing machines. In comparison to these
publications, we make use of BPMN as a modeling language. This can help to
increase the understandability of the processes on the manufacturing operations
level and on the enterprise management level [163, 238]. Also, we obtain a
formal basis for simulation via the behavioral semantics of gateways.

Real-World Work
Items Allocation to
Processes

Third, there are several approaches to process simulation [65]. For instance,
prominent usage of simulation includes determining the impact of business processes on the performance of information systems [91], or using simulation to
analyze and improve the operational performance of business processes [29]. In
the manufacturing domain, the simulation of processes is used primarily to assess the performance of the processes and to evaluate alternatives [23, 31, 86,
103]. In comparison to our work, the simulation of business processes is not
used as a tool during the operation to create a machine reservation timetable,
but rather as a separate analysis tool at design time. In our case, the simulation
and the reservation of the machines help us to guarantee that, for each process
execution, the required machines are available and, thereby, guarantee the consistent execution of the process. This can not be guaranteed by a simulation
at design time since the environment and circumstances could change between
the design time and runtime.

Process Simulation

The fourth topic is about predictive business process monitoring, which is a
process monitoring technique that tries to predict future states or properties of
process instances based on historical process executions [206]. This historical
information is thereby stored in an event log, similar to the one created by
ViePEP-C as discussed in Chapter 4. The publications [138, 206] provide two
comprehensive surveys in this ﬁeld. The publications in the ﬁeld of predictive
business process monitoring are mainly concerned with the prediction of the
next process activity that will be executed [72], the remaining execution time
of a process instance or an activity [60, 170, 221], SLA violations [44], or undesirable process execution outcomes [132]. As prediction methods, these publica-

Predictive Process
Monitoring
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tions often use statistical techniques or machine learning approaches [138]. In
comparison to the related work, the presented approach is achieving this without using prediction mechanics like statistical techniques or machine learning.
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The goal of such predictions is often related to performance evaluations regarding the eﬃciency and eﬀectiveness of a business process, or to detect possible
SLA violations as early as possible [138]. Especially in the latter case, an early
prediction of possible SLA violation is important to perform countermeasures,
e.g., prioritize the aﬀected process instance and assign more resources to it [206].
To decide about such countermeasures, resource provisioning algorithms, similar to the one presented in Chapter 6 or [95], are used.
Summary

All of these approaches target either the usage of BPMN for the manufacturing
domain, the scheduling of processes, or the simulation of process executions,
and usage of event logs for analysis purposes. To the best of our knowledge,
no approach in the present literature uses all of these techniques to create a
machine reservation timetable for business processes designed with BPMN 2.0.

5.8

Summary

In this chapter, we have presented an approach for cloud manufacturing that
performs a pre-execution simulation before the real-world execution of a process starts. This pre-execution simulation calculates the time during which a
machine will be used by the real-world execution. Eventually, this time is used
to reserve the manufacturing machine in a machine reservation timetable for
this particular process. Our discussion highlights that our machine reservation
approach supports companies to maximize the utilization of their machines by
oﬀering them to other companies when they are not needed.
As mentioned at the beginning of this chapter, the presented approach is not
bound to the reservation of manufacturing machines. The knowledge of the
execution start and end times of the process activities is required in diﬀerent use
cases. In this thesis, the time information is used by the resource provisioning
and task scheduling algorithm to optimize the execution of elastic processes in a
resource-eﬃcient way to fulﬁll the derived requirements from our motivational
scenario. This resource provisioning and task scheduling algorithm is part of
ViePEP-C and will be presented in the subsequent chapter.
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CHAPTER

6

Elastic Process
Execution Optimization
This chapter discusses a resource provisioning and task scheduling algorithm
for the execution of elastic processes. The algorithm optimizes the execution
of the elastic processes for cost eﬃciency while considering predeﬁned SLAs.
The algorithm takes as an input all currently running and requested process
instances and provides as an output an execution schedule for the process activities and a resource provision plan for the corresponding software services. In
the evaluation of the algorithm, we show that a cost saving of more than 20%
can be achieved. By providing the output as a provisioning plan as discussed
in Chapter 4, the presented algorithm is usable for the Scheduler of ViePEP-C.
However, the algorithm is independent of the eBPMS as long as the eBPMS provides the required information, e.g., activity execution durations and resource
requirements, and can interpret and realize the optimization result.

6.1

Overview

As discussed in Chapter 4, the presented eBPMS platform ViePEP-C uses
containers as elastic process execution environment. This approach stands in
comparison to the VM-based approach of state-of-the-art eBPMSs that have
to accept the coarse-granular packaging of VMs. While the usage of containers already leads to a decreased resource consumption not achievable by VMs,
further improvements can be achieved by performing resource provisioning and
task scheduling, aiming at resource eﬃciency [35]. However, most state-of-theart resource provisioning and task scheduling approaches rely on VMs, e.g., [71,
95, 104, 173, 216], leading to more coarse-grained solutions. Hence, VM-based
resource provisioning and task scheduling algorithms are not tailored for the
67
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usage of containers and are not fully mobilizing the potential of container-based
elastic process execution with regard to eﬃcient resource utilization.

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

GeCoVM

In this chapter, we present a ﬁne granular resource provisioning and task
scheduling approach, called Genetic Containers on VMs (GeCoVM). GeCoVM
optimizes the execution of elastic processes—which utilizes containers that are
deployed on VMs in a cloud environment—for resource eﬃciency. This resource
eﬃciency is achieved by two optimization steps. The ﬁrst step minimizes the
time a computational resource is required by creating temporal overlappings
of activities that require the same service instance. The second step is then
mapping the container instances, which are used for the service instance, to
the VMs. Besides the resource provisioning optimization, GeCoVM also considers user-deﬁned SLAs. Eventually, the resource-eﬃcient execution of elastic
processes leads to cost eﬃciency. We address the increased complexity of the
scheduling problem by using a GA to ﬁnd a solution in an eﬃcient way. As
we discuss in this chapter, GeCoVM fulﬁlls all tasks that a resource provisioning and task scheduling algorithm requires to be used for the Scheduler of
ViePEP-C as described in Chapter 4.
The remainder of the chapter is structured as follows: Section 6.2 discusses
the relevant background information. Section 6.3 is presenting the resource
provisioning and task scheduling algorithm. Subsequently, the evaluation of the
algorithm is presented in Section 6.4 and Section 6.5 compares GeCoVM with
the derived requirements from the motivational scenario. Section 6.6 presents
the related work, before Section 6.7 concludes the chapter.

6.2

Background

In the following, we discuss the relevant background information for this chapter.
We ﬁrst discuss the concept of GA, and then the concept of scheduling in a
broader sense.

6.2.1

Chromosome
Generation

Fitness Function

68

Genetic Algorithms

A GA is an iterative process that uses the principle of evolution by applying
the genetic operations selection, crossover, and mutation on each generation
of possible solutions to a problem [218]. Each possible solution is called a
chromosome, which is a composition of several genes. A composition of several
chromosomes is called a generation. The size of a generation, i.e., the amount
of chromosomes in a generation, is called population size.
During each iteration, a fitness function calculates a ﬁtness score for each chromosome. This ﬁtness score determines how well a given problem, e.g., process
activity scheduling, is solved by a chromosome. This ﬁtness score is used by the
selection operator to elect a subset of the generation as parent chromosomes for

6.2. Background
the next iteration. These parent chromosomes are then altered by the mutation
and crossover operators to form a new generation of chromosomes. While the
mutation operation changes random genes of a chromosome, the crossover operator swaps some genes of two chromosomes to form a new chromosome. In
addition, each new generation gets a small number of unaltered elite chromosomes, i.e., chromosomes with the best ﬁtness score, from the former generation.

Mutation
Crossover
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The result of this iterative approach is the chromosome with the best ﬁtness
score that is achieved when a stopping criterion is reached. With this approach,
a GA browses a large search space to ﬁnd problem solutions that are often close
to the optimal solution [229].

6.2.2

Scheduling

We have already brieﬂy discussed that scheduling is a decision-making process
that “deals with the allocation of resources to tasks over given time periods
and its goal is to optimize one or more objectives” [161]. The scheduled resources and tasks can take many forms, e.g., they can be manufacturing machines [128], humans [42], computational resources [126], etc. Moreover, the
tasks that are scheduled can be various, e.g., manufacturing tasks [123], the
shipment of goods [228], or tasks performed by humans [110]. This diversity is
also the case for the scheduling objective, e.g., one objective might be to minimize the amount of computational resources used [95], while another objective
might be to minimize the completion time of a manufacturing process [123],
or to maximize the drone usage in parcel delivering [137]. In this thesis, we
concentrate on the scheduling of elastic processes. In this sense, we concentrate
on the scheduling of process activities to elastic computational resources.

Scheduled Resources

Scheduled Task
Scheduling
Objectives

Traditional BPMSs often follow a ﬂow-oriented approach where human- or
machine-based resources are assigned to speciﬁc tasks and the resources themselves select the next task after completion of a task. This leads to the issue
that by allowing resources to select the next task on their own, a corresponding
deadline may not be taken into account [134]. In contrast to this ﬂow-oriented
approach, a schedule-oriented approach assigns the tasks to the resources in a
way that a deadline, or other constraints, are considered. Thereby, the ﬁeld of
process scheduling is often dealing with the problem of scheduling tasks on a
number of machines by using approaches from the ﬁeld of Operations Research
and Operation Management [20, 21].

Scheduling in
Traditional BPMS

While in their basic form, the process scheduling approaches for traditional
BPMSs are related to elastic processes, in the sense that for elastic processes
a scheduling of tasks to computational resources takes place. The resources
used in traditional BPMSs do not provide the elasticity characteristic that is
an essential part of elastic processes. Therefore, new scheduling approaches are
required to be able to fully utilize the advantages of elastic systems.

Elastic Process
Scheduling
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(b) With Optimization

Figure 6.1: Comparison of Process Execution before and after the Optimization

6.3
Aim of GeCoVM

The GeCoVM Algorithm

The aim of GeCoVM is to create a provisioning plan as deﬁned in Chapter 4
that is then used for the execution of elastic processes. Such a provisioning
plan contains the information where a software service should be deployed, i.e.,
on which container instance and on which VM the container instance should
be deployed, and when it should be invoked.

6.3.1

Concepts of GeCoVM

To create a provisioning plan and to achieve a resource-eﬃcient execution,
GeCoVM performs two optimization steps:
First
Optimization
Step

Output

In the ﬁrst optimization step, GeCoVM plans the execution of the process activities in such a way that a temporal overlapping of concordant process activities,
i.e., activities that require the same service instance, is achieved. As has already
been mentioned, this is also called batch processing [65, 121, 166]. Overlapping
concordant process activities, which invoke the same service instance, are then
allocated to the same container instance. This considers that a service instance
can be invoked concurrently as part of diﬀerent processes, as long as the container instance has suﬃcient computational resources. This results in the need
for fewer container instances and, as a consequence, in reduced resource consumption and leasing cost. Furthermore, the algorithm considers user-deﬁned
SLAs, i.e., a process execution deadline, during scheduling. The output of this
optimization step is a list of container instances and their deployment times, to
minimize execution cost while considering the user-deﬁned SLA.
As an example, Figure 6.1 shows a simpliﬁed execution scenario before (Figure 6.1a) and after (Figure 6.1b) the optimization. The scenario shows the
execution of two diﬀerent process instances. The diﬀerent sizes of the activi-

70

6.3. The GeCoVM Algorithm

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

ties signalize the diﬀerent execution times of them and the names, e.g., Service 1, deﬁne which service type is needed, e.g., service type 1. Hence, the
last two activities of both processes need the same service type, i.e., service
types 2 and 3, and the ﬁrst activities of both processes need diﬀerent types,
i.e., service types 1 and 4. The execution of both process instances is requested
at diﬀerent times: Process Instance 1 at minute 1 and Process Instance 2 at
minute 4.
As can be seen in Figure 6.1a, the execution of both process instances without
task scheduling leads to the need of deploying the following services: Service 1
for 2 min, Service 2 (for Process Instance 1) for 2 min, Service 4 for 2 min, and
Service 2 (for Process Instance 2) for 2 min. For Service 3 of Process Instance 2
we can use the already deployed container of Service 3 from Process Instance 1,
which prolongs the deployment of Service 3 to 7 min. This leads to 15 min of
computational resource utilization.
By adapting the process activity execution times, the duration the computational resources are required can be reduced. In this example, this is achieved
by scheduling the execution of Service 2 and Service 3 as depicted in Figure 6.1b.
As a result, the container instance containing Service 2 has to be deployed only
once and the container instance for Service 3 does not have to be prolonged.
This reduces the utilization of the computational resources to 10 min.
For the ﬁrst optimization step, the earliest point in time an activity can be
executed has to be known. This information can be provided, e.g., by the preexecution simulation approach presented in Chapter 5. This earliest point in
time is then adapted by the optimization step to achieve a possible overlapping.
The second optimization step gets the output of the ﬁrst step and assigns to
each container instance a VM. Each VM can get several container instances
assigned (N:1), as long as the VM has enough computational resources. The
size of the container instance depends on the quantity and type of the process
activities assigned to the container instances. For instance, two similar process
activities with longer waiting times, e.g., due to requests to an external service,
might need less additional resources than two similar process activities with
complicated and long running calculations. The required amount of resources
for a particular process activity, respectively the executing software service,
needs to be known upfront, e.g., by using the event log of ViePEP-C or other
historical process activity executions [96], or by expert knowledge.

Second
Optimization
Step

By separating the optimization into two steps, the search space for ﬁnding a
resource-eﬃcient deployment for the containers on VMs is narrowed down. Instead of searching for a deployment location for each process activity, the second
optimization step only has to search for a deployment location for the container
instances. Since a container instance can handle more than one process activity, depending on the ﬁrst optimization step’s output, the amount of container
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instances is smaller or equal to the number of process activities. Eventually,
a narrowed search space speeds up the optimization and a good result can be
found faster.
Container & VM
Deployment

To further optimize the process activity execution, the deployments of the container instances and VMs are scheduled in a way that they are done during the
execution of the preceding process activities. Such an approach is called prewarming. This minimizes the time a process activity execution has to wait for
the deployment and ensures that the container instances and VMs are already
up and running when they are needed. Since this is not possible for the process
activities that are executed directly after the optimization, GeCoVM schedules
the execution of these activities in a way that there is enough time to deploy
the container instances and VMs.

GeCoVM Input
Parameter

As input, GeCoVM gets all information about the currently running and requested but not yet started process instances (including information about the
process activities), the corresponding SLAs, and the monitoring information
from currently running VMs and containers. In line with the related work [43,
71, 184], we consider as SLA the deadline until when the execution of a process
instance has to be ﬁnished. This SLA is user-deﬁned for each process instance.
If the deadline is not fulﬁlled, a penalty cost is charged.

Optimization Goal

The optimization goal of GeCoVM is to minimize the process execution cost
that is composed of the cost charged regarding the cloud resource consumption
and possible penalty cost if the SLA is violated.

Supported Process
Patterns

The current optimization approach considers structured processes that are composed of sequences, parallel invocations, i.e., AND-blocks (each with an ANDsplit and a corresponding join), exclusive invocations, i.e., XOR-blocks (each
with an XOR-split and a corresponding join), and repeat loops. These patterns
can be recursively interlaced and concatenated, resulting in complex process
patterns. As shown by [151], these patterns are amongst the most frequently
used patterns. Therefore, by supporting these patterns, our approach supports
a huge range of process models. However, it is part of future work to include
the support for other patterns as well.
Considering these complex process patterns, especially the XOR-block and repeat loops, the next process activity is not always clear, as discussed in Chapter 5. For the XOR-block, the optimization algorithm needs to decide, prior to
the optimization, which path should be considered. Possible selections can be
the worst- (i.e., the longest path after the XOR-split), best- (i.e., the shortest
path), average-case (i.e., the average path), or the static or semi-dynamic approaches discussed in Chapter 5. In the work at hand, the worst-case path is
considered. The same goes for the repeat loop, where the amount of iterations
is not known beforehand. In the case of GeCoVM, the iteration amount has
to be known upfront, e.g., by historical information stored in an event log, like
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it is provided by ViePEP-C. These approaches to anticipate the next process
activity are also common in the literature, e.g., [95].
Since the problem of task scheduling is NP-hard [95], we decided to realize
GeCoVM with a meta-heuristic approach. While heuristic-based approaches
aim at creating a task scheduling approach that ﬁts only a particular type of
problem, the meta-heuristic approaches follow a set of uniform procedures to
solve a problem [201, 225]. Therefore, a meta-heuristic provides a more general
way of solving a problem than a heuristic-based approach. While heuristic algorithms sometimes outperform meta-heuristics regarding execution time, metaheuristics often show better performance regarding the solution quality [225].
Moreover, as shown in diﬀerent areas, e.g., [98, 230], meta-heuristics have great
potential for task scheduling with respect to optimization-runtime and quality
of the result, i.e., convergence to the optimal solution. GAs, which are metaheuristics, have been shown to be a robust search technique for task scheduling
approaches, e.g., [164, 192, 213, 230], that result in high-quality solutions and
derives large search spaces in polynomial time [231]. Because of the better solution quality, the higher ﬂexibility provided by meta-heuristic approaches, and
the means to provide a robust search technique for task scheduling approaches,
we decided to realize GeCoVM by using the concept of GAs.

GeCoVM
Realization

In the following, we discuss the GA operations of GeCoVM in detail.

6.3.2

Stopping Criterion

Since the execution duration of the algorithm aﬀects the actual schedule of the
activities, i.e., the algorithm needs to know when the ﬁrst process activities
can start, we use a time-based stopping criterion. This time-based stopping
criterion stops the execution of the scheduling algorithm after a predeﬁned
time and returns the best result found until then [152].
To deﬁne the length of this time-based stopping criterion, expert knowledge
about the problem size and the minimum required algorithm execution time to
ﬁnd a reasonably good result are required [28]. This stopping criterion is used
for both optimization steps.

6.3.3

Chromosome Representation

As described before, GeCoVM uses two consecutive optimization steps so that
the output of the ﬁrst optimization step is the input of the second optimization
step. Each optimization step uses a diﬀerent chromosome representation.
For the ﬁrst optimization step, the chromosome is composed of all running
and not yet started process activities, which are the genes of the chromosome.
Each gene holds the scheduled start time, i.e., the time when the execution of

First
Optimization
Step
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Process 1
P1A1

P1A2

Start Time: 12:20

Process 2

P1A3

P1A4

P2A1

...

Start Time: 12:37

Process N

...
P2AN

...

PNA1

Start Time: 12:38

...

PNAN

Start Time: 12:50

(a) Example Chromosome for the First Optimization Step with a Detailed
Representation of Process 1

P1A2
P1A1

P1A4
P1A3
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(b) Process 1 in BPMN
Container 1

Container 2

Container 3

Container 4

VM: VM 1

VM: VM 2

VM: VM 2

VM: VM 3

...

Container N

(c) Example Chromosome for the Second Optimization Step
Legend:

PX AY : Activity Y of Process X

Figure 6.2: Example Chromosome Representation
a process activity should start. Figure 6.2a represents an example chromosome
with a detailed representation of the process shown in Figure 6.2b.
Second
Optimization
Step

For the second optimization step, the chromosome is composed of all containers that are required to execute the process activities at the time that was
determined by the ﬁrst optimization step. Each gene holds the VM where
the container instances should be deployed. Figure 6.2c depicts an example
chromosome for the second optimization step.
Each of those chromosomes represents a possible solution. The genetic operations, i.e., selection, crossover, and mutation, are used on these chromosomes
to alter them and to ﬁnd a resource-eﬃcient solution.

6.3.4

Initial Populations

In the following, we discuss the two algorithms that create the initial population,
i.e., the ﬁrst generation of chromosomes used as input for GAs [59], for the ﬁrst
and second optimization step.
First
Optimization
Step
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For the ﬁrst optimization step, the initial population creation algorithm assigns to each process activity a random start time in a way that the order of
the process activities, deﬁned by the process model, is not violated. A random selection of the start time creates a high population diversity and helps to
avoid premature convergence [59, 117]. This algorithm creates chromosomes of
the kind represented by Figure 6.2a. The algorithm uses the process execution
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Algorithm 5 Initial Population First Optimization Step
Require: processes, deployDur, optEndTime
1: function assignStartTimes
2:
chromosome ← ∅
3:
for all process ∈ processes do
4:
if process was not subject of earlier optimization then
5:
lastAct ← getLastProcessAct(process)
6:
deadline ← process.sla.deadline + deployDur
7:
timeframe ← (deadline − lastAct.endTime)/process.acts.size
8:
for all act ∈ process.acts do
9:
randomTime ← getRandomNumber(0, timeframe)
10:
newStartTime ← getPrecedingActEndTime(act) + randomTime
11:
if timeForDeployment(newStartTime) is false then
12:
newStartTime ← newTime(newStartTime, deployDur)
13:
end if
14:
moveAct(act, newStartTime)
15:
end for
16:
end if
17:
chromosome ← chromosome.add(process)
18:
end for
19:
return chromosome
20: end function

deadlines, deﬁned by the SLAs, and an additional deployment duration as a
priori knowledge [28]. The additional deployment duration considers the deployment time of the VMs and container instances for the ﬁrst process activities
after an optimization. This parameter has to be known upfront, e.g., by using
historical monitoring information provided by ViePEP-C (see Section 4.3) or by
using expert knowledge of the eBPMS operator. By considering the process execution deadlines in combination with the additional deployment duration, the
algorithm assigns to each process activity a time frame in which the randomly
assigned start time can be. The process execution deadlines and deployment
duration are thereby limiting the amount the process activities can be moved.
Algorithm 5 shows the process of creating a chromosome. This algorithm is
executed several times, depending on the deﬁned population size, to form the
initial population. The population size is also a conﬁgurable value and deﬁned
upfront, e.g., again by the eBPMS operator.
As a preliminary step (not shown in Algorithm 5), all activity start times of
newly requested process instances, i.e., process instances that were not subject
of a previous optimization, are preset by setting the activity start time to
the end time of the preceding activity. A process instance might have been
subject of previous optimizations since the Scheduler of ViePEP-C—in this case
GeCoVM—is executed several times (e.g., if a new process instance is requested
or a failure occurs) and each call considers all currently running and requested

Preliminary Step
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process instances. If a process instance has already been optimized, the activity
start times from the previous optimization are used as a priori knowledge and
are not altered in this preliminary step. To set the activity start times for new
process instances, the static simulation approach from Chapter 5 can be used.
If an activity is after a join gateway of an AND- or XOR-block, the end time
of the latest activity of the longest path is used, i.e., the worst-case scenario as
discussed in Section 6.3.1. In case of an activity after or in a repeat loop, the
algorithm considers a predeﬁned amount of iterations.
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Algorithm 5
Discussion

As an input, the algorithm gets all running and requested but not yet running
process instances (processes), including the corresponding activities and process
execution deadlines, the additional deployment duration (deployDur), and the
end time of the optimization (optEndTime). The end time of the optimization
is known since we use a time-based stopping criteria.
Beginning with line 3, Algorithm 5 iterates over all running and requested
processes. If the process was subject of a previous optimization the already
optimized times are not changed (line 4). If the process was not subject of a
previous optimization, the algorithm continues with line 5. The method getLastProcessAct() returns the activity with the latest end time, which deﬁnes
the end of the process execution. Line 6 deﬁnes the deadline that limits the
time the process activities can be moved. This time is the sum of the process
execution deadline, deﬁned by the SLA, (process.sla.deadline) and the conﬁgured deployment duration time deﬁned by the input parameter deployDur. To
ensure that the deadline deﬁned in line 6 is not violated, a maximal time that
the execution start time of an activity can be moved is deﬁned in line 7 and
stored in timeframe. This time is calculated by dividing the time between the
deadline (deadline) and the execution end time of the last activity of the process
(lastAct.endTime) by the number of process activities (process.acts.size).
In lines 8-15, the random movement of the activities takes place. In line 9, a
random number between 0 and the before deﬁned timeframe is selected and
assigned to randomTime. This random number is then added to the end time
of the latest preceding activity of an activity, leading to the new start time
newStartTime (line 10). The latest preceding activity of an activity is found by
the method getPrecedingActEndTime(). If an activity does not have a preceding
activity, i.e., it is the ﬁrst activity of a process, optEndTime + deployDur is
returned since this marks the time when the execution of the process can start.
As discussed before, the algorithm has to ensure that there is enough time
to deploy the execution environment after the optimization is done. The required time for the deployment is deﬁned by deployDur. For this, the method
timeForDeployment() checks if newStartTime allows enough time for the deployment. If this is not the case, line 12 prolongs newStartTime in a way that
deployDur is considered. This is done by the method newTime().
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Algorithm 6 Initial Population Second Optimization Step
Require: containers, availableVMs
1: function assignVMs
2:
chromosome ← ∅
3:
for all c ∈ containers do
4:
if c.vm is empty then
5:
vm ← getVM(c, availableVMs)
6:
availableVMs ← availableVMs ∪ {vm}
7:
c.vm ← vm
8:
end if
9:
chromosome ← chromosome ∪ {c}
10:
end for
11:
return chromosome
12: end function

The start time of the act is then moved to the new start time in line 14. Eventually, the new process is added to the chromosome (line 17) and the chromosome
is returned (line 19).
The fact that a process instance might have already been the subject of a
previous optimization, can lead to a situation in which the execution of a process
activity has already started or is already done when GeCoVM is called. If
the execution of a process activity is already done or will be over before the
optimization end time is reached, the process activity is ignored.
Algorithm 6 presents the initial population creation algorithm for the second
optimization step. This algorithm assigns a random VM from the set of already
available VMs or a new one to each gene of a chromosome, as presented in
Figure 6.2c. The set of already available VMs contains VMs that were assigned
to some process activities in a previous execution of GeCoVM. The random
selection of the VMs creates a high population diversity and helps to avoid
premature convergence [59, 117].

Second
Optimization
Step

As a preliminary step (not shown in Algorithm 6), a list of container instances
required to execute the process activities at the times deﬁned by the ﬁrst optimization step has to be created. The size of the container instances, i.e.,
the amount of used computational resources for a container instance, has to
be selected in a way that enough resources are available to handle the service
invocations planned by the ﬁrst optimization step. The required amount of
resources for a particular service and request amount needs to be know upfront,
e.g., by using the event log of ViePEP-C, or by using expert knowledge.

Preliminary Step

As input, the algorithm gets the list of container instances (containers) from
the preliminary step and a list of already available VMs (availableVMs). The
list of available VMs contains VMs that are available when the execution of
GeCoVM is done, i.e., the stopping criterion is fulﬁlled.

Algorithm 6
Discussion
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Beginning with line 3, Algorithm 6 iterates over all containers in the containers
list. As mentioned before, GeCoVM is executed several times and each execution considers all running and requested process instances. Thus, previous
executions of GeCoVM may have already assigned a VM to a container c. In
such a situation, the algorithm does not change the deployment (line 4).
If the container c does not have a VM, a new VM is selected by the method
getVM() (line 5). The method getVM() selects a VM that has enough computational resources left to deploy the container instance. This VM is taken from
the availableVMs list, or a new VM is created. The decision, whether a VM is
taken from the availableVMs list or a new VM is created, is done randomly to
achieve a high population diversity [59, 117]. If the availableVMs list is empty
or does not contain a VM that has enough space for the container instance, a
new VM is created. The returned VM is stored in vm.
The VM, which is stored in vm, is then added to the availableVMs list (line 6)
and to the container instance c (line 7). Eventually, the container c is added
to the chromosome (line 9) and the chromosome is returned in line 11.
Algorithm 6 is executed several times, depending on the deﬁned population
size, to compile the initial population. As for the ﬁrst optimization step, the
population size is a conﬁgureable value and deﬁned upfront.

6.3.5

Fitness Functions

The ﬁtness function calculates for each chromosome the ﬁtness score. The
chromosome with the smallest ﬁtness score represents the solution with the
lowest VM leasing cost and penalty cost.
First
Optimization
Step

As has been deﬁned before, the ﬁrst optimization step aims at overlapping
concordant process activities so that several process activities can use the same
software service. Therefore, the ﬁtness score of the ﬁrst optimization step is
composed of the amount of overlapping concordant process activities, how well
an overlap was achieved, and the penalty cost.
To deﬁne how well an overlap of concordant process activities is achieved, the
ﬁrst optimization step calculates the computational resources used by a container instance to execute the process activities. A good overlapping of concordant activities yields in a minimized duration of a container instance being
deployed and, thus, a minimized computational resource usage. This overlapping of process activities is considered by Equation (6.1).
∑

(ccpu ∗ fcpu + cram ∗ fram ) ∗ cduration ∗ fcontainer

(6.1)

c∈C

In Equation (6.1), C is the list of container instances required to execute all
process activities. A container instance is deﬁned as c ∈ C = {c1 , c2 , ...} and
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c = (cpu, ram, duration) deﬁnes the computational size of the container instance
(i.e., amount of CPU and RAM) and how long the container instance resources
are required. The duration deﬁnes the time the computational resources are
required for the execution of all assigned process activities and the deployment
of the container. The factors fcpu and fram deﬁne how much the amount of
CPU cores, respectively RAM, should be considered in the ﬁtness score. The
parameter fcontainer deﬁnes the weight of the cost in the ﬁnal ﬁtness score of
the ﬁrst optimization step. fcpu , fram , and fcontainer are conﬁgureable values.
The penalty cost are composed of all the cost that arise due to missing process
execution deadlines, i.e., the time between the termination of the last process
activity of a process and the deadline. To calculate the penalty cost GeCoVM
foresees a linear model [116].
∑

x(w) ∗ (wend − wdeadline ) ∗ fpenalty

(6.2)

w∈W

In Equation (6.2), W is the set of all process instances of a chromosome and
w ∈ W = {w1 , w2 , ...} deﬁnes one process instance. A process is deﬁned by
w = (end, deadline), where end deﬁnes the time when the last process activity
terminates, and deadline is the deﬁned process execution deadline. The factor
fpenalty deﬁnes the weight of the penalty cost in the ﬁnal ﬁtness score. Whether
a process instance w violates the deadline or not, is considered by x(w) ∈ {0, 1},
i.e., x(w) = 1 if the deadline is violated, x(w) = 0 if the deadline is not violated.
The sum of Equations (6.1) and (6.2) results in the ﬁnal ﬁtness score of the ﬁrst
optimization step.
The second optimization step considers the deployment of the container instances to the VMs. A good solution to this optimization step minimizes the
leasing cost of the VMs. The VM leasing cost are the combination of all cost
that arise due to the leasing of the required VMs used to deploy the container
instances. Since the second optimization step does not change the process activity start times, the penalty cost are not considered.
∑

(vcpu ∗ pcpu + vram ∗ pram ) ∗ vduration ∗ fVMleasing

Second
Optimization
Step

(6.3)

v∈V

Equation (6.3) is similar to Equation (6.1). However, this time the VM resource
consumptions, instead of the container resource consumptions, are considered.
In Equation (6.3), V is the list of VM deployments required to deploy all containers that are used for the execution of process activities. A VM is deﬁned as
v ∈ V = {v1 , v2 , ...} and v = (cpu, ram, duration) deﬁnes the computational size
of the VM (i.e., amount of CPU and RAM) and how long the VM resources
are leased. The duration deﬁnes the time the VM is needed for all assigned
container instances together with the VM deployment and boot-up time. The
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CPU and RAM prices of a VM are deﬁned by pcpu , i.e., the price for one CPU
core, and pram , i.e., the prize for one GB of RAM. The parameter fVMleasing is a
conﬁgurable factor that deﬁnes the leasing cost weight in the ﬁnal ﬁtness score.
Since the second optimization step is only concerned with the VM leasing cost,
the ﬁtness score is the result of Equation (6.3).
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6.3.6

Mutations

As has been explained in Section 6.2, the mutation operation varies a randomly
selected gene of a chromosome. For the ﬁrst optimization step the mutation
changes the start time of a process activity and the second optimization step
mutates the VM that should be used to deploy a container instance.
First
Optimization
Step

To ensure that the control ﬂow of a process instance is not violated by mutating the start time, the mutation operation of the ﬁrst optimization step deﬁnes
boundaries, called blower for the lower bound and bupper for the upper bound,
in which the start time can be mutated. How much the start time of a selected process activity, called act, is changed is then random. There are three
possibilities for blower and bupper :

Activity is the First

1. If act is the ﬁrst one in the process: In this situation, blower and bupper
are deﬁned as shown in Equation (6.4). If the container is not running,
blower is deﬁned by optendT ime + deployDur, where optendT ime is the optimization end time and deployDur similarly deﬁned as deploymentDur
in Section 6.3.4. Otherwise, i.e., the container has been started by an
already running activity from another process, blower = optendT ime . The
bound bupper is deﬁned by the earliest start time of the next activities
(actena ) minus the duration of act (actduration ).

blower =

{

optendT ime + deployDur,
optendT ime ,

if deployment needed
otherwise

(6.4)

bupper = actena − actduration
Activity is in the
Middle
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2. If act is between two other activities: This situation is deﬁned by Equation (6.5) whereas actlpa deﬁnes the latest end time of the preceding
activities. For blower it has to be considered that maybe an additional
deployment time is needed for the container, e.g., act is the second activity in the process and the preceding activity duration is shorter than the
deployment time. This is considered by Equation (6.6), where deployDur
and optendT ime are deﬁned as for Equation (6.4).
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blower =

{

actlpa + additionalDeployDur, if deployment needed
actlpa ,
otherwise
(6.5)

bupper = actlpa − actduration
additionalDeployDur = deployDur − (actlpa − optendT ime )

(6.6)
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3. If act is the last one in the process: This situation is deﬁned by Equation (6.7) whereas deadline is the deadline of the process and additionalTime a conﬁgurable time, e.g., 1 hour. The remaining terms are deﬁned
as for Equation (6.4) and (6.5).

blower =

Activity is the Last

{

actlpa + additionalDeployDur, if deployment needed
actlpa ,
otherwise
(6.7)

bupper = deadline + additionalT ime
The ﬁnal random time, which lies in the interval (blower , bupper ), is then used to
adapt the start time of act, which results in a new chromosome.
In case of the second optimization step, the already mentioned method getVM()
from Algorithm 6 is used to mutate the assigned VMs. The method gets the
container of the current gene (c) and the list of available VMs (availableVMs)
as inputs and returns a random VM from the availableVMs list or a new VM.

Second
Optimization
Step

In case of the second optimization step, the assignment of a new VM to a gene
can lead to a situation where there is not enough time between the optimization
end time, i.e., the end of the execution of GeCoVM, and the scheduled start time
of the process activity to deploy the VM and container instance. To consider
this, GeCoVM checks if this is the case. If so, the mutation is reversed and
another random gene is selected.

6.3.7

Crossovers

The crossover operation creates a new chromosome by splitting two chromosomes and combining them to a new chromosome. The two selected chromosomes are called parent chromosomes and the new chromosome is called
offspring.
For the ﬁrst optimization step, GeCoVM uses a two-point crossover [218]. For
this, the start gene of the crossover is selected randomly, i.e., a random process
activity in a random process instance, and the end gene is the end of the process
to which the process activity belongs. We decided to use a two-point crossover
operation to consider one process instance at a time. Figure 6.3 depicts such a

First
Optimization
Step
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Process 1
P1A2 P1A3

P1A4

Process 2
P2A1
...
P2AN

Parent 1

P1A1

Parent 2

P1A1' P1A2' P1A3' P1A4' P2A1'

...

P2AN'

(a) Parent Chromosomes
Process 1
Process 2
P1A1 P1A2 P1A3' P1A4' P2A1
...
P2AN
(b) Oﬀspring Chromosome
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Legend:

PX AY : Activity Y of Process X

Figure 6.3: Two-Point Crossover Operation
two-point crossover operation. Figure 6.3a depicts the two parent chromosomes
with the two genes that are selected for the crossover highlighted in yellow. In
this example, the gene P1A3 is the randomly selected gene and P1A4 is the
end of the process instance of chromosome Parent 1 (for Parent 2, chromosomes
P1A3’ and P1A4’ are the representative process activities). Figure 6.3b shows
the oﬀspring chromosome where the selected genes are from Parent 2 (i.e., P1A3’
and P1A4’) and the remaining genes are from Parent 1.
Second
Optimization
Step

For the second optimization step, the crossover operation is a single-point
crossover where only the start gene is randomly selected and the end point
is the end of the chromosome. We decided to use the computationally cheaper
single-point crossover, in comparison to the more complex two-point crossover,
since the second optimization step is independent of the process instances and,
thus, a consideration of only one process instance at a time is not possible.
The crossover operation for the second optimization step changes the VM that
should be used to deploy a container instance.
In both optimization steps, a crossover can lead to an incorrect provisioning
plan. In case of the ﬁrst optimization step, a crossover operation can lead
to a violation of the control ﬂow, deﬁned by the process model. In the second
optimization step, a situation where a VM does not have enough computational
resources to deploy a container instance may occur. To consider this, GeCoVM
checks if one of those violations occurs after the crossover and selects another
crossover point, i.e., another gene, if necessary. If the oﬀspring chromosome
does not contain one of those violations, the oﬀspring chromosome is returned.

6.4

Evaluation

In the following, we present the evaluation of GeCoVM and ViePEP-C in respect of the resource-eﬃcient execution of elastic processes. Furthermore, we
discuss the beneﬁts of a container-based process execution in comparison to
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Table 6.1: Evaluation Process Model Characteristics
Name

|Activities|

|XOR|

|AN D|

|loops|

1
2
3
4
5
6
7
8
9
10

3
2
3
8
3
9
9
3
4
20

0
1
0
0
1
1
1
0
1
0

0
0
1
2
0
1
0
1
1
4

0
0
0
0
0
0
0
0
1
0

a state-of-the-art VM-based approach. For the evaluation, we use ViePEP-C
as discussed in Chapter 4 and employ the Google Cloud Platform as cloud
environment for the eBPMS and the VMs for the containers. The Scheduler
of ViePEP-C uses the presented GeCoVM algorithm. The source code of the
Evaluation Client is available at GitHub1 .

6.4.1

Evaluation Setting

For the evaluation, we apply a setting that has already been used in our former
work on elastic process execution [95] and has been adapted for the purpose of
container-based elastic process execution discussed here.
Test Collection
For the evaluation of ViePEP-C, we use a subset of the SAP reference process models [54, 108], which is a common validation sample applied in many
evaluations in the ﬁeld of BPM [146, 156]. For the evaluation, we choose ten
representative process models with diﬀerent degrees of complexity. Table 6.1
shows the basic characteristics of the chosen process models. The table presents
the amount of process activities, AND-blocks, XOR-blocks, and loops for each
process model. Each AND- and XOR-block includes a split and a join gateway.
Figure 6.4 shows Process No. 3 and Process No. 9 as examples in BPMN.

Process Models

For the evaluation, we use eight diﬀerent software service types with diﬀerent
resource requirements and execution durations. Table 6.2 provides an overview
of the required CPU load (in percentage), required memory (in MB), and total
makespan (in seconds) of the diﬀerent services. The required CPU load deﬁnes
how much of a CPU is required by the service when one core of the CPU oﬀers
100% and each further core adds another 100%, e.g., a dual-core CPU oﬀers
200% overall. We assume that each service is fully parallelizable among the

Software Services

1

https://github.com/piwa/ViePEP-C-Testclient
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result<0

A2

A1
result>=0

A2'

(a) Process No. 3 in BPMN
result>=0

A2

A3
result<0

A1
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A2'

(b) Process No. 9 in BPMN

Figure 6.4: Example Evaluation Process Models in BPMN
Table 6.2: Evaluation Services
Service
No.

CPU Load
in % (µcpu )

Memory Load
in MB (µram )

Service Makespan
in sec. (µmakespan )

1
2
3
4
5
6
7
8

15
20
25
40
55
65
80
135

270
450
720
720
960
1150
1150
1440

40
320
480
80
400
120
160
80

available CPUs. This means that a service with 100% load on a single-core
CPU has a 50% load on a dual-core (i.e., 50% on each core) with the same
execution time, which results in 50% of the dual-core CPU not being used or
being available to other services.
In addition, we assume that the actual CPU load, memory consumption, and
total makespan of a service vary to some extend for each service invocation.
For this, we assume a normal distribution with σ1 = µcpu /10, σ2 = µram /10,
and σ3 = µmakespan /10, each with a lower bound of 95% and an upper bound
of 105%.
If a service is invoked several times in parallel, the service utilizes more computational resources. Accordingly, we add for each invocation 2/3 of µcpu and
µram to the service resource consumption deﬁned in Table 6.2. For instance,
two parallel invocations of Service 1 will lead to µcpu = 15 + 15 ∗ 2/3 = 25.
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Despite the fact that several SAP reference models contain human-provided
services, we use for all process activities only software-based stateless services.
We implemented a test service to evaluate our approach2 . To simulate the different resource demands and execution durations, the service uses the fakeload
load generator [190]. This load generator simulates a conﬁgurable CPU and
memory load for a particular time span. The test service oﬀers a REST interface to start the execution. This execution considers as a parameter the resource
consumption requirements, i.e., CPU and RAM, and the service makespan.

Test Service
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Applied SLAs
Each process execution request also includes a deadline SLA, i.e., a point in
time until when the execution of a process instance has to be ﬁnished. For the
evaluation of ViePEP-C, we apply two diﬀerent SLA levels. The ﬁrst one is
following a strict scenario, i.e., the deadline is 1.5 times of the makespan of the
whole process. The process makespan is calculated upfront with the knowledge
of the process model structure and the makespan of each service. The second
SLA level is lenient, i.e., the deadline is 2.5 times of the makespan of the
whole process. Therefore, the lenient scenario allows a longer execution of a
process instance without violating the SLA. Those two scenarios were selected
to tolerate the start-up time for the VMs, the containers and services.

Strict SLA Level

Lenient SLA Level

Process Request Arrival Patterns
We apply two diﬀerent process request arrival patterns. The ﬁrst one requests
a constant amount of process executions in a regular interval, i.e., this pattern
requests the execution of ﬁve diﬀerent process models every 120 seconds. The
selection of the processes is done in a round-robin fashion according to Table 6.1,
i.e., the ﬁrst iteration requests process model No. 1 to No. 5, the second round
No. 6 to No. 10, the third one No. 1 to No. 5 etc. This is repeated 20 times.

Constant Arrival
Pattern

The second process request arrival pattern is described by Equation (6.8) and is
called pyramid pattern. In Equation (6.8), a represents the amount of process
execution requests at an evaluation step counter n. Analogue to before, the
concrete process is chosen in a round-robin fashion according to Table 6.1. In
total, an amount of 100 instances are requested. The request time interval is
set to 120 seconds.

Pyramid Arrival
Pattern

f (n) = a

2


1





 ⌈(n + 1)/4⌉







if
if
0
if
1
if
⌈(n − 9)/20⌉ if

0≤n≤3
4 ≤ n ≤ 17
18 ≤ n ≤ 19
20 ≤ n ≤ 35
36 ≤ n ≤ 51

(6.8)

https://github.com/piwa/ViePEP-C-Backendservice
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Figure 6.5: Baseline Provisioning Plan Example for the Process from Figure 6.4a
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Baseline
We compare ViePEP-C against a baseline which follows a state-of-the-art approach. The baseline provides an extended version of the algorithm AllParExceed discussed by Frincu et al. [75]. The algorithm assigns to each parallel
process activity a new VM, or, if available, an existing one. A VM can thereby
execute one service instance at a time to guarantee the necessary isolation of the
service instances. However, a service can be invoked several times by process
activities that require the same software service.
Figure 6.5 presents a provisioning plan for the process shown in Figure 6.4a,
applying the AllParExceed approach.
In comparison to the algorithm presented in [75], we neglect the BTU, the minimum leasing duration, of a VM. This is done since most cloud providers do not
consider the BTU time anymore or it is set to a small duration, e.g.,1 minute.
GeCoVM Parameter Setting
Based on preliminary experiments, we set the parameters in our evaluations as
follows: A population size of 700, with 35 elite chromosomes per population,
an optimization duration of 40 seconds for the ﬁrst optimization step, and 40
seconds for the second optimization step.
For the ﬁtness functions, we use: pcpu = fcpu = 32 and pram = fram = 4, which
are rounded real-world cost of the Google Cloud Platform3 . The remaining
parameters for the ﬁtness functions, i.e., fcontainer , fVMleasing , and fpenalty , will
be set diﬀerently for diﬀerent evaluation scenarios, as outlined below.
Metrics
Execution Duration

To evaluate our approach, we use diﬀerent metrics. To start with, the total
execution duration of all process instances is measured, i.e., the sum of the
elapsed time from the ﬁrst process execution request until the ﬁnal process
3
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6.4. Evaluation
activity of all process instances terminates. The second metric is the SLA
adherence, i.e., the amount of ﬁnished process instances without violating the
SLAs in percentage. Third, the leasing cost in core-minutes tells us how many
cores are leased for how many minutes, e.g., leasing two cores for two minutes
results in four core-minutes. This is equivalent to the cost model of most cloud
providers since they charge for the amount of used computational resources, e.g.,
amount of cores and duration of usage, following a linear cost model. Fourth,
the penalty cost are the cost that are charged due to a SLA violation, i.e.,
in our case not keeping a deadline. For the penalty cost, we apply a linear
cost model [116]: The model assigns for 10% of time units of delay, one unit
of penalty cost. The penalty cost is measured in Money Units (MU). For all
metrics, we calculate the mean value and the standard deviation σ.

6.4.2

SLA Adherence
Leasing Cost

Penalty Cost

Evaluation Process

In the evaluation, we evaluate the eﬃciency of our container-based process
execution approach in comparison to the baseline that follows the state-of-theart VM-based approach presented in Section 6.4.1. To fully evaluate ViePEP-C
in combination with the task and scheduling algorithm GeCoVM, we perform
and evaluate the following steps: First, we conduct a general evaluation where
we analyze the inﬂuence of the two arrival patterns and SLA levels. Second,
we analyze the inﬂuence of the ﬁtness function parameters fcontainer , fVMleasing ,
and fpenalty by adapting them. Third, we analyze how ViePEP-C detects a
failure situation by terminating a VM during a process activity execution.
To minimize the eﬀect of external inﬂuences, e.g., concurrently running applications, we execute each evaluation three times at diﬀerent times of the day over
two weeks.

6.4.3

Experiments and Discussion

In the following, we present and discuss the results of the evaluation.
General Evaluation
In this scenario, we evaluate the behavior of ViePEP-C in combination with
GeCoVM by using both arrival patterns and both SLA levels. For this evaluation scenario, we set the ﬁtness function parameters to the following values:
fcontainer = fVMleasing = 10, fpenalty = 0.001. These values yielded good results
in several pre-evaluation executions.
Tables 6.3 and 6.4 present the resulting mean values and the standard deviation
of the evaluation. Figure 6.6 shows the results of the constant arrival pattern for
the strict and lenient SLA level and Figure 6.7 shows the same for the pyramid
arrival pattern.
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Table 6.3: General Evaluation Results for the Constant Arrival Pattern (Standard Deviations in Parenthesis)
Constant Arrival Pattern
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Strict

Lenient

GeCoVM

Baseline

GeCoVM

Baseline

Execution Duration (min)

92.0
(8.66)

80.33
(4.67)

114.0
(10.54)

80.67
(0.57)

SLA Adherence (%)

89.67
(6.81)

98.67
(0.58)

90.67
(1.53)

100.00
(0.00)

Penalty Cost (MU)

32.67
(20.11)

2.67
(2.89)

20.33
(5.51)

0.00
(0.00)

Leasing Cost (Core-Minutes)

1173.0
(50.86)

1470.33
(11.68)

1154.33
(73.21)

1472.33
(8.08)

In the following, we ﬁrst discuss the results of the constant arrival pattern for
both SLA levels and then the results of the pyramid arrival pattern for both
SLA levels.
Constant Arrival
Pattern

As can be seen in Table 6.3, the SLA adherence of the baseline with the lenient
SLA level is the highest (100%). Since the baseline executes one process activity
directly after a preceding activity, basically no delay happens, which leads to
100% SLA adherence. For the baseline with the strict SLA level, a slightly lower
result (98.67%) is achieved. This slightly lower result is due to the need for
deploying the VMs, which may lead to a delay in the process activity execution.
This can also be observed in the execution duration where the lenient SLA level
baseline has a slightly longer execution duration (80.67 min) than the strict SLA
level baseline (80.33 min). For the evaluation with active GeCoVM, an SLA
adherence of 90.67%, for the lenient SLA level, and 89.67%, for the strict SLA
level, is achieved. This lower SLA adherence, in comparison to the baseline,
is because GeCoVM postpones process activity executions if an overlapping of
process activities can be achieved. The lower SLA adherence also increases the
penalty cost. The lower SLA adherence, in comparison to the baseline, can also
be seen in the increased execution duration achieved by GeCoVM. As can be
further seen in Table 6.3, the execution duration achieved by GeCoVM with
the lenient SLA level (114.0 min) is higher than for the one with the strict
SLA level (92.0 min). This increased execution duration, in combination with
the resulting SLA adherence, shows us that by allowing increased postponing of
process instance executions, an improvement in SLA adherence can be achieved.
While the SLA adherence is lower in case of active GeCoVM, regarding the
leasing cost GeCoVM achieves a cost saving in comparison to the baseline. For
the strict SLA level, GeCoVM results in 20.20% lower leasing cost than the
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Figure 6.6: Constant Arrival Pattern

baseline, i.e., 1173.0 core-minutes instead of 1470.33 core-minutes for the baseline. For the lenient SLA level, the leasing cost saving, achieved by GeCoVM
in comparison to the baseline, is 21.60%. This additional cost saving is because
GeCoVM is able to achieve more overlappings of activities since the margin of
postponing them is higher for the lenient SLA level than for the strict one.
This can also be observed in Figure 6.6. In Figure 6.6a (strict SLA level) more
CPU cores are leased at a time than in Figure 6.6b (lenient SLA level), i.e.,
partly over 30 CPU cores for the strict SLA and always under 30 CPU cores
for the lenient SLA. However, in Figure 6.6b the time the VMs are leased is
longer, i.e., over 110 minutes for the lenient SLA level and under 100 minutes
for the strict SLA level.
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Table 6.4: General Evaluation Results for the Pyramid Arrival Pattern (Standard Deviations in Parenthesis)
Pyramid Arrival Pattern
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Strict

Lenient

GeCoVM

Baseline

GeCoVM

Baseline

Execution Duration (min)

148.33
(0.58)

144.0
(0.53)

174.0
(17.35)

144.0
(0.0)

SLA Adherence (%)

91.33
(1.15)

99.67
(0.57)

96.67
(2.31)

100.0
(0.00)

Penalty Cost (MU)

22.33
(4.73)

1.67
(2.89)

6.33
(4.04)

0.0
(0.0)

Leasing Cost (Core-Minutes)

1203.33
(155.28)

1394.0
(2.65)

1198.67
(28.10)

1395.33
(10.11)

In Figure 6.6, it can also be observed that GeCoVM leases less CPU cores
than the baseline. It can be further observed that after 50 minutes the number
of leased CPU cores in case of GeCoVM are sometimes higher than for the
baseline. This is the result of postponing the process activity executions in
case of GeCoVM, which is not the case for the baseline.
Pyramid Arrival
Pattern

For the pyramid arrival pattern, similar results are achieved (see Table 6.4).
With the pyramid arrival pattern, the baseline with the lenient SLA level
achieves an SLA adherence of 100% and with the strict SLA level 99.67%. Interestingly, the mean execution times of both SLA levels show the same results,
however, the standard deviation of the strict SLA level is 0.53% which explains
the slight diﬀerence in the SLA adherence. In comparison to the constant arrival pattern, GeCoVM achieves for both SLA levels better results regarding
the SLA adherence, i.e., 91.33% for the strict SLA level and 96.67% for the
lenient SLA level. This also results in lower penalty cost, in comparison to the
constant arrival pattern. Similar to the constant arrival pattern, it can be seen
that by allowing a longer postponing of the process execution duration, a higher
SLA adherence can be achieved.
Regarding the leasing cost, the cost savings in comparison to the baseline are
lower in case of the pyramid arrival pattern than for the constant arrival pattern.
With the pyramid arrival pattern, GeCoVM achieves a cost saving of 13.68%
(strict SLA level) and 14.09% (lenient SLA level) in comparison to the baseline.
This lower cost saving, in contrast to the cost saving with the constant arrival
pattern, is due to the fact that the constant arrival pattern requests more
process executions in parallel. This increases the chance that an overlapping of
concordant process activities can be achieved, i.e., the possibilities of re-using
a container instance for several process activities.
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Figure 6.7: Pyramid Arrival Pattern
Figure 6.7 shows the results of the pyramid arrival pattern evaluation regarding
the leased CPU cores over time. It can be observed that Figure 6.7 shows a similar result as Figure 6.6 for the constant arrival pattern. Again, in Figure 6.7a
(strict SLA level) more CPU cores are leased at a time than in Figure 6.7b
(lenient SLA level). However, Figure 6.7b shows a longer leasing time in total,
around 150 minutes, than for the strict SLA scenario in Figure 6.7a. Also, similar to the constant arrival pattern evaluation, Figure 6.7 shows that most of the
time GeCoVM leases less CPU cores than the baseline, except some situations
in which the execution of several process activities was postponed.
Concluding, it can be seen that by accepting a slightly lower SLA adherence
(thus, slightly higher penalty cost), ViePEP-C is able to achieve much lower
leasing cost in comparison to the baseline. This trade-oﬀ between cost and

General Evaluation
Conclusion
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Figure 6.8: Result of the GeCoVM Parameter Inﬂuence Evaluation (legend:
l = fVMleasing = fcontainer ; p = fpenalty )
Table 6.5: GeCoVM Parameter Inﬂuence Evaluation Results (Standard Deviations in Parenthesis)

Execution Duration (min)
SLA Adherence (%)
Penalty Cost (MU)
Leasing Cost (Core-Minutes)

fVMleasing = 10
fpenalty = 0.001

fVMleasing = 1
fpenalty = 1

fVMleasing = 0.001
fpenalty = 10

114.0 (10.54)
90.67 (1.53)
20.33 (5.51)
1154.33 (73.21)

103.33 (6.81)
99.0 (0.0)
1.0 (0.0)
1242.0 (82.94)

103.33 (8.39)
99.33 (0.58)
0.67 (0.58)
1314.33 (56.32)

For all settings, we set fcontainer = fVMleasing .

SLA adherence needs to be taken into account by the user, i.e., the process
owner, and could be used as a foundation to select between diﬀerent resource
provisioning and task scheduling strategies.
Parameter Influence Evaluation
In this evaluation, we analyze the inﬂuence of the GeCoVM parameters fVMleasing ,
fcontainer , and fpenalty , discussed in Section 6.3.5.
For this, we use the constant process execution request pattern with the lenient
SLA level and analyze the behavior by using three diﬀerent parameter settings:
(1) fcontainer = fVMleasing = 10, fpenalty = 0.001; (2) fcontainer = fVMleasing = 1,
fpenalty = 1; (3) fcontainer = fVMleasing = 0.001, fpenalty = 10. The ﬁrst setting
puts more weight on the optimization regarding the leasing cost than the penalty
cost, the second setting weights the leasing cost and penalty cost the same, and
the third setting puts more weight on the optimization of the penalty cost. The
results of the evaluation are presented in Figure 6.8 and Table 6.5.
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As Table 6.5 and Figure 6.8 show, the ﬁrst parameter setting (fcontainer =
fVMleasing = 10, fpenalty = 0.001) achieves the best results regarding leasing cost
and the third parameter setting (fcontainer = fVMleasing = 0.001, fpenalty = 10)
is the most expensive one. This is since the ﬁrst parameter setting emphasizes
the optimization regarding leasing cost the most (fcontainer = fVMleasing = 10)
and the third parameter setting the least (fcontainer = fVMleasing = 0.001).

Result Discussion

For the penalty cost, it is the opposite. Here, the third parameter setting
achieves the best results regarding the SLA adherence (99.33%) and the ﬁrst
parameter setting the worst (90.67%). Again, this is due to the parameter
settings. Since the ﬁrst parameter setting sets fpenalty = 0.001 and the third
parameter sets fpenalty = 10, the optimization of the penalty is more important
in the third parameter setting than in the ﬁrst parameter setting. The lower
importance of achieving a high SLA adherence, in case of the ﬁrst parameter
setting, is also visible in the execution duration. The ﬁrst parameter setting
has the highest execution duration (114 minutes), while the second and third
parameter setting achieve the same execution duration.
The second parameter setting (fcontainer = fVMleasing = 1, fpenalty = 1) distributes the weight equally between the optimization of the leasing cost and
penalty cost, respectively SLA adherence. As can be seen in Table 6.5, the
results for the leasing cost and penalty cost are between the ﬁrst and third
parameter setting. Regarding the leasing cost, the second parameter setting
(1242.0 core-minutes) is approximately in the middle between the leasing cost
of the ﬁrst setting (1154.33 core-minutes) and the third setting (1314.33 coreminutes). For the SLA adherence and penalty cost, the results are more in the
direction of the third parameter setting.
In comparison to the baseline results from Section 6.4.3, for the constant arrival
pattern with lenient SLA, we can further see an improvement with the second
and third parameter setting. Both settings achieve nearly the same results
regarding the SLA adherence and better results regarding the leasing cost than
the baseline, e.g., the second parameter setting achieves 99% SLA adherence
(baseline: 100.0%) and 1242.0 core-minutes (baseline: 1472.33 core-minutes).
Concluding, it can be seen that by accepting a slightly lower SLA adherence,
as done by the ﬁrst parameter setting, a lower leasing cost can be achieved
in comparison to the parameter setting with higher importance on the SLA
adherence, i.e., the second and third parameter setting. This observation is
similar to the observation that we made before in the general evaluation. Again,
this trade-oﬀ between cost and SLA adherence needs to be considered by the
process owner.

Parameter Influence
Evaluation
Conclusion
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Figure 6.9: Result of the Failure Detection Evaluation
Failure Detection Evaluation
In this evaluation, we analyze the behavior of ViePEP-C in a failure situation,
e.g., the loss of connection to a VM. As discussed in Chapter 4, this should
trigger a re-scheduling of the provisioning plan.
Evaluation Approach

For this evaluation, we request the execution of Process 1 from Table 6.1. This
process is a sequential execution of the software services 6, 7, and 8 from Table 6.2. During the execution of the second process activity, we externally,
i.e., by a separate tool and not via ViePEP-C, terminate the executing VM.
ViePEP-C should detect this as a VM connection failure and should trigger a
re-scheduling of the provisioning plan. For the process execution, we use the
strict SLA level. For the baseline, we request the execution of the same process,
also with active GeCoVM. However, for the baseline, the VM is not terminated.

Result Discussion

Figure 6.9 presents the result of this evaluation. In Figure 6.9, two markers,
labeled GeCoVM, signalise when a scheduling, i.e., an execution of GeCoVM,
has taken place. The third marker, labeled Failure, signalises when the VM has
been terminated.
As can be seen in Figure 6.9, at the beginning (minute 0) the ﬁrst execution
of GeCoVM and the creation of the provisioning plan takes place, signalized
by the ﬁrst GeCoVM marker. Since we set the time-based stopping criterion
to 80 seconds, the ﬁrst VM is deployed at around 1:30 for the failure run
evaluation. In the beginning, only one CPU core is leased since the ﬁrst two
process activities use service 6 and 7 that only need one CPU core.
Around minute 5, we terminate the VM, signalized by the Failure marker. As
can be seen in Figure 6.9, this is detected by ViePEP-C and a re-scheduling
takes place, signalized by the second GeCoVM marker. After another 80 sec-
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onds, GeCoVM updates the provisioning plan and a new VM is deployed in
case of the failure run evaluation.

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

At minute 9, a two-core VM is deployed during the failure run evaluation, which
is used for the execution of the third process activity. At this time, the execution
of the second process activity is not over yet, which leads to a leasing of three
cores for a short period. After the execution of the third process activity is
over, all VMs are released and the execution of the process instance is ﬁnished.
In case of the baseline, the same behavior as during the failure run can be
observed in the beginning. The ﬁrst VM is leased at a similar time as before.
However, since the baseline does not suﬀer from a VM loss, it can use the same
VM for the execution of the ﬁrst and second process activities. Again, for the
third process activity, a two-core VM is leased while the one-core VM is still
leased. This results in a short time where three CPU cores are leased.
The ﬁnal leasing cost of the failure run is 10 core-minutes and 9 core-minutes for
the baseline. Regarding the penalty cost, the failure run is delayed 86 seconds,
which leads to a penalty cost of 3 MU. This delay is mainly due to the additional
execution of GeCoVM with a time-based stopping criterion of 80 seconds. By
adapting this duration, the delay between detecting the failure and execute the
new provisioning plan would change. The baseline run does not have a failure
situation. Thus, a second execution of GeCoVM is not required, which means
that the execution is not delayed.

6.4.4

Failure Detection
Evaluation
Conclusion

Concluding Discussion

Concluding, it can be said that ViePEP-C together with the container-based
process execution approach and GeCoVM always achieves a better result regarding the leasing cost, as shown in the general evaluation and the GeCoVM
parameter inﬂuence evaluation. For instance, GeCoVM achieves 21.60% cost
savings in comparison to the baseline for the constant arrival pattern and the
lenient SLA level. Regarding the SLA adherence, the same evaluation results in
90.67% adherence. Most of the cost savings result from the fact that by using
containers, a higher VM utilization is achieved by oﬀering an isolated environment for each service. This isolated environment allows the parallel execution
of several services without risking conﬂicts, e.g., conﬂicting libraries.
In the GeCoVM parameter inﬂuence evaluation, we further showed that the
trade-oﬀ between cost and SLA can be controlled by adapting the GeCoVM
parameters. A process owner, or eBPMS operator, can use these parameters to
conﬁgure the system to the current situation and needs. For instance, in some
situations, a high customer satisfaction requires a low amount of SLA violations
since the executed processes are time critical. In some other situations a high
customer satisfaction might be achieved by a cheap process execution.
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With respect to failure detection and recovery, we have shown in Section 6.4.3
that ViePEP-C detects failures, e.g., a VM is not reachable anymore, and triggers the task and resource scheduling process. This scheduling process, performed by GeCoVM, updates the provisioning plan so that the execution of all
process instances can be continued.
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6.5

Requirements Coverage

As discussed in Section 4.5, ViePEP-C, without GeCoVM, already fulﬁlls most
of the derived requirements from the motivational scenario discussed in Section 3.3. The only requirements that were only partially fulﬁlled were requirement 2, 3 and 6, since these requirements depend on the algorithm used by
the Scheduler of ViePEP-C. Since GeCoVM can be used by the Scheduler, we
discuss in the following to what degree these requirements are now fulﬁlled.
2nd Requirement

The 2nd requirement states that for a resource- and cost-efficient execution of
the processes, resource provisioning and task scheduling optimization needs to be
provided. With GeCoVM as the underlying algorithm of ViePEP-C’s Scheduler,
this requirement is fulﬁlled. GeCoVM aims to minimize the amount of required
computational resources while pre-deﬁned SLAs are fulﬁlled. Eventually, this
resource eﬃciency leads to cost eﬃciency because the cost that are charged due
to resource usage is minimized. To further improve the cost eﬃciency, GeCoVM
allows slight violations of the SLA—which might imply penalty cost—as long
as the total cost, i.e., cloud resource leasing cost plus penalty cost, are lower
than without the SLA violation.

3rd Requirement

The 3rd requirement states that the available cloud resources should be shared
and optimized among all running process instances. Sharing of cloud resources
is one of the main objectives of GeCoVM. As discussed in Section 6.3, the
ﬁrst optimization step adapts the execution times of the process activities in a
way that concordant activities share the same container instance. This sharing
considers already running process instances as well as requested but not yet
started ones. The second optimization step then selects the best deployment for
the container on the VMs. Thereby, a VM can be shared by several containers
due to the isolation property of containers. Thus, ViePEP-C together with
GeCoVM fulﬁlls the 3rd requirement.

6th Requirement

The 6th requirement states that the execution of the process instances should
consider SLAs, e.g., a deadline until when the execution of a process instance has
to be done. If the SLAs are violated, penalty cost may occur. This requirement
is also fulﬁlled by GeCoVM, in particular by the ﬁrst optimization step. As
discussed in Section 6.3, the ﬁrst optimization step considers the deadline until
when a process instance execution should be done and tries to stay below this
deadline. However, as discussed before, GeCoVM allows SLA violations, which
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might imply penalty cost, if the achieved overall execution cost are lower than
it would be the case without the violations.

6.6

Related Work
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The research in this chapter relates to work on resource provisioning and task
scheduling algorithms for elastic processes.
In Section 4.6, we have already discussed the work on an eBPMS platform called
ViePEP [183]. ViePEP oﬀers several resource provisioning and task scheduling
approaches that aim for the resource-eﬃcient execution of elastic processes,
while predeﬁned SLAs are considered. Especially, the work presented in [95]
has to be mentioned. In [95], the resource provisioning and task scheduling
problem is formulated as a MILP problem. However, ViePEP relies on VMs
as an execution environment for the services, which results in a much more
coarse-grained deployment as already discussed.

VM-based Elastic
Process Execution

In [106], the authors present a BPEL engine containing a scheduling algorithm
for the resource-eﬃcient execution of process steps on cloud resources in the
form of VMs. The scheduling algorithm is based on a GA and allows the execution and optimization of several processes in parallel. The presented scheduling
algorithm considers the leasing cost of the VMs and the data transfer duration.
However, since the approach uses VMs instead of containers, it results in a
much more coarse-grained solution and may increase resource cost. Furthermore, in comparison to our work, it does not consider user-deﬁned SLAs. The
same applies to the approach presented in [27]. In this publication, the authors
discuss a process scheduling approach that allows the parallel execution of processes. The presented approach aims at a cost or execution time optimization
or a pareto-optimal solution covering both, cost and execution time. Again,
this approach uses VMs as the execution environment of the process steps and
does not consider the process execution deadline. Hence, it is not possible to
perform an optimization by postponing the execution of particular steps to the
future as GeCoVM allows.
Wei and Blake present in [216] a resource utilization optimization approach that
considers service levels. In contrast to our work, the approach does not consider
a deadline for the process execution. Furthermore, while our approach follows
the “classic” service composition model that allows the concurrent invocation
of a service instance by diﬀerent process instances, this is not allowed in [216].
Similar to [95], Cai et al. formulate a resource optimization problem in MILP to
minimize the process execution cost under given time constraints [43]. However,
their approach only considers one process at a time, thus, no resource sharing
between diﬀerent process instances is performed.
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An approach for supporting a customer in ﬁnding the optimal cloud pricing
strategy is presented in [84]. The approach selects a resource-eﬃcient resource
conﬁguration (i.e., RAM and CPU size), the cloud provider, and the cloud
pricing model (e.g., on-demand VM or reserved VM). Similar to our approach,
the aim of the approach is to reduce the execution cost, including possible
penalty cost, while considering QoS constraints and without violating temporal
constraints. In comparison to our approach, the temporal constraints are on
process activity level and not on process level.
In [175], Rosinosky et al. present migration-aware optimization strategies for
multi-tenant process execution in the cloud. The presented strategies migrate
a tenant, including the corresponding processes, from one BPMS to a diﬀerent
BPMS if the process execution needs more cloud resources or a new resourceeﬃcient solution can be achieved. The BPMSs are thereby executed on VMs.
The paper presents a linear optimization model and a heuristic optimization
approach. The optimization aims to minimize the resource consumption while
maintaining an acceptable migration amount for each tenant. In [173], Rosinosky et al. improve the results from [175] by discussing a GA that achieves
better cost eﬃciency. While our approach considers the structure of the process and optimizes the execution of the steps on containers, the approaches
presented by Rosinosky et al. are more coarse-grained since they migrate the
process as a whole.
In [198], an approach for optimal resource provisioning for enterprise applications on cloud resources is presented. The authors present a linear program to
ﬁnd the optimal setup of VM instances that minimizes the resource consumption while still being able to fulﬁll all incoming requests. In comparison to
our approach that performs task scheduling to reduce the execution cost, their
approach reduces the cost by ﬁnding the optimal VM instance conﬁguration.

Container-based
Elastic Process
Execution

All of the aforementioned approaches are using VMs as an underlying execution environment and do not consider containers. As has been mentioned before,
this leads to a more coarse-grained resource provisioning, which may result in
increased resource cost. For the usage of containers for scheduling and resource
provisioning of arbitrary services, several solutions have been proposed, e.g., [97,
155, 159, 205]. Those publications discuss the usage of containers for scalable
and isolated application execution in the cloud. However, none of them considers the execution of processes that are composed of several interdependent
steps.
For instance, Hoenisch et al. [97] present a multi-objective optimization model
that optimizes the deployment of applications on containers, which are themselves deployed on VMs, for cost eﬃciency. In comparison to ViePEP-C and
GeCoVM, this approach considers single applications and not processes. While
a single process activity can be seen as a single application, this approach
can not consider subsequent process activities for the optimization. The ap-
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proach from [97] can only consider currently requested and running applications. Hence, a postponing of a process activity to achieve an overlapping
with concordant not yet started process activities is not possible. As shown in
our evaluation, such a postponing further helps to achieve a resource-eﬃcient
execution.
In [36], the authors present a linear program that ﬁnds a global optimum solution, in respect of cost eﬃciency, for the deployment of the process activities.
The objective function minimizes the deployment and data transfer cost and
considers a minimum required VM QoS. As QoS, they consider VM security
and availability. In extension to the linear program, the authors present an
optimization solution in form of a GA in [35]. In comparison to our approach,
the approaches in [35] and [36] do not consider SLAs and do not allow slight violations of the SLAs to minimize the cost further. Besides, a simulator instead
of a framework and testbed are used for the evaluation.
In [236], the authors present a two-level resource scheduling model for an eﬃcient resource sharing among diﬀerent SWFs. They show that a container-based
scheduling platform increases the system eﬃciency while decreasing the risk of
performance issues. However, as has already been discussed in Section 4.6, the
diﬀerences between SWFs and business processes prevent a direct adaptation
of the approaches for our purposes [130].
To sum things up, most of the presented publications are considering only VMs
as execution environment. This leads to rather coarse-grained deployment solutions in comparison to a container-based deployment as provided by GeCoVM.
In addition, most of the above-discussed publications do not consider the usage
of already deployed containers and VMs several times. This further reduces the
resource consumption and, thus, the overall cost.

6.7

Summary

Summary

In this chapter, we have presented the GeCoVM algorithm. GeCoVM is a resource provisioning and task scheduling algorithm to optimize the execution of
elastic processes for cost eﬃciency, while process-speciﬁc SLAs are considered.
The output of the algorithm is a provisioning plan that contains the information when a process activity should be executed, respectively its corresponding
services, and on which computational resources. As computational resources,
GeCoVM considers containers that are deployed on VMs, which are deployed
on cloud resources. Thereby, GeCoVM optimizes the execution times of the
process activities in a way that concordant activities can share the same container. Subsequently, the placement of the containers is optimized on diﬀerent
VMs. The resulting provisioning plan can then be used by an eBPMS, e.g., by
ViePEP-C as presented in Chapter 4, to perform the execution of the elastic
processes in a resource-eﬃcient way.
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In our evaluation, we have shown that by using a container-based eBPMS, a
signiﬁcant improvement with respect to cost and deployment times, in comparison to a state-of-the-art baseline approach, can be achieved. For instance,
in case of the constant process execution arrival pattern with the lenient SLA
level, ViePEP-C together with GeCoVM reduces the leasing cost by 21.60% in
comparison to the state-of-the-art baseline. Furthermore, we have shown that
ViePEP-C detects and handles failure situations, e.g., the loss of connection to
a VM.
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CHAPTER

7

Cost-Efficient Data
Redundancy in the Cloud
In the motivational scenario, we derived the requirement of storing data on
cloud storage services in a redundant and cost-eﬃcient way. This chapter investigates how this can be achieved. We present three diﬀerent approaches that
optimize the placement of the data on diﬀerent cloud storage services, to achieve
high availability, durability, and to avoid vendor lock-in. The optimization approaches consider the pricing models of the diﬀerent cloud storage services to
achieve cost-eﬃcient storage of data. Furthermore, diﬀerent storage technologies are considered to store, e.g., data with a low access frequency on long-term
storage services with low storage cost and data with a high access frequency on
storages with low traﬃc cost. As a platform for the optimization approaches
and to perform the storage of the data, we present a cloud storage middleware
called CORA. By thoroughly evaluating the presented optimization approaches,
we show that a cost saving of around 30% to 50%, depending on the baseline,
can be achieved.

7.1

Overview

As shown in our motivational scenario (Chapter 3), companies nowadays have
to deal with huge amounts of data. Furthermore, the daily business of the
companies heavily relies on the availability of data. Cloud storage services oﬀer
an excellent solution to store data by providing high elasticity, availability, and
durability while keeping the IT maintenance cost low [81, 122, 193, 234].
Due to the high popularity of cloud storage services, the amount of cloud storage
service oﬀers increased steadily in recent years. While each of them oﬀers the
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same basic service, the storage of data, each of them uses a diﬀerent pricing
model, oﬀers diﬀerent QoS, and storage technologies [56, 118, 154, 160, 234].
This vast diversity of cloud storage services makes the decision, where the data
should be stored, all but trivial. A customer has to take several constraints into
account to ﬁnd the best-ﬁtting storage solution for the current use case, e.g.,
which storage technologies should be used, which pricing model is the cheapest,
which geographical location should be chosen, or which provider has to be
avoided due to company policies. Another decision criterion is the consideration
of trust in the cloud storage service provider. This trust criterion contains
diﬀerent properties, like, the trust into the availability or the trust into the
conﬁdentiality of the stored data. An outage in February 2017 of Amazon
AWS Simple Storage Service (S3) in North Virginia [199] has shown that even
big cloud storage service providers struggle with service failures.
Vendor Lock-in

Moreover, relying on only one cloud storage service provider raises the risk
of vendor lock-in. The problem of vendor lock-in gets real when, due to some
events—e.g., an increase in the storage price or a provider going out of business,
e.g., [102]—the data has to be migrated to another cloud storage service [7, 25,
177, 193]. The migration from one cloud storage service to another involves
additional migration cost, as well as implementation and administrative eﬀorts.
One way to prevent the risk of vendor lock-in is the redundant usage of diﬀerent
storage services, which also increases data availability and durability [7, 195].

Multi-Cloud Storage
Solutions

To overcome these issues, state-of-the-art approaches, e.g., [7, 160, 196, 234], are
utilizing several cloud storage services to store data redundantly, cost-eﬃciently,
and to fulﬁll predeﬁned SLAs. However, most of them do not consider the access
patterns of the data, i.e., if they are accessed in a high, middle or low frequency,
which are a signiﬁcant cost factor [234]. Furthermore, they do not consider longterm storage technologies to cost-eﬃciently store not used or rarely used data,
according to the access patterns. Hence, new approaches are needed for the
elastic storage of data on cloud storage services that consider long-term storage
services and access patterns.

Dynamic Data
Placement

In this chapter, we address the problem of cost-eﬃcient data redundancy in the
cloud. First, we develop three approaches that optimize the placement of data
objects on several cloud storage services in a redundant and cost-eﬃcient way.
The ﬁrst approach formulates the local optimization problem that considers the
placement of one data object at a time. The second approach formulates the
global optimization problem that concerns the placement of all data objects at
a time. Both of them are formulated using MILP to ﬁnd an optimal solution.
By striving for the optimal solution using MILP, the amount of data objects
that can be optimized is limited. Thus, the third approach provides a heuristic
to solve the global optimization problem with a larger amount of data objects.
All three optimization approaches consider customer-deﬁned storage requirements, i.e., availability, durability, and a vendor lock-in factor. Furthermore,
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all optimization approaches consider the data object access patterns and are
using long-term storage services for not or rarely used data objects.
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Second, we present a cloud-based storage middleware, called CORA, that uses
the optimization approaches to store the data objects on cloud storage services.
CORA continuously monitors the usage of the stored data objects and dynamically rearranges the placement, with the help of the optimization approaches,
if a new cost-eﬃcient storage solution can be realized.

CORA

The remainder of this chapter is organized as follows: In Section 7.2, we provide
background information. Section 7.3 presents the cloud storage middleware
CORA. Afterwards, we present the local, global, and heuristic optimizations in
Sections 7.4 to 7.7. The evaluation of CORA and the optimization approaches
are described in Section 7.8. Section 7.9 discusses the approaches in the light
of the requirements arising from the motivation scenario. Section 7.10 gives an
overview of the related work and Section 7.11 concludes the chapter.

7.2

Background

In the following, we discuss the relevant background information for the presented approaches to cost-eﬃcient data redundancy in the cloud.

7.2.1

Cloud Storage-relevant QoS

When storing data on cloud storage services, several QoS aspects need to be
considered. The main aspects are availability, durability, and the vendor lock-in
factor since those three QoS aspects deﬁne how probable or improbable a data
loss is [7, 48, 160, 214].
The availability deﬁnes the probability that a service, here a storage service,
is available over a speciﬁc time span [11]. This QoS parameter is declared as
availability of the storage service over a given period in percentage, e.g., 99.99%
over a year.

Availability

The durability deﬁnes the probability that there is no data loss, e.g., due to a
failure in the storage hardware, on a storage service. The diﬀerence to availability is that a storage service can be not available, e.g., due to a network outage,
but the data is still not lost, since there is no failure of the storage hardware.
After the network outage is resolved, the data is again accessible. This QoS
parameter is declared as the durability of the stored data in a deﬁned period
in percentage, e.g., 99.99999% over a year.

Durability

The vendor lock-in factor describes the level of risk of exposure to the vendor
lock-in problem. This factor is declared as lockin = N1 with lockin ∈ (0, 1].
N is the amount of used storage services on which the data is uniformly distributed [160].

Vendor Lock-In
Factor
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Erasure Coding
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Erasure Coding is a redundancy mechanism where a data object is split into
n chunks in a way that the whole data object can be reconstructed by any
subset of size m (m < n) of those chunks [48, 162, 169, 180]. An erasure coding
conﬁguration is deﬁned by the tuple (m, n). By deﬁning diﬀerent erasure coding
conﬁgurations, the availability of a data object can be increased or decreased.
This functionality makes erasure coding a superset of the Redundant Array of
Independent Disks (RAID) technology and of a standard replication system, i.e.,
several identical copies of a data object [214]. For example, a RAID 5 can be
described by the erasure coding conﬁguration (4, 5) and a standard replication
by (1, 3) that will generate three replications. The main advantage of using
erasure coding instead of replication is the smaller additional storage needed to
achieve the same level of redundancy [214]. This stems from the fact that, for
instance, a (1, 3) conﬁguration creates three replications, while a (4, 5) creates
ﬁve chunks, each smaller than the original data object, in a way that four chunks
are required to reconstruct the data object.

7.2.3

Block Rate
Pricing Model
Regions

Provider Price
Model Differences

BTU

BSU
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Cloud Storage Service Pricing Models

Cloud storage service pricing models vary from provider to provider and from
storage technology to storage technology. However, most pricing models have
the same foundation: they account for the used storage, the used outgoing
traﬃc, and the amount of read and write operations. Most of the pricing
models do not charge the incoming traﬃc and delete operations. In addition,
most storage service providers use a block rate pricing model [154]. In a block
rate pricing model, the cost decrease the more the service is used by a customer,
i.e., the more data is stored, the cheaper it is to store additional data. Large
cloud storage service providers often have several geographically distributed
clusters of data centers, called regions. Usually, each of these regions is subject
to a diﬀerent pricing model. Most providers oﬀer reduced migration prices for
migrating data from one region to another.
Besides changing pricing models, due to diﬀerent providers or regions, the pricing models can also diﬀer by storage technologies. For example, some providers
oﬀer long-term storage solutions for seldom-used data. Those storage services
have cheap storage prices but a high traﬃc price in comparison to conventional
storage services. Additionally, long-term storage services often deﬁne a BTU,
i.e., a minimum storage duration. If a BTU is deﬁned and data is stored on
the storage service, the wholeq BTU time is charged whether or not the data
is deleted or moved to another storage service, before the BTU is over. Some
storage service providers also deﬁne a minimum object size, i.e., a Billing Storage Unit (BSU). Data objects that are smaller than the BSU are charged with
the BSU size, although only a part of the storage is used.

7.2. Background
Table 7.1: Amazon AWS S3 Price for EU Frankfurt Region Standard Storage,
as of 2019-10-05
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(a) Storage Price

(b) Outgoing Traﬃc Price

Usage
per Month

Price per
GB in USD

Usage
per Month

Price per
GB in USD

First 50 TB
Next 450 TB
> 500 TB

0.0245
0.0235
0.0225

First 1 GB
Up to 10 TB
Next 40 TB
Next 100 TB
Next 350 TB
> 524 TB

0.000
0.090
0.085
0.070
0.050
On Demand

Representative for other providers, Table 7.1 shows the pricing model of the
Amazon AWS S3 region EU Frankfurt Standard Storage as of October 20191 .
This cloud storage service deﬁnes a block rate pricing model for storage and
outgoing data transfer. The billing period of an Amazon AWS S3 storage is one
month. Additionally to the prices shown in Table 7.1, Amazon charges for the
request commands PUT, COPY, POST and LIST $0.0054 per 1,000 requests
and for GET and all other requests $0.00043 per 1,000 requests, except the
DELETE request which is free of charge. The migration between Amazon
AWS S3 regions is charged with $0.020 per GB. Incoming data transfer is free.

Amazon AWS S3
Pricing Model
Example

As has already been mentioned, besides diﬀerent regions, some storage service providers also oﬀer diﬀerent storage technologies. For instance, Amazon
AWS S3 oﬀers the following storage technologies: AWS S3 Standard, AWS
S3 Intelligent-Tiering, AWS S3 Standard-Infrequent Access (IA), AWS S3 One
Zone-IA, AWS S3 Glacier, and AWS S3 Glacier Deep Archive. Each storage
technology has diﬀerent pricing schemes and properties, e.g., the Standard-IA
has a cheaper storage price than AWS S3 Standard, but also a lower availability. Furthermore, AWS S3 Standard-IA deﬁnes a BTU of 30 days and a BSU
of 128 KB.
While the pricing models of most cloud storage services are based on a similar
notion, there are some diﬀerences between them. For instance, Amazon AWS
S3 applies the block rate pricing model for the traﬃc as well as for the storage.
In comparison, Google Cloud Storage uses a block rate pricing model for the
outgoing data transfer, but not for the storage cost2 .

1
2

https://aws.amazon.com/s3/pricing/, as of 2019-10-05
https://cloud.google.com/storage/pricing, as of 2019-10-05
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Figure 7.1: CORA Architecture in FMC Notation

7.3

CORA Architecture

CORA is a middleware between a user and several cloud storage services. The
following core features are oﬀered by CORA:
• CORA stores data objects on diﬀerent cloud storage services in a redundant way by applying erasure coding.
• CORA optimizes the placement of data objects on all storage services in
a cost-eﬃcient way while considering user-deﬁned SLAs.
• CORA uses long-term storage services to store not or rarely used data
objects.
• If CORA recognizes the unavailability of a storage service, it recreates
the missing data object chunks and uploads them to alternative storage
services to restore data redundancy.
With these core features, CORA provides a cost-eﬃcient solution to store data
with high availability while not relying on only one speciﬁc storage service.
Figure 7.1 depicts the general architecture of CORA, using FMC notation. The
architecture is independent of where the system is executed, e.g., on a private
local system, on a company’s server, or in the cloud. It might be reasonably
assumed that the beneﬁt of using CORA increases with the amount of data.
Data Manager

Coder
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The central component of the middleware is the Data Manager. It is responsible
for the coordination between the components of CORA and, thereby, for the
read and write processes of data objects from and to the cloud storage services.
To be able to store the data objects redundantly, we apply erasure coding. The
Coder is responsible for this redundancy mechanism. It transforms the data according to the erasure coding parameters n and m, as discussed in Section 7.2.2.
The output of the Coder is, for a write process, the data object transformed

7.3. CORA Architecture
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into multiple data object chunks, and, for a read process, a single data object
that was created from several data object chunks. To further decrease the read
cost, CORA does not read all data object chunks. Instead, it only reads enough
data object chunks to restore a data object. Furthermore, the component is responsible for the recreation of a missing or damaged data object chunk. The
recreation is done by using the remaining available data object chunks.
The Monitor is responsible for monitoring the access patterns of each data
object. The historical access and storage information of each data object is
stored in a local Database. This historical data is a list of time steps for each
data object chunk. A time step is created, either based on a regular interval
or if the data object chunk is migrated to another storage service. Besides the
information on which storage service the data object chunk is stored, a time
step includes information about the size of the chunk, the amount of requests,
and the used incoming and outgoing bandwidth of the time step.

Monitor
Database
Time Step

The Optimizer is responsible for optimizing the placement of data objects in a
cost-eﬃcient way, taking into account the user-deﬁned SLAs and the access patterns of the data objects. By applying the assumption that the usage pattern
of a data object stays the same in the nearer future [160, 234], the optimization exploits historical usage information to predict the future usage of a data
object chunk. Depending on the optimization approach, the component can be
executed each time (i) an interaction (i.e., read, write, or update) with a data
object takes place, (ii) the set of available storage services changes, or (iii) in
predeﬁned intervals. During the optimization, the component ﬁnds the cheapest placement solution for a data object, respectively its data object chunks,
while guaranteeing the fulﬁllment of predeﬁned SLAs.

Optimizer

The API component is responsible for the interaction between the user and
the CORA middleware. The Transfer Handler is responsible for the interaction with the cloud storage services. Since CORA features a loosely-coupled
architecture, each component can be substituted.

API

As deﬁned in Section 2.1, an SLA consists of one or more SLOs. The predeﬁned
SLOs that are taken into account for the data object placement selection are
availability, durability, and vendor lock-in factor as deﬁned in Section 7.2.1.
These SLOs are deﬁned for each data object by the data owner. To conﬁgure
the SLOs for each data object, several diﬀerent approaches are possible, e.g.,
the setting might be done for each data object, for a particular data object
group (e.g., for all data objects between 500MB and 1GB), or global for all
data objects together. In the latter two cases, an automatic approach is needed
to store the global SLOs for each data object. How the SLOs are deﬁned in
detail is the task of an appropriate User Interface (UI) or conﬁguration tool
and will not be further discussed in this thesis.

Data Object
Placement SLA

Transfer Handler
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Table 7.2: SLO Attributes Example
File Name

Availability (%)

Durability (%)

Vendor Lock-In

image.png
backup.tar

99.8
99.9

99.999
99.99999

0.4
0.5

Table 7.2 presents two example ﬁles with deﬁned SLOs. For instance, the ﬁle
with the name image.png has to be stored in a way that it has an availability of
99.8% over a year and a durability of 99.999% over a year. Furthermore, it has
to be stored in a way that the ﬁle can be recreated by using the data from at
most three storage services, due to the deﬁned vendor lock-in value of0.4. While
the SLOs availability and durability are used for the selection of the particular
storage services, the vendor lock-in factor is used to select the required erasure
coding conﬁguration values.

7.4

System Model

For the data object placement optimization, we provide a MILP-based local
and a global data placement approach and a heuristic approach for the global
optimization. In the following, we discuss the system model, the formal speciﬁcation of the local and the global optimization models, and the heuristic
optimization approach.

7.4.1

Variables

s, S, N , F , f , τ

In our system model, the set of all available storage services is labeled with S
where s ∈ S = {s1 , s2 , . . .} deﬁnes one storage service of this set. N is the set of
all data objects and F ∈ N = {F1 , F2 , . . .} is one data object of this set. Next,
f ∈ F = {f1 , f2 , . . .} deﬁnes a chunk of a data object F , with |S| ≥ |F |. As
described in Section 7.2.2, the amount of chunks of a data object depends on
the used erasure coding conﬁguration. The parameter τ deﬁnes the amount of
historical information of a chunk, e.g., the amount of read and write operations,
that is used for the optimization. Under the assumption that the usage pattern
of a data object stays the same in the near-term future [160, 234], e.g., maybe
the data object is heavily used for some time but then only accessed frequently,
the optimization approaches exploit the historical information to predict the
future usage of the data.

hf , zs1 ,s2 , ys1 ,s2

The variable hf ∈ {0, 1} denotes that a chunk f is currently stored on a longterm storage service, indicated by hf = 1, or not, indicated by hf = 0. The
system model further uses the variables zs1 ,s2 and ys1 ,s2 to indicate if two storage services are the same, or are diﬀerent, but have the same storage service
provider. The variable ys1 ,s2 ∈ {0, 1} deﬁnes if the storage services s1 and
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s2 are not identical, but have the same storage service provider, indicated by
ys1 ,s2 = 1; ys1 ,s2 = 0 otherwise. Analogously, zs1 ,s2 ∈ {0, 1} deﬁnes if the
storage services s1 and s2 are not the same and have diﬀerent storage service
providers, indicated by zs1 ,s2 = 1; zs1 ,s2 = 0 otherwise.
The optimization model uses the variable gS̃,F ∈ {0, 1}, where S̃ = {s1 , s2 , . . .}
is a subset of the storage service set S with |S̃| = |F | and S̃ ⊆ S. gS̃,F = 1
indicates that all storage services of the subset S̃ have one chunk of F stored
and gS̃,F = 0 indicates that at least one storage service of S̃ does not store a
chunk of F .

gS̃,F , S̃

As mentioned in Section 7.2.3, several storage service providers deﬁne a block
rate pricing model for the storage and traﬃc cost. In the system model,
bs deﬁnes one block of a block rate pricing model of storage service s and
bs ∈ BsTout = {b1 , b2 , . . .}, where BsTout deﬁnes the set of all outgoing traﬃc
price blocks. Analogously, Bssto = {b1 , b2 , . . .} deﬁnes the pricing blocks for the
storage prices. Furthermore, bs = (bL,s , bU,s , ps ) deﬁnes a triple that includes
the lower bound of the pricing block bL,s , the upper bound bU,s , and the price
of this block ps .

bs , BsTout , Bssto

Tout
∈ {0, 1} are used to indicate
∈ {0, 1} and oTs,bout
∈ {0, 1}, vs,b
The variables uTs,bout
s
s
s
if the overall used outgoing traﬃc of a storage service is in a speciﬁc pricing step
= 1 indicates that the outgoing traﬃc of
of a block rate pricing model. uTs,bout
s
=0
storage service s is bigger than the lower boundary bL,s deﬁned in bs ; uTs,bout
s
Tout
otherwise. vs,bs = 1 indicates that the outgoing traﬃc of storage service s
Tout
is smaller than the upper boundary bU,s deﬁned in bs ; vs,b
= 0 otherwise.
s
Tout
Furthermore, os,bs = 1 indicates that the traﬃc is between the lower and upper
Tout
= 0
= 1 hold. oTs,bout
= 1 and vs,b
bound of bs , which means that uTs,bout
s
s
s
sto
sto
indicates that this is not the case. The variables us,bs ∈ {0, 1}, vs,bs ∈ {0, 1}
Tout
Tout
and osto
s,bs ∈ {0, 1} are similarly deﬁned as us,bs ∈ {0, 1}, vs,bs ∈ {0, 1} and
oTs,bout
∈ {0, 1}, but on the level of used storage of s. Meaning that usto
s,bs deﬁnes
s
sto
if the used storage is bigger or lower than bL,s , vs,bs indicates if the used storage
is bigger or lower than bU,s , and osto
s,bs indicates if the used storage is between
the lower and upper bound of a pricing block bs .

Tout
out
out
,
, oTs,b
, vs,b
uTs,b
s
s
s
sto
sto
us,bs , vs,bs , osto
s,bs

In our optimization model, xs,f ∈ {0, 1} is the decision variable and deﬁnes if
a chunk f is stored on storage service s, deﬁned by xs,f = 1, or not, deﬁned by
xs,f = 0.

Decision Variable

7.4.2

Cost Model

The total cost that are charged if a chunk f is stored on storage service s by
considering the last τ minutes of the chunk’s history are calculated by Equation (7.1). The total cost are calculated by adding the used storage cost, the

Total Cost
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cost for read and write operations, and the cost for the used incoming and
outgoing traﬃc. The single cost factors will be explained in the following.
Tin
Tout
W
cs,f (τ ) = cSs,f (τ ) + cR
s,f (τ ) + cs,f (τ ) + cs,f (τ ) + cs,f (τ )
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Storage Cost

(7.1)

The storage cost that are charged if a chunk f is stored on s based on the last τ
minutes of the chunk’s history is calculated by Equation (7.2). In the equation,
the term pSs,γs,f calculates the current storage price. Since several cloud storage
service providers use the already discussed block rate pricing model, the current
price can be diﬀerent depending on the present usage of the storage service. In
pSs,γs,f , this is taken into account by the term γs,f that calculates the present
usage of the storage service s and adds the size of f to the result if f is currently
not stored on the storage service. The resulting price is then multiplied with
the chunk size calculated by σf (τ ), considering the last τ minutes of the chunk’s
history. This term also considers if a BSU is deﬁned for the storage service. If
this is the case and the chunk size is smaller than the BSU, then σf (τ ) uses the
BSU instead of the actual chunk size.
If storage service s is a long-term storage service, the BTU time has to be
considered as well. This is done by σ̂f,BT U · hf . The term σ̂f,BT U calculates the
storage size of the chunk f that is charged for the remaining BTU time.
cSs,f (τ ) = pSs,γs,f · (σf (τ ) + σ̂f,BT U · hf )

Request Cost

Data Transfer Cost
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(7.2)

The charged cost for the write and read operations are calculated by Equations (7.3) and (7.4). The terms rfW (τ ) and rfR (τ ) return the amount of write
and read operations of chunk f during the last time-period τ , respectively. The
R
term pW
s deﬁnes the price of a write operation and ps of a read operation. Since
delete operations are always free, we are not considering them in the calculation.
W
W
cW
s,f (τ ) = rf (τ ) · ps

(7.3)

R
R
cR
s,f (τ ) = rf (τ ) · ps

(7.4)

The outgoing and incoming traﬃc cost of a chunk f , in the last time-period τ ,
are calculated by Equations (7.5) and (7.6). Since the description of the outgoing traﬃc cost is also applicable to the incoming traﬃc cost, we will only
discuss the outgoing traﬃc cost deﬁned in Equation (7.5). The term tout
f (τ ) deﬁnes the amount of read bytes from chunk f during the last time-period τ . The
out
term pTs,β
returns the outgoing traﬃc price of storage service s. Analogue
s,f
to storage cost calculation, deﬁned in Equation (7.2), the block rate pricing
model has to be considered also for the traﬃc cost calculation. Analogue to
γs,f in Equation (7.2), this is done by βs,f in Equation (7.5). βs,f calculates
the amount of read bytes from storage service s, including chunk f . If storage

7.5. Local Optimization Problem
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service s is a long-term storage service, data retrieval cost can be charged as
well. This additional price is considered by pret
s,βs,f . The variable hf is discussed
in Section 7.4.1. Since there is no retrieval cost for incoming traﬃc, the term
pret
s,βs,f · hf does not have to be considered in Equation (7.6).
Tout
ret
cTs,fout (τ ) = tout
f (τ ) · (ps,βs,f + ps,βs,f · hf )

(7.5)

Tin
cTs,fin (τ ) = tin
f (τ ) · ps,βs,f

(7.6)

Optional migration cost that occur if a chunk f has to be migrated from one
storage service to another, are calculated by Equations (7.7) and (7.8). Which
equation is taken to calculate the migration cost depends on the migration type.
If a chunk f has to be migrated from one storage service to another storage
service of the same provider and this provider deﬁnes a special migration price,
Equation (7.7) is used. If a chunk f has to be migrated from one storage
service to another storage service and the provider is diﬀerent, Equation (7.8)
Tin
ret
is used. In Equation (7.8), pTs1out
,βs ,f , ps2 ,βs ,f and ps,βs,f are analogously deﬁned
1

2

T

Migration Cost

T

in,reg
as in Equations (7.5) and (7.6). In Equation (7.7), ps1out,reg
,βs1 ,f and ps2 ,βs2 ,f deﬁne
the same but considering region migration prices. σ̂f speciﬁes the size of the
chunkf . rsR1 and rsW1 deﬁne the amount of required read and write operations.
W
The terms pR
s1 and ps2 represent the same as in Equations (7.3) and (7.4).

M

T

T

reg
in,reg
W
W
R
ret
R
cs1 ,s
= (ps1out,reg
,βs ,f + ps2 ,βs ,f + ps,βs,f · hf ) · σ̂f + rs1 · ps1 + rs2 · ps2
2 ,f
1

Tout
cM
s1 ,s2 ,f = (ps1 ,βs

1 ,f

2

+ pTs2in,βs

2 ,f

R
R
W
W
+ pret
s,βs,f · hf ) · σ̂f + rs1 · ps1 + rs2 · ps2

(7.7)
(7.8)

These cost factors are the ones that are currently used by the major cloud storage service provides3 . If the cloud storage service providers change their pricing
models in the future, the presented cost factors might have to be adapted, or
new additional cost factors might need to be added.

7.5

Local Optimization Problem

After discussiong the system model, we discuss the local optimization problem
that deﬁnes the problem of ﬁnding a cost-eﬃcient placement of one data object F . The placement problem is provided with the data object F , all available
storage services S, and the time-period τ as input.
3

as of 2019-10-05
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7.5.1

Objective Function

Equation (7.9) shows the objective function, which is set to minimize the overall
cost to store a data object F .
min

∑∑ (

M

reg
cs,f (τ ) + cM
fs ,s,f · zfs ,s + cfs ,s,f · yfs ,s · xs,f

f ∈F s∈S

)

(7.9)

cs,f (τ ) calculates the overall cost to store the chunk f on the storage services
by taking the last τ minutes of the chunk’s usage history into account. The
term cs,f (τ ) has already been discussed in Section 7.4.2. The term, cM
fs ,s,f · zfs ,s
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M

reg
and cfs ,s,f
· yfs ,s calculate the migration cost from one storage service to
another, without and with special migration prices. The term fs returns the
storage service on which the chunk f is currently stored. Finally, the decision
variable xs,f decides if the chunk f is stored on the storage service s or not.

7.5.2
Vendor Lock-In
Factor

Constraints

The ﬁrst constraint, Equation (7.10), ensures that the selected storage solution
of a data object fulﬁlls the required vendor lock-in factor lF . As mentioned
above, the vendor lock-in factor is set for each data object as a SLO.
1
∑

f ∈F

Availability and
Durability

∑

s∈S

xs,f

(7.10)

≤ lF

Equations (7.11) and (7.12) ensure that the required availability and durability
of a data object are fulﬁlled. In the following, we will only describe Equation (7.11) since the description of Equation (7.12) is analogue.
∑

S̃ ′ ∈rS̃,k

s∈S̃ ′ âs ·
s∈S̃\S̃ ′ (1 − âs ) calculates the
′
′
S̃ . S̃ holds all possible combinations of

[∏

]

∏

availability of the storage

service set
size k of the set S̃. Those
combinations are represented by rS̃,k . The term âs deﬁnes the availability of s.
Conclusively, this part of the equation calculates the probability that there are
k simultaneously available storage services. To complete Equation (7.11), we
have to include the functionality that a system that uses erasure coding with a
coding conﬁguration of (m,n), can withstand up to n − m simultaneous storage
service failures. This is done by increasing k starting from m, i.e., the minimum
amount of required chunks of F depicted by F m , to |S̃|. In Equation (7.11),
∑|S̃|

this is achieved by k=|F m | . Eventually, the result is compared to aF · gS̃,F ,
where aF deﬁnes the required availability of the data object and gS̃,F deﬁnes
if each storage service in S̃ has one chunk stored or not. gS̃,F is deﬁned by
Constraints (7.13) and (7.14) that compose a logic AND.
|S̃|
∑

∑ [ ∏

k=|F m | S̃ ′ ∈rS̃,k
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s∈S̃ ′

âs

∏

s∈S̃\S̃ ′

]

(1 − âs ) ≥ aF · gS̃,F

(7.11)

7.6. Global Optimization Problem
|S̃|
∑

∑ [ ∏

k=|F m | S̃ ′ ∈rS̃,k

dˆs

s∈S̃ ′

gS̃,F ≥

∏

]

(1 − dˆs ) ≥ dF · gS̃,F

s∈S̃\S̃ ′

∑∑

xs,f − (|F | − 1)

(7.12)

(7.13)

s∈S̃ f ∈F

gS̃,F ≤

∑

xs̃,f

∀s̃ ∈ S̃

(7.14)
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f ∈F

With Equation (7.15), it is ensured that only |F | assignments from the chunks
f ∈ F to the storage services s ∈ S exist. Furthermore, Equations (7.16)
and (7.17) ensure that each chunk is stored on only one storage service and
Equation (7.18) deﬁnes the variable boundaries.
∑∑

xs,f = |F |

Boundaries

(7.15)

f ∈F s∈S

∑

xs,f ≤ 1 ∀f ∈ F

(7.16)

∑

xs,f ≤ 1 ∀s ∈ S

(7.17)

s∈S

f ∈F

7.6

xs,f ∈ {0, 1}

gS̃,F ∈ {0, 1}

zs1 ,s2 ∈ {0, 1}

ys1 ,s2 ∈ {0, 1}

(7.18)

Global Optimization Problem

Since the local optimization problem only optimizes the placement of one data
object at a time, cost improvements that require the movement of several data
objects, e.g., to reach the next block rate pricing step, are not considered. To
also consider such scenarios, we discuss in the following the global optimization
problem that deﬁnes the problem of ﬁnding the cheapest placement for all data
objects on all available storage services S.
The global optimization problem gets as an input the sets S and N . The set N
contains all data objects. Furthermore, the parameter τ is set to the length of
the BTU, i.e., τ = BTU. This way, the global optimization gets the historical
information of the last BTU and can calculate if the cost can be decreased
by storing the chunk on a long-term storage service where the whole BTU is
charged.
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7.6.1

Objective Function

The objective function of the global optimization problem optimizes the placement of all chunks f ∈ F of all data objects F ∈ N as shown in Equation (7.19).
∑[ ∑ ∑ (
W
M
min
cR
s,f (τ ) + cs,f (τ ) + cfs ,s,f · zfs ,s +
s∈S
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Mreg
cfs ,s,f

F ∈N f ∈F

· yfs ,s · xs,f +
)

csto
s (τ )

+

]

(7.19)

cTs out (τ )

As discussed in Section 7.5, for the local optimization, the current price in a
block rate pricing model is calculated by considering the chunks that are stored
on a storage service. In case of the global optimization, this is not applicable
anymore, since the migration of multiple chunks at once can happen. This
may change all chunks on a storage service and, thus, also the pricing step may
change. To consider this, the global optimization problem splits up the cost calculation cs,f (τ ). The cost that may include a block rate pricing model, namely
the used outgoing traﬃc cost cTs out (τ ) and the used storage cost csto
s (τ ), are modeled as constraints. The outgoing traﬃc cost are calculated by Equation (7.25)
W
and the storage cost by Equation (7.31). The terms cR
s,f (τ ) and cs,f (τ ) calculate the read/write operation cost, as deﬁned in Equations (7.3) and (7.4). The
Mreg
migration cost are calculated by cfs ,s,f
and cM
fs ,s,f as deﬁned in Equations (7.7)
and (7.8).

7.6.2

Constraints

The global optimization uses the same constraints as the local optimization, i.e.,
Equations (7.10) to (7.18). Due to the fact that the global optimization considers the placement of all data objects at once, all local optimization constraints
need to be deﬁned ∀F ∈ N . Moreover, the global optimization requires further
constraints to include the storage cost and outgoing traﬃc cost of a storage
service, which are discussed in the following.
Data Transfer Cost

Equations (7.20) to (7.24) deﬁne if the used outgoing traﬃc of a storage service s
is within a pricing range of a block rate pricing model step. In Equation (7.20)
together with (7.21), it is deﬁned if the used outgoing traﬃc of storage serTout =
vice s is bigger than the lower boundary bL
s of a pricing step bs ∈ Bs
out
{b1 , b2 , . . .}. tf (τ ) is deﬁned analogue to Equation (7.5) and M is a suﬃciently large constant that is at least larger than the largest possible value of
∑
∑
out
F ∈N
f ∈F tf (τ ) · xs,f .
bL
s ≤

∑ ∑

Tout
Tout
; ∃bL
tout
s ∈ bs (7.20)
f (τ )·xs,f +M ·(1−us,bs ) ∀s ∈ S; ∀bs ∈ Bs

∑ ∑

Tout
tout
f (τ ) · xs,f − M · us,bs

F ∈N f ∈F

bL
s >

F ∈N f ∈F
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∀s ∈ S; ∀bs ∈ BsTout ; ∃bL
s ∈ bs (7.21)

7.6. Global Optimization Problem
If the used outgoing traﬃc of storage service s is smaller than the upper boundTout = {b , b , . . .} is indicated by Equation (7.22)
ary bU
1 2
s of a pricing step bs ∈ Bs
together with (7.23).
∑ ∑

Tout
Tout
U
tout
; ∃bU
f (τ )·xs,f ≤ bs +M ·(1−vs,bs ) ∀s ∈ S; ∀bs ∈ Bs
s ∈ bs (7.22)

∑ ∑

Tout
U
tout
f (τ ) · xs,f > bs − M · vs,bs

F ∈N f ∈F

∀s ∈ S; ∀bs ∈ BsTout ; ∃bU
s ∈ bs (7.23)
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F ∈N f ∈F

Finally, Equation (7.24) deﬁnes if the outgoing traﬃc is between the lower and
upper boundary of a pricing block bs . This is the case if the used outgoing
Tout
traﬃc is bigger than the lower boundary bL
s , indicated by us,bs , and smaller
Tout
than the upper boundary bU
s , indicated by vs,bs .
Tout
≤1
− 2 · oTs,bout
+ vs,b
0 ≤ uTs,bout
s
s
s

∀s ∈ S; ∀bs ∈ BsTout

(7.24)

The information if the used traﬃc of a storage service s is within a pricing range,
deﬁned by oTs,bout
, is then used to calculate the cost that are charged due to the
s
used traﬃc of a storage service, indicated by cTs out (τ ). This is done by Equation (7.25), where ps deﬁnes the price of the pricing range bs = (bL,s , bU,s , ps )
and bs ∈ BsTout = {b1 , b2 , . . .}.
∑ ∑

Tout
Tout
tout
(τ ) ≤
f (τ ) · ps · xs,f − M (1 − os,bs ) ≤ cs

F ∈N f ∈F

∑ ∑

Tout
tout
f (τ ) · ps · xs,f + M · (1 − os,bs )

(7.25)

F ∈N f ∈F

∀s ∈ S; ∀bs ∈ BsTout ; ∃ps ∈ bs
Analogue as Equations (7.20) to (7.24) deﬁne if the used outgoing traﬃc of a
storage service s is within a pricing range of a block rate pricing model step,
Equations (7.26) to (7.30) deﬁne if the size of the chunks stored on storage
service s is within a pricing range. Since the description of Equations (7.20)
to (7.24) is also applicable to (7.26) to (7.30), we will not repeat it here in
detail. The term σf (τ ) is deﬁned analogue to Equation (7.2) and M is a sufﬁcient large constant that is at least larger than the largest possible value of
∑
∑
F ∈N
f ∈F σf (τ ) · xs,f .
bL
s ≤

∑ ∑

Storage Cost

sto
L
σf (τ ) · xs,f + M · (1 − usto
s,bs ) ∀s ∈ S; ∀bs ∈ Bs ; ∃bs ∈ bs (7.26)

F ∈N f ∈F

bL
s >

∑ ∑

σf (τ ) · xs,f − M · usto
s,bs

∀s ∈ S; ∀bs ∈ Bssto ; ∃bL
s ∈ bs

(7.27)

F ∈N f ∈F
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∑ ∑

sto
U
sto
σf (τ )·xs,f ≤ bU
s +M ·(1−vs,bs ) ∀s ∈ S; ∀bs ∈ Bs ; ∃bs ∈ bs (7.28)

F ∈N f ∈F

∑ ∑

sto
σf (τ ) · xs,f > bU
s − M · vs,bs

∀s ∈ S; ∀bs ∈ Bssto ; ∃bU
s ∈ bs

(7.29)

∀s ∈ S; ∀bs ∈ Bssto

(7.30)

F ∈N f ∈F
sto
sto
0 ≤ usto
s,bs + vs,bs − 2 · os,bs ≤ 1

Analogue as Equation (7.25) calculates the used outgoing traﬃc cost of s, Equation (7.31) calculates the used storage cost of s.
∑ ∑

sto
σf (τ ) · ps · xs,f − M (1 − osto
s,bs ) ≤ cs (τ ) ≤
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F ∈N f ∈F

∑ ∑

σf (τ ) · ps · xs,f + M · (1 − osto
s,bs )

(7.31)

F ∈N f ∈F

∀s ∈ S; ∀bs ∈ Bssto ; ∃ps ∈ bs
Boundaries

Eventually, Equation (7.32) ensures that cTs out (τ ) and csto
s (τ ) are positive for all
s ∈ S and that the remaining variables are bound to {0, 1}.
cTs out (τ ) ≥ 0

7.7

csto
s (τ ) ≥ 0

∈ {0, 1}
uTs,bout
s

∈ {0, 1}
oTs,bout
s

Tout
∈ {0, 1}
vs,b
s

sto
∈ {0, 1}
vs,b
s

usto
s,bs ∈ {0, 1}

osto
s,bs ∈ {0, 1}

(7.32)

Heuristic-based Placement

Due to the complexity of the NP-hard global optimization problem, the amount
of data objects that can be optimized is limited. To overcome this limitation,
we present in the following a heuristic for the global optimization problem. As
discussed in Chapter 6, heuristic algorithms have the potential to outperform
meta-heuristics regarding execution time [225]. Since in the context of data
object placement we might deal with potentially a huge amount of data objects,
we decided to develop in this case a heuristic-based approach.
The data object placement heuristic ﬁrst applies a classiﬁcation of all data objects by the size of the data objects and the used outgoing traﬃc. Subsequently,
the best ﬁtting storage service set for each of those classes is selected by optimizing a representative data object. The result of this optimization is then
applied to all data objects in a class. Therefore, the heuristic creates a global
storage solution by calculating the optimal placement for only a couple of data
objects.
Classification
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Based on an intensive analysis of the global and local optimization results, we
identiﬁed that the main reasons for a chunk migration are the outgoing traﬃc

7.7. Heuristic-based Placement
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Algorithm 7 Classiﬁcation
Require: trafficBoundaries, storageBoundaries
1: function performClassification(dataObjs)
2:
dataObjSortByTraffic ← sortByTraffic(dataObjs)
3:
dataObjSortByStorage ← sortByStorage(dataObjs)
4:
trafficClasses ← getTrafficClasses(trafficBoundaries)
5:
storageClasses ← getStoClasses(storageBoundaries)
6:
fillClasses(trafficClasses, dataObjSortByTraffic)
7:
fillClasses(storageClasses, dataObjSortByStorage)
8:
classes ← ∅
9:
for all trafficClass ∈ trafficClasses do
10:
for all storageClass ∈ storageClasses do
11:
class ← merge(trafficClass, storageClass)
12:
classes ← classes ∪ {class}
13:
end for
14:
end for
15:
return classes
16: end function

of a chunk and the size of it. Thus, the classiﬁcation is based on these two
aspects. For deﬁning the upper and lower boundaries of a class, we are using
separation by quantiles for the storage size classes. In comparison to the storage
size of the chunks, where each chunk has a size > 0, the traﬃc of the chunks
can be 0 in case of not used chunks. To take care that all of them are in the
same class, we deﬁne the traﬃc class boundaries based on the outgoing traﬃc
instead of separation by quantiles, which could distribute those chunks into
several classes.

Class Upper and
Lower Boundaries

Algorithms 7 and 8 describe how our approach uses classiﬁcation and the already discussed local optimization problem to ﬁnd a cheap storage solution for
all chunks of all data objects. In the following, we ﬁrst discuss the classiﬁcation
(Algorithm 7) and then the optimization (Algorithm 8), based on the results
of the classiﬁcation. Depending on the requirements, this heuristic-based optimization can be performed for each data object access or only in predeﬁned
intervals, e.g., after every 1,000th data object access. This is due to the fact
that our proposed heuristic optimizes the placement of all chunks at a time, i.e.,
in the same manner as the global optimization does.
As an input, the classiﬁcation algorithm depicted in Algorithm 7 requires the
boundaries for the traﬃc (trafficBoundaries) and storage classes (storageBoundaries). The ﬁrst step of the algorithm is to sort all data objects according to
their used traﬃc and storage size, which is done by the methods sortByTraffic()
and sortByStorage() in lines 2 and 3. Subsequently, empty lists for all traﬃc
classes, called trafficClasses, and for all storage classes, called storageClasses,
are generated (lines 4 and 5) according to the classes deﬁned by the boundaries
trafficBoundaries and storageBoundaries. Those empty lists are then ﬁlled with

Classification
Algorithm
Discussion
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Algorithm 8 Optimization
Require: allDataObjects, allStorages
1: optimalP la ← ∅
2: classes ← performClassification(allDataObjects)
3: for all class ∈ classes do
4:
if class not ∅ then
5:
dataObj ← getRepresentativeDataObj(class)
6:
localOptResult ← localOpt(allStorages, dataObj, τ )
7:
selStorages ← getStorages(localOptResult)
8:
for all dataObj ∈ class do
9:
chunkStgMap ← getMap(selStorages, dataObj)
10:
for all chunkStorage ∈ chunkStgMap do
11:
optimalPla ← optimalPla ∪ {chunkStorage}
12:
end for
13:
end for
14:
end if
15: end for
16: return optimalPla

the sorted data objects by the method fillClasses() (lines 6 and 7). Finally, the
Cartesian product of the lists trafficClasses and storageBoundaries is created
and stored in the list classes (lines 9-14). This results in a list of chunks for all
combinations of the traﬃc and storage classes.
Optimization
Algorithm
Discussion

Algorithm 8 gets as input all data objects that are subject for optimization, in
our case all stored data objects, and all available storage services. At the beginning, the performClassification() method is called (line 2), which is provided
by Algorithm 7. Algorithm 8 is then iterating through the returned list and selects at each iteration, wherever the class is not empty (line 4), a representative
data object for the current class. This is done by the method getRepresentativeDataObj() (line 5). The concrete data object selection depends on the
implementation of this method. Possible implementations are, e.g., a random
selection, the ﬁrst or last data object of the class, or a data object in the middle of the class. Subsequently, method localOpt() (line 6) ﬁnds the best chunk
placement for the representative data object by solving the local optimization
problem from Section 7.5 and stores it in localOptResult. Afterwards, the result
of the optimization is read by the method getStorages() (line 7) that returns
the list of selected storage services and stores it in selStorages.
This storage service set is then applied for all data objects in the current class.
For this, the algorithm iterates through all data objects in the class (lines 8-13).
In each iteration, the ﬁrst step is to map each chunk of a data object to one
storage service of the selStorages list. This is done by the method getMap()
and the result is stored in chunkStgMap (line 9). This method considers that
chunks may already be stored on one of the selected storage services to avoid
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unnecessary migration steps. Therefore, getMap() considers if a chunk is already
stored on one of the selected storage services from the list selStorages. In this
case, the chunk will be mapped to the same storage service. In the ﬁnal step,
each of those chunk to storage service mappings is added to the resulting list
optimalPla (lines 10-12). Eventually, the ﬁnal optimal chunk to storage service
mapping for all chunks is stored in optimalPla.
Since there is no historical information available for the ﬁrst upload of a new
data object, we use a ﬁxed storage service set for the ﬁrst upload. Ideally,
this storage service set includes the cheapest storage services in respect to the
storage and traﬃc prices.

New Data Object
Handling

The complexity of the algorithm depends mainly on the complexity of the selected local optimization approach, i.e., line 6 in Algorithm 8, and on the sorting
of the data objects, i.e., lines 2 and 3 in Algorithm 7. The complexity of Algorithm 7 is O(max(n · log(n), m · w)), where n is the number of data objects,
m is the amount of traﬃc classes and w is the amount of storage classes. Algorithm 8 depends on the local optimization, which is a NP-hard problem. To
reduce and limit the optimization duration, a deadline-based approach can be
used, e.g., take the best solution after 2 min of searching for the optimum.

Algorithm
Complexity

7.8

Evaluation

In the following, we evaluate all three algorithms by using CORA. For the
evaluation, we prototypically implemented CORA and all three optimization
algorithms. The prototype of CORA is implemented in Java. To solve the local
and global optimization problem, CPLEX4 is used. For the erasure coding,
the prototype of CORA uses a library5 that implements the Reed-Solomon
codes [162].

7.8.1

Evaluation Data

For the evaluation of our approaches, we use the access trace of a publicly available dataset presented in [202]. This dataset contains 30 days of anonymized
data object access information, to more than 137 million data objects stored
on several cloud storage services used by more than 1,000,000 users.
For the evaluation of our optimization approaches, we randomly extract three
test sets, one with 188 data objects, one with 5,000 data objects, and the last
with 10,400 data objects.

Test Sets

Besides normal cloud storage service usage, the used access trace includes three
Distributed Denial of Service (DDoS) attacks that increase the usage of the
4
5

https://www.ibm.com/at-de/marketplace/ibm-ilog-cplex/
https://www.backblaze.com/blog/reed-solomon/
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Table 7.3: Evaluation Storage Services
Provider

Region

Storage Type

Amazon

Oregon (US)
Oregon (US)
N. California (US)
Frankfurt (EU)
Frankfurt (EU)
Tokyo (Asia Pacific)
Sao Paulo (South America)

Standard
IA
Standard
Standard
IA
Standard
Standard

Google

Europe

Regional

self-hosted
self-hosted

TU Wien
TU Wien

Standard
Long-term

storage services drastically. We did not include those attacks in our evaluation,
because we only consider the normal usage of a cloud storage service at this
stage.
Since the trace has been taken from an already running and used cloud storage
service, the trace also includes data objects that were uploaded to the storage
service before the recording of the trace started but read during the recording
period. To make sure that those data objects can also be used for our evaluation,
we simulate an upload at the beginning of the evaluation.
As SLA for each data object, we deﬁne that each data object has to be stored
with a durability of 99.999999%, an availability of 99.99%, and a vendor lock-in
factor of at most 0.4.

7.8.2

Used Cloud Storage Services

For the evaluation, we use three diﬀerent storage service providers with diﬀerent
storage technologies: Besides the public cloud storage services Amazon AWS S3
and Google Cloud Storage, we use a self-hosted Swift6 storage service. Table 7.3
provides an overview of the cloud storage services used for the evaluation.
Pricing Models

As pricing models, we use the deﬁned pricing models of these providers. However, since the access trace only contains 30 days of monitored access, we adapt
the real world pricing models to be able to analyze the behavior of our optimization approaches for longer than 30 days. We do that by dividing the actual
pricing models by 30. For the self-hosted standard storage service, we apply
the AWS S3 Frankfurt standard storage service pricing model and the AWS S3
Frankfurt IA pricing model for the self-hosted long-term storage service.
6
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For each evaluation scenario, we iterate through the access traces of each data
object in the used data object set and perform the recorded operations, i.e.,
upload, update, read, and delete.
In case of the global optimization, the prototype executes the optimization for
each data object access (i.e., read, write, update, delete). The same applies to
the local optimization. To include seldom used data objects as well, the local
optimization is performed on all not or rarely accessed data objects in predeﬁned
intervals. For the heuristic approach, the prototype executes the optimization
in predeﬁned intervals. As a representative data object for a class, it selects the
data object that is in the middle of the class. If the amount of data objects in
a class is even, the implementation rounds up and takes the upper one. As a
∑
∑
value for the constant M , the prototype uses F ∈N f ∈F tout
f (τ ) for the traﬃc
∑
∑
price calculation and F ∈N f ∈F σf (τ ) for the storage price calculation.

Parameter Settings

All evaluations use the entire 30 days of the trace and the full storage service
provider set of Table 7.3. While most cloud storage service providers use BTU
and billing periods of 30 days, we decided to set these times to one week. Without reducing the BTU and billing periods to one week, the long-term storage
services would not be considered since the data set only contains 30 days of
traces. While this changes the resulting prices, the general approach of using
the long-term storage services is independent of this setting, and the usage of
a real-world access trace has a higher signiﬁcance for the evaluation than an
arbitrarily or artiﬁcially created data set. The history time step interval is set
to 12 hours and the amount of used history time steps for the local and the
heuristic approaches to ﬁve steps, which results in consideration of 2.5 days
of historical access information. As mentioned in Section 7.6, the global optimization always uses all history steps from the last BTU for the optimization.
As storage services for the ﬁrst upload of a new data object of the heuristic
approach, we use the storage services AWS S3 EU Frankfurt Standard, AWS
S3 US Oregon Standard, and self-hosted Standard. In the case of the local
optimization, the optimization of all not used data objects is set to eight days
and the optimization uses all history time steps of the last BTU.
To evaluate the behavior of the heuristic with diﬀerent class boundaries (see
Section 7.7), we run the 10,400 data objects set evaluation with three diﬀerent
boundaries.
To also measure the required eﬀorts of the approaches and the prototype, in
terms of time and memory, we further log the duration of each optimization
run and the size of the used metadata.

Performance
Evaluation
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7.8.4

Baseline

As a baseline, for each evaluation scenario, we disable the optimization and
deﬁne a ﬁxed set of storage services that are equally used. This baseline simulates the cost in the case in which no optimization is applied. The ﬁxed storage
service set contains the three cheapest standard storage services7 : AWS S3 EU
Frankfurt Standard, AWS S3 US Oregon Standard, and self-hosted Standard.

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

7.8.5

Experiments and Results

The ﬁrst evaluation scenario evaluates the local optimization approach and compares it with the baseline by using the 5,000 data objects test set. In the second
evaluation scenario, we compare the heuristic with the baseline with the 10,400
data objects test set. Afterwards, we evaluate the global optimization approach
in the third evaluation scenario and compare it to the local and heuristic optimization approaches and to the baseline by using the 188 data objects test
set. Then, we evaluate the behavior of CORA if a storage service is currently
unavailable. Eventually, we discuss the performance of all three approaches in
Section 7.8.6.
Local Optimization Evaluation
Within this evaluation scenario, we evaluate how the local optimization approach handles the placement of the data objects with diﬀerent erasure coding
conﬁgurations. This scenario includes the complete storage service set from Table 7.3 and uses the 5,000 data objects test set. For the optimization evaluation,
CORA is conﬁgured to perform an optimization of all not used data objects
every 8 days.
Evaluation Settings

As erasure coding conﬁgurations for the local optimization approach, we use
the conﬁgurations (1,3), (2,3), and (3,4). The (1,3) conﬁguration provides the
highest availability—i.e., only one of three storage services has to be available
to read a data object—nevertheless, this results in bigger chunks since each
chunk contains the whole data object. The (2,3) and (3,4) conﬁgurations have
smaller chunks, however, also a smaller availability—i.e., two out of three, or
three out of four storage services have to be available. As a baseline, we use
the ﬁxed cloud storage service subset that has been speciﬁed in Section 7.8.4
and the erasure coding conﬁguration (2,3). In addition to the baseline from
Section 7.8.4, we use a second baseline containing the most expensive cloud
storage services of our storage service set8 : AWS S3 Tokyo standard storage,
AWS S3 Sao Paulo standard storage and the AWS S3 North California standard
storage. This baseline uses the erasure coding conﬁguration (1,3).
7
8
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Figure 7.3: Resulting Data Object Chunk Distribution of the Local Optimization Evaluation with the (2,3) Erasure Coding Conﬁguration
Figures 7.2 and 7.3 show the results of this evaluation. Figure 7.2 shows the
cumulative cost with and without our optimization and with diﬀerent erasure
coding conﬁgurations. Figure 7.3 shows the distribution of the data object
chunks on the storage services during the evaluation with an active optimization
and the erasure coding conﬁguration (2,3). For clarity of the graph, the storage
services that are not selected by the optimization are omitted.

Evaluation Result
Discussion

As can be seen in Figure 7.2, in the beginning the cost for all approaches
increase steadily. The cost of the second baseline, i.e., the expensive storage

Beginning of the
Evaluation
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services, increase most rapidly. The ﬁrst baseline and the evaluations using
a (2,3) erasure coding conﬁguration, respectively (3,4), are the ones with the
slowest cost increase.
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This cost diﬀerence is, besides the usage of diﬀerent storage services, due to the
diﬀerent m values of the (m,n) erasure coding conﬁgurations. By storing a data
object with a (1,3) conﬁguration, the data object is stored by replication of the
data object, as described in Section 7.2.2. A (2,3) conﬁguration stores the data
in a way that two out of three data object chunks are needed to restore the data
object. Thus, the data object chunks are smaller than for a (1,3) conﬁguration,
which stores three replications of the same data object [214].
Optimization of not
used Data Objects

After 192 h, the optimization of the not used data objects takes place. This
optimization step transfers several not used data object chunks to long-term
storage services. This can be observed in Figure 7.3, where several data object
chunks are moved from AWS S3 US Oregon standard storage, AWS S3 EU
Frankfurt standard storage and the self-hosted standard storage to AWS S3
US Oregon IA storage, AWS S3 US Frankfurt IA storage, and the self-hosted
long-term storage. Figure 7.2 shows that this optimization of the not used
data object chunks increases the overall cost for the executions with active
optimization. This is due to the fact that the long-term storage services charge
for the whole BTU as soon as a data object chunk is stored on it. Nevertheless,
this also means that as long as the BTU is not over, no additional storing cost
for the long-term storage services are added. Due to the huge amount of data
object chunks that have to be optimized and migrated, including the need to
process customer-issued read and write requests in between, this process takes
time and is done after 312 h.
After 480 h, all additional cost, due to the BTU, are charged and the storage
cost of the long-term storage services are added. This leads again to a fasterrising graph. However, the executions with active optimization and the erasure
coding conﬁgurations (2,3) and (3,4) are already cheaper than the baseline.
After the BTU is over, it can be seen that all cost rise steadily without bigger
changes. Also in Figure 7.3, no big changes happen. This is because the data
object chunks, which were selected by our optimization for the long-term storage
services, are well placed and are still not used according to the dataset.

Evaluation
Conclusion
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Altogether, with the help of our optimization, we were able to save 6.52% of the
cost in comparison to the ﬁrst baseline and 58.34% of the cost in comparison to
the second baseline. We showed that the optimization selects the data object
chunk placement, especially the not or rarely used chunks, in a well-placed
manner. Consequently, for longer usage of the approach, the cost savings would
be even better in comparison to the baseline, due to the linear cost increase
after the optimization of the not used ﬁles.
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Figure 7.4: Resulting Cumulative Cost of the Heuristic Optimization Evaluation
Heuristic Optimization Evaluation
This evaluation scenario evaluates the heuristic with a large amount of data
objects and diﬀerent class boundaries against the baseline.
For this evaluation scenario, we set the optimization interval of the heuristic
approach to each 1,000th data object access. We evaluate the heuristic approach with diﬀerent class boundaries. Those boundaries are: (a) Storage Quantiles (SQ) = {25, 50, 75}, amount of Traﬃc Classes (TC) = 3; (b) SQ = {25, 50,
75}, TC = 2; and (c) SQ = {16, 32, 47, 64, 81}, TC = 4. The erasure coding
conﬁguration is set for all approaches to (2,3), since this conﬁguration oﬀered
the best solutions with respect to the cost in the local optimization evaluation.

Evaluation Settings

Figure 7.4 presents the cumulative cost and Figure 7.5 shows the chunk distribution on the diﬀerent storage services with the class boundaries (b).

Evaluation Result
Discussion

As can be observed in Figure 7.4, the cost at the beginning of the evaluation are
the same for the baseline and the heuristic. This is due to the already cheapest
storage service selection of the baseline and the ﬁxed storage service set that is
used for the ﬁrst upload of a data object in case of the heuristic.

Beginning of the
Evaluation

As can be seen after around 150 h, all three heuristic evaluations start to
migrate chunks from standard to long-term storage services. As before, this
migration increases the cost due to the BTU of the long-term storage services.
However, consequently for the remainder of the BTU, no additional storage
cost are charged. This migration, as well as a second migration of some chunks
from standard to long-term storage services, can also be seen in Figure 7.5.

Optimization of not
used Data Objects
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Figure 7.5: Resulting Data Object Chunk Distribution of the Heuristic Optimization Evaluation with Class Boundaries SQ = {25,50,75}, TC = 2
At 280 h, the cost of the heuristic evaluations are lower than the baseline
and also stay lower, as can be seen in Figure 7.4. In Figure 7.5, it can be
further observed that after 200 h a migration takes place that moves chunks
from Amazon AWS S3 EU Frankfurt to Google Cloud Storage. It can also
be observed that at 490 h some data chunks are migrated from Google Cloud
Storage to AWS S3 EU Frankfurt and back at 520 h. Those migrations are
the results of a change of the access patterns. Similar migrations take place at
560 h and 570 h. The latter two migrations are shown as spikes in Figure 7.5,
since they are immediately migrated back. Since the heuristic optimizes the
placement of all chunks in a class by optimizing a representative data object, a
change in the access pattern of this data object can result in the migration of
multiple chunks. However, as can be seen in the cost graph (Figure 7.4) this
migration does not have a signiﬁcant impact on the overall cost.
Evaluation
Conclusion

At the end of the evaluation, it can be seen that the heuristic approach requires
less cost than the baseline for all class boundaries. In fact, the biggest cost
saving is achieved by the class boundaries (b) with cost savings, in comparison
to the baseline, of 32.00%. The one with the lowest cost savings is the one
with the class boundaries (a) with a cost saving of 30.8% in comparison to
the baseline.
Global Optimization Evaluation
In the following, we evaluate the behavior of the global optimization and compare the results with the results of the local and heuristic optimization ap-
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Figure 7.6: Resulting Cumulative Cost of the Global Optimization Evaluation
proaches. Since the global optimization is triggered after each data object
access for all data objects at once, the runtime of this optimization increases
exponentially with the amount of data objects. Therefore, the maximal amount
of data objects that can be handled by the global optimization has a smaller
upper bound than for the other optimization approaches. Nevertheless, our
prototype can handle enough data objects to be able to compare the quality of
the local optimization and heuristic approach with the global optimal solution.
As erasure coding conﬁguration, we use for the baseline, the local approach,
and the heuristic approach again the (2,3) conﬁguration since this conﬁguration oﬀered the best solutions in respect of the cost in the evaluations above.
For the global optimization, we evaluate the behavior with the erasure coding
conﬁgurations (2,3), (2,4), and (3,4). For the heuristic approach, we set the
optimization interval to each data object access. As class boundaries for the
heuristic, we use the SQ = {25,50,75} and four TCs.

Evaluation Settings

Figure 7.6 shows the cumulative cost of each optimization approach and of the
baseline. Figure 7.7 shows the distribution of the chunks on the diﬀerent storage
services during the global optimization evaluation with the (2,3) erasure coding
conﬁguration. For clarity of the graph, only the selected storage services are
shown.

Evaluation Result
Discussion

As can be seen in Figure 7.6, at the beginning, the cost for all optimization
approaches—except for the global optimization with the (2,4) conﬁguration—
and the baseline are the same, due to the already cheapest standard storage
service selection. The global optimization with the (2,4) conﬁguration is more
expensive due to the bigger chunks; however, this conﬁguration oﬀers the high-
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Optimization of not
used Data Objects

est availability. After 25 h and 55 h, the global optimization migrates not or
rarely used chunks to long-term storage services, which increases the cost due
to the additional BTU cost. This can also be seen in Figure 7.7 where chunks
are transferred from standard storages, i.e., AWS S3 US Oregon, to long-term
storage services, i.e., AWS S3 US Oregon IA. Since the whole BTU cost are
charged as soon as a chunk is stored on a long-term storage service, no additional cost are added for the long-term storage service as long as the BTU is
not over. After 160 h, the cost of the global optimization with the (2,3) and
(3,4) conﬁgurations are again the same as for the baseline. From this point in
time, the global optimization evaluations with those two conﬁgurations provide
cheaper placement solutions than the baseline and the other optimization approaches. Only the global optimization with the (2,4) conﬁguration stays more
expensive than the baseline after this point in time.
After 190 h, all additional cost of the global optimization evaluations regarding
the BTU of the long-term storage services are charged. Therefore, the cost
graph rises faster again. At approximately the same time, the heuristic and local
optimization start to migrate data from standard storage services to long-term
storage services. Similar to the global optimization, this increases the cost due
to the additional BTU cost. As can be seen in the cost graph (Figure 7.6), the
cost of the heuristic are higher than for the local optimization. This means that
the heuristic migrates more data object chunks to long-term storage services
than the local optimization. This happens because the heuristic performs the
migration of all data objects from one class, by the use of the local optimization
result for one data object, at once. Furthermore, it can be seen that the global
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optimization with the (3,4) conﬁguration does again migrate some chunks to
long-term storage services.
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After 300 h, the cost of the heuristic and local optimization are lower than the
baseline. As can be seen in Figure 7.6, from this point in time, the heuristic
requires less cost than the local optimization. After 380 h, it can be seen that
the local optimization performs again an optimization of all not or rarely used
chunks that increase the cost due to the BTU. However, after a short amount
of time, the cost is again lower than the cost of the baseline.
For the global optimization evaluations, the cost are not changing drastically
after 190 h. The same applies for the heuristic after 300 h. This shows us
that the selected placement does not need to be further optimized. For the
global optimization with the (2,3) conﬁguration, this can also be observed in
Figure 7.7, where after all migrations are done, no further changes are needed
by the optimization.
Altogether, at the end of the evaluation, all optimization approaches, except
for the global optimization with the (2,4) conﬁguration, provide better results,
concerning the cost, than the baseline. In comparison to the baseline, we save
16.22% with the local optimization, 24.83% with the heuristic, and 31.49% with
the global optimization with the (2,3) conﬁguration and 27.43% with the (3,4)
conﬁguration. In the case of the global optimization with the (2,4) conﬁguration, the cost increase by 0.38% in comparison to the baseline. Nevertheless,
this conﬁguration oﬀers the highest availability of all discussed conﬁgurations
because it only requires two out of four available storage services to read a
data object. In comparison, the discussed local optimization, with the (2,3)
erasure coding conﬁguration, needs two out of three available storage services.
For longer evaluations, the pricing diﬀerences, in comparison to the baseline,
would increase even more due to the linear cost increase after the optimization
of the not used data objects took place.

Evaluation
Conclusion

By comparing the heuristic optimization with the global optimization, we get
the following results. With the (2,3) erasure coding conﬁguration, the global
optimization achieved a cost saving of 8.86% compared to the heuristic. With
the (3,4) erasure coding conﬁguration, a cost saving of 3.45% was achieved by
the global optimization compared to the heuristic. Only in the case of the
(2,4) erasure coding conﬁguration, the heuristic optimization achieved a cost
saving of 25.11% in comparison to the global optimization. While the global
optimization achieved better results than the heuristic optimization, except
for the (2,4) conﬁguration, it has to be noted that the heuristic can optimize
the placement of more data than the global optimization does, as discussed
before. This evaluation, further, shows that the heuristic optimization achieves
a better result regarding cost saving than the local optimization. In particular,
the heuristic optimization achieves a cost saving of 10.28% compared to the
local optimization with the (2,3) erasure coding conﬁguration.
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Figure 7.8: Resulting Cumulative Cost of the Temporary Unavailable Storage
Service Evaluation
Temporary Unavailable Storage Service
This scenario aims to evaluate the behavior of CORA, if a storage service is
temporarily not available. For this evaluation, we do not include the long-term
storage services. At the beginning of this evaluation, the storage service set
includes all standard storage services. After 14 days, the AWS S3 Frankfurt
storage is taken from the storage service set, simulating the unavailability of it.
The baseline uses a (1,3) erasure coding conﬁguration and the baseline storage
service subset deﬁned in Section 7.8.4.
Evaluation Result
Discussion

Figure 7.8 shows the cumulative cost of the baseline and the evaluation with the
active optimization. Figure 7.9 shows the distribution of the data object chunks
on the storage services during the evaluation with the active optimization.

AWS S3 Frankfurt
Outage

As can be seen in Figure 7.9, after 336 h the AWS S3 Frankfurt storage is
removed from the storage service set, which leads to a loss of all data object
chunks that are stored on this storage service. Furthermore, it can be observed
that simultaneously several data object chunks are stored at the self-hosted storage and the Google Cloud storage. Those two storage services were selected by
the optimization as a replacement of the unavailable AWS S3 Frankfurt storage,
so that the required redundancy, availability, and durability are restored again.

AWS S3 Frankfurt
Available Again

After another 48 h, the AWS S3 Frankfurt storage is available again. The ﬁrst
step after a storage service is available again is to delete all data object chunks
on that storage service, since these are now inconsistent. Following this step,
the optimization starts to use the storage service again, which can be observed
in Figure 7.9.
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Figure 7.9: Resulting Data Object Chunk Distribution of the Temporary Unavailable Storage Service Evaluation
In the case of the baseline, it can be seen that the cumulative cost increases
faster than for the evaluation run with active optimization. This is due to
the bigger data object chunks of the (1,3) erasure coding conﬁguration, which
are three identical replications of the original data object. Moreover, due to
the missing optimization, which is needed by the repair functionality, the system has only two replications left, instead of three, after the storage service
is unavailable. This decreases the availability and increases the risk of vendor
lock-in.
For this evaluation scenario, we are able to show that our approach guarantees
the redundancy, availability, and durability of the data, even if a storage service
is temporarily unavailable. Furthermore, it can be seen that, even without using
long-term storage services, our approach saves 44.64% of the cost compared to
the baseline.

7.8.6

Evaluation
Conclusion

Performance Assessment

In the following, we evaluate the performance of the three optimization approaches by analyzing the optimization duration and the amount of required
metadata. For this, we have logged the duration of each optimization and the
size of the metadata during the evaluations discussed in Section 7.8.5.
Table 7.4 shows the average optimization duration and its standard deviation in
milliseconds of the local optimization approach evaluation with the 5,000 data
objects test set. As can be observed in Table 7.4, for the local optimization
evaluation, the execution durations start with lower durations, e.g., 62.23 ms
for a (1,3) conﬁguration, and then increase independently from the erasure

Local Optimization
Duration
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Days
1–4
5–8
9 – 12
13 – 16
17 – 20
21 – 24
25 – 28
29 – 31

Local Optimization
(1,3)

(2,3)

(3,4)

62.23 (19.46)
83.30 (16.31)
124.60 (43.01)
267.22 (38.64)
211.12 (26.37)
195.52 (51.86)
262.77 (25.02)
234.90 (47.15)

66.02 (20.27)
92.10 (17.88)
129.27 (40.02)
259.17 (38.11)
225.72 (29.44)
177.93 (32.78)
325.15 (60.34)
261.84 (23.77)

140.96
176.82
218.19
390.91
281.86
310.26
381.72
362.48

(34.24)
(29.44)
(56.80)
(79.13)
(39.19)
(63.96)
(40.16)
(55.52)

coding conﬁguration. In the beginning, the durations increase faster, but after
one week of evaluation, the durations are getting constant. This is due to the
fact that the complexity of the optimization problem depends on the amount
of data object chunks and the amount of history information. At the beginning,
there are less data object chunks in the database and the data object chunks
only have a small amount of history information. Therefore, the optimization
can quickly process the data. After a while, the amount of data object chunks
and the history information of them increase. This leads to an increase of the
optimization duration as well. For the evaluation, we set the billing period and
the BTU to one week. Consequently, the optimization only needs to process
the history information of one week and so the average duration gets constant
after some time.
Global Optimization
Duration

Table 7.5 shows the durations of the global optimization evaluation with the
188 data objects test set. As can be observed in Table 7.5, the global optimization has a long optimization duration, with an average duration of more than
5,000 ms in case of the (2,3) conﬁguration, since each optimization considers all
chunks and all possible storage combinations of them. In case of the (2,4) and
(3,4) conﬁguration, the optimization duration is bigger than 16,000 ms. This
is because each data object is split into four chunks, resulting in 752 chunks,
compared to 564 chunks for the (2,3) conﬁguration.
In case of the heuristic-based optimization, most of the average durations are
below 80 ms and for the local optimization approach even below 30 ms. The
duration of the heuristic is higher than for the local optimization due to two
reasons: First, the heuristic has to perform a pre-processing, i.e., sorting of the
data objects, and post-processing, i.e., setting the selected storage services for
all data object chunks in a class, which is not necessary for the local optimization. Second, the heuristic uses the local optimization for one data object of
each resulting class. This results in several local optimizations.
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Days

Global Optimization

Local

Heuristic

(2,3)

(2,4)

(3,4)

(2,3)

(2,3)

1–4

5231.70
(1878.05)

16545.00
(8244.95)

18430.89
(9202.86)

29.44
(27.56)

100.70
(111.23)

5–8

8220.39
(681.44)

30195.59
(3895.66)

31273.46
(3537.07)

21.41
(7.10)

66.55
(57.91)

9 – 12

8618.36
(735.73)

31124.86
(2584.55)

34396.90
(2017.47)

21.35
(5.09)

63.90
(51.74)

13 – 16

7848.40
(551.79)

28317.45
(1483.81)

32773.11
(2371.44)

23.52
(12.59)

45.73
(35.35)

17 – 20

7796.43
(573.99)

27822.07
(1859.61)

31544.63
(1943.24)

22.89
(6.65)

50.24
(46.14)

21 – 24

8429.38
(697.91)

32023.32
(1888.27)

35221.15
(2027.56)

25.98
(13.47)

130.40
(81.45)

25 – 28

8773.75
(692.77)

33188.77
(2757.72)

36712.27
(2471.78)

23.62
(9.39)

84.61
(37.68)

29 – 31

8834.82
(664.54)

35158.08
(3733.82)

37817.75
(2066.62)

22.07
(6.09)

64.01
(46.52)

Table 7.6 shows the durations of the heuristic optimization evaluation with
the 10,400 data objects test set. It can be observed that the average heuristic
duration also increases to durations over 2,000 ms for the ﬁrst class conﬁguration
(SQ = {25, 50, 75}, TC = 3) and second class conﬁguration (SQ = {25, 50, 75},
TC = 2). For the third class conﬁguration (SQ = {16, 32, 47, 64, 81}, TC =
4) the durations are higher than 3,000 ms. This increase is, on the one hand,
since the heuristic approach uses the local optimization to calculate the best
storage service set for a class, and on the other hand, due to the pre-processing,
i.e., sorting of the data objects, and post-processing, i.e., setting the selected
storage services for all data object chunks in a class. The complexity of both
sides increases with the amount of data objects.

Heuristic
Optimization
Duration

Furthermore, it can be observed that by changing the class conﬁguration the
optimization duration increases or decreases. For instance, with the ﬁrst class
conﬁguration (SQ = {25, 50, 75}, TC = 3) the average optimization duration is
under 5,400 ms, however, with the third class conﬁguration (SQ = {16, 32, 47,
64, 81}, TC = 4) most of the optimization durations are over 6,000 ms. Nevertheless, it has to be noted that this optimization technique is only executed
in predeﬁned intervals. In case of the values from Table 7.6, an optimization is
done after 1,000 data object accesses.
133

7. Cost-Efficient Data Redundancy in the Cloud
Table 7.6: Average Optimization Durations of the Heuristic Optimization Evaluation in Milliseconds (Standard Deviations in Parenthesis) with the 10,400
Data Objects Test Set
Heuristic Optimization
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Days

1–4
5–8
9 – 12
13 – 16
17 – 20
21 – 24
25 – 28
29 – 31

SQ = {25, 50, 75}
TC = 3

SQ = {25, 50, 75}
TC = 2

SQ = {16, 32, 47, 64, 81}
TC = 4

2939.32
3572.50
5107.74
4688.00
5227.42
5395.97
6198.16
6622.91

2713.24
2774.11
4070.78
4462.46
4641.36
4042.29
4312.91
5076.72

3749.73
3965.90
6946.00
6954.75
7889.17
7961.48
6080.34
9278.50

(1030.16)
(514.34)
(1246.48)
(1231.32)
(1327.75)
(1482.66)
(942.14)
(1698.78)

(752.81)
(512.57)
(995.99)
(856.73)
(1203.81)
(1185.80)
(1197.14)
(452.47)

(1803.16)
(1734.05)
(1188.46)
(1516.31)
(2158.93)
(1756.60)
(3334.73)
(2220.62)

Metadata Size

Each proposed optimization approach relies on metadata of each data object,
e.g., historical information of the chunks, which are stored in a database. Nevertheless, each proposed optimization approach only requires the information
of the last BTU and the last billing period. This allows CORA to prune the
metadata and decreases the amount of required storage for the metadata. For
example, the heuristic optimization evaluation, which uses the biggest amount
of data objects and, therefore, has the biggest amount of metadata, stores only
around 111 MB of metadata at a time.

CORA Execution
Cost

Besides the actual storage of the data objects on cloud storage services, the
middleware CORA has to be deployed and executed somewhere, which requires
resources. On the one hand, these resources are storage resources, e.g., for the
metadata, and, on the other hand, computational resources. As shown before,
the amount of metadata required by CORA is not that big, e.g., 111 MB for the
10,400 data objects test set. In comparison to the cost entailed by the actual
data object storage, these cost are not pivotal. The resource utilization regarding the computational resources depends on the used optimization algorithm
and conﬁguration of them. For instance, as shown above, the execution duration of the global optimization algorithm needs more time to achieve a result
than the heuristic optimization. As a result, the global optimization needs the
computational resources longer than the heuristic optimization. Moreover, the
heuristic provides the means to only optimize the placement in a particular time
interval, which allows further to reduce the time the computational resources
are needed.
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7.9

Requirements Coverage

In the following, we discuss CORA and the presented optimization approaches
with respect to the requirements that we derived from the motivational scenario
(see Chapter 3). From the motivational scenario, we derived the following ﬁve
requirements for a storage system:
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7. To avoid the unavailability of the data, the data should be stored in a
highly available way.
8. Multiple cloud storage services should be used to avoid the risk of vendor
lock-in.
9. The data should be stored redundantly to avoid data loss, e.g., due to
hardware failures.
10. The availability of the used storage services should be monitored. If a
storage service gets unavailable, the missing data should be reproduced,
by using the remaining redundant data, to recreate the redundancy.
11. To decrease storage cost, long-term storage services should be used to
store data with a low access frequency.
As discussed above, cloud storage services are providing high availability and
durability while holding the IT maintenance cost low [81, 122, 234]. Therefore,
by using cloud storage services to store data, a high availability is already
achieved. Since CORA is providing a way to use cloud storage services to store
data, the seventh requirement is fulﬁlled.

7th Requirement

As discussed in Section 7.3, CORA is a middleware between a customer and
several cloud storage services. Furthermore, CORA uses erasure coding [162]
as a redundant mechanism to store data redundantly. In the architecture of
CORA, this is achieved by the Coder. This redundant storage of the data
provides a way to avoid vendor lock-in and helps to avoid data loss due to
unforeseeable situations, e.g., hardware failures. This CORA feature fulﬁlls
the derived requirements 8 and 9. Moreover, the redundant usage of diﬀerent
cloud storage services improves the availability of the data even more and, thus,
contributes to the fulﬁllment of requirement 7.

7th , 8th , and 9th
Requirement

The fulﬁllment of the 10th derived requirement is demonstrated by the Temporary Unavailable Storage Service evaluation. As shown in the evaluation,
CORA, in combination with the optimization approaches, can detect the unavailability of a cloud storage service and immediately replace the missing data
object chunks. For the recreation, the erasure coding redundancy mechanism
uses the remaining data object chunks.

10th Requirement
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11th Requirement

By taking into account the BTU and the access pattern for each data object,
all three optimization approaches are considering standard storage services as
well as long-term storage services. As shown in our evaluation, the usage of
long-term storage services to store not used data objects can help to lower the
cost signiﬁcantly. As dataset, we used three randomly generated subsets of a
real-world access trace. In the evaluation, we also showed that all three presented optimization approaches are capable of detecting not used data objects
and adapt the storage placement of them accordingly. Consequently, all three
optimization approaches fulﬁll the 11th derived requirement.

7.10

Related Work

In recent years, the redundant storage of data in the cloud has been a vivid
ﬁeld of research. Substantial eﬀorts have been undertaken, however, with some
important limitations.
Scalia

Similar to our work, Scalia aims at minimizing the cost for redundant data
storage in the cloud [160]. Scalia focuses on performing a runtime analysis
of the access patterns of the data objects and uses this information to adapt
the data placement. The system holds historical access information, e.g., the
size of a data object chunk or input and output traﬃc for each data object,
that are then used by a placement optimization approach. Similar to CORA,
Scalia applies erasure coding. For the placement optimization, Scalia relies
on a heuristic to ﬁnd a cost-eﬃcient data placement solution. The heuristic
resembles the well-known multi-dimensional knapsack problem. In comparison
to our work, the proposed optimization approaches of Scalia do not provide a
local and global optimization solution based on MILP. Besides, Scalia does not
include long-term storage solutions. Scalia also does not consider the block rate
pricing models of some providers. Instead, it uses a simpliﬁed pricing model.
Despite these diﬀerences, Scalia comes closest to our work.

RACS

Similar to Scalia, RACS uses erasure coding to split data objects into data
object chunks and stores them on several cloud storage services [7]. In contrast
to Scalia and our work, RACS does not monitor the usage of the data objects.
Hence, RACS is not able to take historical access information into account.

CHARM

Another cost-eﬃcient multi-cloud storage system is CHARM [234]. Similar to
our work, CHARM oﬀers the functionality to ﬁnd the cheapest storage solution
from a set of available cloud storage services to realize high availability and to
avoid vendor lock-in. In comparison to our work, the system uses two separate
redundancy mechanisms, replication and erasure coding. The system uses the
access history of a data object to determine which redundancy mechanism is
more cost-eﬃcient. CHARM uses a similar pricing model as Scalia and does
not consider block rate pricing models.
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7.10. Related Work
Spillner et al. present in [196] a multi-cloud storage system called NubiSave.
Furthermore, in [195], Spillner and Müller present an accompanying data object
placement approach to redundantly store the data object chunks with a predeﬁned availability. In comparison to our work, the approach discussed in [195]
is creating for each data object an amount of chunks that is signiﬁcantly larger
than the amount of cloud storage services, e.g., 100 chunks. These chunks are
then distributed among the available cloud storage services in a way that storage services with a higher availability get more chunks than storage services
with a lower availability. The approach, further, aims to minimize the storage
overhead by adapting the amount of used data object chunks to achieve the
required availability. The approach also considers and minimizes data object
retrieval and recovery cost. The authors argue that, by reducing the amount
of redundant data object chunks, the storage cost are minimized as well. In
comparison to the work presented by Spillner et al., we consider the pricing
models of the storage service providers and the data object access patterns.
In [197], Spillner and Müller present a multi-cloud storage visualization for the
NubiSave system.

NubiSave

MetaStorage uses full replication to store data objects on several cloud storage
services aiming at a high data availability [24]. To distribute data objects
among the available cloud storage services, MetaStorage uses the concept of a
distributed hash table, which makes MetaStorage highly scalable. In contrast
to our work, MetaStorage does not include any optimization of the placement to
ﬁnd the cheapest provider set. Furthermore, all data objects are fully replicated
among the diﬀerent storage service providers. This redundancy mechanism
raises the amount of needed traﬃc and storage, which increases the cost.

MetaStorage

Chang et al. present in their work [46] a mathematical solution to choose the
placement of data objects on diﬀerent cloud storage services to maximize the
availability for a given budget. However, they only take the storage cost into
account and do not include the traﬃc or migration cost. Furthermore, their
equations do not cover long-term storage solutions. The same applies to the
work of Mansouri et al. [135]. They also present a mathematical formulation of
the same problem as in [46]. Nevertheless, they do not include the additional
cost for traﬃc, data migration, and long-term storage services as well. By not
taking the traﬃc cost into account, the system can not react to changes in the
access pattern if, e.g., a data object changes from not used to often used.

Further Solutions

Other approaches do not take any cost into account [37, 49, 150]. These approaches mainly concentrate on how the security of data stored on cloud storage
services can be increased and how the read- and write-latency can be decreased.

Security & Latency
Aspects

Several publications are working on optimizations regarding the repair eﬃciency
of missing data object chunks, e.g., the already mentioned publication of Spillner and Müller [195] or [148, 153, 232]. For instance, the authors of [148]
present an optimization approach that selects the placement of the data object

Data Repair
Efficiency
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chunks in a way that the average single-chunk repair cost are minimized, yet
the chunks are still geographically distributed among diﬀerent cloud storage
services. The presented approach mainly considers the traﬃc cost that are
charged to reconstruct a missing chunk.
P2P Storage
Solutions

Besides the usage of a redundant storage functionality in the cloud, several
publications regarding Peer-to-Peer (P2P) systems are oﬀering similar features,
e.g., [51, 55, 178, 200]. For instance, Saurabh et al. [178] present a two-stage
optimization approach that, ﬁrst, identiﬁes the appropriate erasure coding conﬁguration, considering the encoding rate, rebuilding cost, and redundancy factor. Second, the optimal chunk placement is selected by considering storage
consumption, latency, and reliability. Another publication, presented by Sun et
al. [200], discusses a P2P-based redundant storage in the cloud. Their replication method aims for reduced storage consumption and better load balancing
while fulﬁlling deﬁned data reliability requirements. The usage of diﬀerent redundancy mechanisms, i.e., replication and erasure coding, were also analyzed
in P2P settings [169, 214].

Summary

Apart from Scalia and CHARM, none of the above-mentioned approaches provides a cloud-based redundant storage system that monitors the usage of the
data objects and dynamically optimizes the placement of the data object chunks
in a cost-eﬃcient way while user-deﬁned SLAs are considered. To the best of
our knowledge, none of the discussed approaches include the usage of long-term
storage services to store not or rarely accessed data objects. Therefore, state-ofthe-art solutions do not recognize the BTU and BSU. Last but not least, none
of the presented approaches models the problem using MILP.

7.11

Summary

Using several cloud-based storage services to store data in an elastic, reliable,
redundant, and cost-eﬃcient way seems to be an obvious choice to avoid vendor lock-in. In this chapter, we formulated the local and global optimization
problem of storing data objects on a set of storage services in a redundant
and cost-eﬃcient way. To overcome the data object amount limitation of the
global optimization approach, we further formulated a heuristic approach for
the global optimization based on a classiﬁcation solution. As cloud storage middleware, we presented CORA. CORA uses the optimization approaches to store
data objects in a redundant and cost-eﬃcient way. To provide the optimization
approaches with the historical data access information, CORA monitors the
access patterns of each data object.
We evaluated the three optimization approaches and compared the results with
placement solutions without an optimization but with a ﬁxed cloud storage
service set. We showed that our optimization approaches provide less cost
in comparison to the baseline. Depending on the baseline, the achieved cost
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7.11. Summary

savings are around 30% to 50%. Furthermore, we showed that the heuristic
approach can handle a larger amount of data despite the complexity of the
optimization problem.
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CHAPTER

8

Conclusions
The ﬁnal chapter of this thesis summarizes the main results and discusses possible future work. In this chapter, Section 8.1 discusses and summarizes the
contributions and how the state-of-the-art was advanced. Section 8.2 then reviews the research questions deﬁned in Section 1.2 and addresses them in the
light of the contributions. Finally, Section 8.3 concludes this thesis and discusses aspects that can be investigated further.

8.1

Summary of Contributions

Within this thesis, we have elaborated on elastic systems and resource provisioning approaches. In particular, we investigated the problem of resource-eﬃcient
execution of concurrent business processes and storing data in a cost-eﬃcient
way on elastic cloud resources. For this, we have carried out the following steps:
First, we created a novel eBPMS, called ViePEP-C, for the execution of elastic
processes on cloud-based computational resources to avoid the problem of overand under-provisioning. In comparison to the state-of-the-art, ViePEP-C uses
containers instead of VMs for the execution of elastic processes. This improves
the resource eﬃciency of the execution, due to the mitigation of the—for VMs
required—guest OS. Also, the lightweight characteristic of containers allows a
faster adaptation to a volatile process landscape. Especially the latter provides
the means for a better trade-oﬀ between a resource-eﬃcient execution of elastic
processes and the fulﬁllment of process-speciﬁc SLAs. To further improve the
resource eﬃciency of the execution, ViePEP-C uses a resource provisioning and
task scheduling algorithm, which is discussed in Chapter 6 of this thesis.

Chapter 4

Second, we discussed an intermediate step for such a resource provisioning and
task scheduling algorithm. This step is the calculation of the execution start

Chapter 5
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and end times of each activity in a process. This approach was created as a
tool to reserve manufacturing machines, which are used in a manufacturing
process, in a machine reservation timetable. The chapter elaborates on a preexecution simulation approach to calculate the execution start and end times
of each activity before the actual execution of a process instance starts. We the
discussed how the knowledge of the execution start and end times of an activity
is required for optimizing the execution of elastic processes.
Chapter 6

Third, we presented a novel resource provisioning and task scheduling algorithm,
called GeCoVM, for the optimization of the execution of elastic processes for resource eﬃciency. Besides the goal of achieving a resource-eﬃcient execution of
elastic processes, the algorithm considers process-speciﬁc SLAs. As an output,
the algorithm provides a provisioning plan that contains the information when a
process activity should be executed and on which computational resources. The
resulting provisioning plan can then be used by an eBPMS, e.g., by ViePEP-C,
to perform the execution of the elastic processes in a resource-eﬃcient way. In
our evaluation, we have shown that by using a container-based eBPMS in combination with a resource provisioning and task scheduling algorithm, a signiﬁcant
improvement concerning resource consumption, in comparison to a state-of-theart baseline approach, can be achieved.

Chapter 7

Fourth, we elaborated on how several cloud-based storage systems can be used
to store data in an elastic, reliable, redundant, and cost-eﬃcient way. For
this, we developed the cloud storage middleware CORA that uses diﬀerent
cloud storage services to store data redundantly. Furthermore, we formulated
a local and a global optimization problem for storing data on a set of storage
services in a cost-eﬃcient way. To overcome the upper data amount limitation
of the global optimization approach, we further presented a classiﬁcation-based
heuristic approach. All three optimization approaches consider predeﬁned SLAs
regarding the data availability, the data durability, and the vendor lock-in factor.
Moreover, all three optimization approaches are using monitored data access
patterns to decide which storage solution is the best regarding cost eﬃciency.
To further reduce the cost, long-term storage services are considered to store
not or rarely used data. In the evaluation, we have shown that by dynamically
adapting the placement of the data, all three optimization approaches yield less
cost in comparison to a ﬁxed cloud storage service set.

8.2

Research Questions Revisited

In Section 1.2, we introduced three research questions that guided the work in
this thesis. In this section, we revisit these research questions and discuss how
the presented contributions address them.
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How can containers be utilized for a resource-eﬃcient execution of elastic processes?
Up until now, most state-of-the-art eBPMSs use VMs as cloud-based execution
platforms for elastic processes. While this already provides a level of elasticity
that is not achievable with a non-cloud-based BPMS solution, the heavyweight
characteristic of VMs limits the elasticity. By using containers for the execution of elastic processes, a higher level of resource eﬃciency and elasticity,
in comparison to the state-of-the-art, can be achieved. This improvement is
mainly achieved due to the lightweight characteristic of the containers, which
originates from the fact that a container does not need an own OS. We have
addressed this question in Chapter 4 by introducing ViePEP-C, a novel eBPMS
that uses computational resources in the form of containers as a cloud-based
execution environment. For the execution of elastic processes on containers,
ViePEP-C follows the MAPE loop [109]. In this context, ViePEP-C starts
with the Plan-phase by planning the execution with the help of a resource provisioning algorithm, then Executes the planned steps, Monitors the execution,
and Analyses the monitored information. Eventually, the loop is closed by using the monitored information to re-plan the execution. Therefore, ViePEP-C
takes over the tasks of a standard BPMS, e.g., coordinating the execution of the
processes, as well as the tasks of a cloud controller, e.g., deploying containers
and monitoring the execution.
Research Question II
How can the cloud-based execution of elastic processes on containers be optimized for resource eﬃciency while considering
predeﬁned SLAs?
This question is addressed in Chapter 6. While the usage of containers already
reduces the resource consumption, in comparison to a VM-based approach, further reductions can be achieved by using optimization algorithms aiming at
resource eﬃciency. Such an algorithm is the presented resource provisioning
and task scheduling algorithm GeCoVM that optimizes the execution of elastic processes for resource eﬃciency, while process-speciﬁc SLAs are considered.
GeCoVM tackles the problem of optimizing the execution in two steps. The
ﬁrst step optimizes the execution times of the process activities in a way that
concordant activities can share the same container. Subsequently, the placement of the containers is optimized in a way that the least amount of resources
is required. As an output, GeCoVM creates a provisioning plan that contains
the necessary steps to perform the execution of an elastic process in a resourceeﬃcient way. Eventually, lowering the resource consumption leads to reduced
elastic process execution cost [35].
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How can the storage of data be achieved in a highly available,
durable, and cost-eﬃcient way by utilizing multiple cloud
storage services?
The usage of multiple cloud storage services to store data redundantly improves
not only the availability and durability of the data, but also helps to avoid the
problem of vendor lock-in. However, due to the huge amount of storage service
oﬀers, the selection of the right storage services is not trivial and might change
over time. To tackle this problem, we have presented in Chapter 7 the cloud
storage middleware CORA, which stores data redundantly on diﬀerent cloud
storage services, and three diﬀerent optimization approaches. The optimization approaches optimize the placement of the data in a way that the desired
availability, durability, and vendor lock-in factor are achieved while the storage
cost are minimized. Furthermore, by applying the assumption that the access
pattern of the data stays the same in the near-term future [160, 234], the optimization approaches exploit historical access information to predict the future
usage of the data. To provide a cost-eﬃcient storage of not or rarely used data,
the presented approaches consider, besides standard storage services, also longterm storage services. As shown in the evaluation in Chapter 7, especially the
consideration of long-term storage services reduces the storage cost if not or
rarely used data, according to the access pattern, are stored on them.

8.3

Future Work

While the approaches presented in this thesis already address the research questions, as discussed in Section 8.2, several aspects can be investigated further.
Elastic Processes

The ﬁrst direction is concerned with ViePEP-C. The current implementation of
ViePEP-C is focusing on the Process Implementation and Process Monitoring
phase of the BPM lifecycle. In future work, the functionality of ViePEP-C
could be extended to the other aspects of the BPM lifecycle as well.

Executing
Computational
Resources

Another possible future work direction is the consideration of new cloud technologies to execute elastic processes. Among others, these cloud technologies are
container-native execution environments and serverless computing. Containernative execution allows the direct deployment and execution of containers on
cloud resources without the need to host VMs. Moreover, new container technologies like a dynamic memory allocation, which stands in contrast to the
static allocation model of Docker, or unikernels [131] could be considered. Also
technologies like Amazon Firecracker1 , which promise to improve the isolation
between the container instances, could be considered.

Container
Technologies

1
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8.3. Future Work
Serverless computing, on the other hand, provides a way for the deployment
and execution of software services without the need to take care of the executing
computational resources. Instead, the cloud provider takes care of the computational resources required for the service instance [45]. As a result, serverless
computing is promising to provide the means to reduce the execution cost further and improve the elasticity [45]. However, these improvements often come
with restrictions, e.g., the maximum time a service can be instantiated [22].
Moreover, commercial oﬀerings often diﬀer in respect to the performance or
cost [194]. ViePEP-C could use serverless computing to execute short running
software services without the need of hosting containers and VMs.

Serverless
Computing

In this respect, future revisions of ViePEP-C could also consider the diﬀerent
CPU generations that are used by cloud providers. By considering the CPU
generations, in addition to the required CPU load of a service instance, a further
improvement in the execution performance might be achieved.

CPU Generations

If ViePEP-C’s future work considers new cloud technologies the resource provisioning and task scheduling algorithm has to be adapted as well. For instance,
for a container-native execution environment, the second optimization is no
longer needed, since the mapping of containers to VMs is no longer required.
On the other hand, by considering these cloud technologies, an appropriate algorithm might need to consider other factors, e.g., the limitation of the maximal
execution time in serverless computing [131]. Another future work direction
concerns the upper bound on the number of process activities that can be assigned to a container instance. The current approach of GeCoVM does not
foresee any upper bound and is therefore limited in the case of vertical scalability. By splitting up the assigned process activities and distributing them to
several container instances this limitation could be resolved.

Resource
Provisioning and
Task Scheduling

Another possible future work direction concerns the presented GeCoVM twostep optimization approach, i.e., a task scheduling step and a resource deployment optimization step, to achieve resource eﬃciency. While this leads already
to a resource-eﬃcient execution of elastic processes, GeCoVM would beneﬁt
from a ﬁne-grained prediction of future process requests. In the current state,
GeCoVM uses the information of all currently running process instances and
of the process instances that are requested but not yet started. By also considering possible future process requests, further optimization regarding resource
eﬃciency could be achieved. For instance, VMs and container instances could
be already deployed before a process request arrives, which could minimize the
time between receiving the request and the execution of the ﬁrst process activity. Another possible improvement is concerned with the scheduling of process
activities to achieve an overlapping of concordant activities. By considering
future process requests, more overlapping could be achieved if a currently running process instance waits for a process that is predicted to be requested soon.
This prediction could be achieved, e.g., by machine learning approaches.

Prediction of Process
Requests
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8. Conclusions

Prediction of the
Process Flow

Further improvements of the resource provisioning and task scheduling algorithm consider the currently used worst-case analysis approach to predict the
future process ﬂow, i.e., to predict the next process activity after an XOR-split.
As discussed in Chapter 6, the presented approach considers the longest path
of an XOR-block and a ﬁxed amount of repeat loop iterations. Future work
could also consider the average- and best-case or follow the semi-dynamic simulation approaches presented in Chapter 5. In this respect, also the usage of
prediction techniques based on historical data, i.e., predictive process monitoring, to identify the next activity could be considered. The same applies to the
pre-execution simulation approaches from Chapter 5. Here, the calculation of
the start and end times of each process activity would beneﬁt from a better prediction of the process ﬂow. Regarding the process ﬂow, a direction for future
work could also be the integration of the remaining BPMN 2.0 constructs.

GeCoVM Stopping
Criterion

As discussed in Chapter 6, GeCoVM uses a time-based stopping criterion to
end the GA execution. In this respect, several other stopping criteria could be
considered [201]. For instance, one stopping criterium could be if there is no
further improvement in the solution for some iterations, or another one could
be a ﬁxed number of optimization iterations.

Pre-Execution
Simulation

The last future work direction regarding the elastic process execution, concerns
the pre-execution simulation approaches. These approaches could be evaluated
in a real-world settings, with diﬀerent company sizes and diﬀerent manufacturing process complexities. Future evaluations could also consider diﬀerent
countermeasure approaches if a machine is not available.

Cloud Storage
Services

As discussed in Chapter 7, the presented data object placement optimization
approaches are using the past data object access patterns to predict the future
access by assuming that the patterns will not signiﬁcantly change in the near
future [160, 234]. While this approach proved to be reliable to achieve a costeﬃcient storage of the data, future work could also experiment with diﬀerent
predictive approaches to predict the future usage of the data. In this respect,
diﬀerent kinds of aspects need to be included, e.g., past access patterns, data
types (e.g., Backup Data, Image Data, etc.), irregular or regular events that
might aﬀect the data access patterns (e.g., Christmas-related music data, the
premiere of a new Star Wars movie), etc.

Prediction of Access
Patterns

Dynamic Selection
of Configuration
Parameters

146

Another aspect is the deﬁnition of the conﬁguration parameters of the data
object placement optimization approaches, e.g., erasure coding conﬁguration or
optimization intervals. To get a more dynamic solution, the current approach
could be extended to be able to adapt the conﬁguration parameters to diﬀerent
situations dynamically. For instance, the optimization interval of backup data
that is stored on long-term storage services and is not accessed for a long period of time might be decreased to every second day since there is no abrupt
change expected. Another example would be the automatic adaptation of the
erasure coding conﬁguration to automatically adapt the trade-oﬀ between high

8.3. Future Work

Die approbierte gedruckte Originalversion dieser Dissertation ist an der TU Wien Bibliothek verfügbar.
The approved original version of this doctoral thesis is available in print at TU Wien Bibliothek.

redundancy, cost eﬃciency, and data access latency. For instance, by changing
the erasure coding conﬁguration from (3,4) to (1,4), the access latency could
be reduced since each data object chunk contains the whole data object, which
eliminates the need to download several chunks and to combine them. However,
by changing the erasure coding conﬁguration to (1,4), more storage is required,
which increases the storage cost.
The current optimization approaches are focusing on ﬁnding a cost-eﬃcient
placement for the data object chunks according to the access patterns. In future work, further optimization approaches and goals could be included. Two
examples in this direction, but not limited to them, are the optimization according to the transmission delay [140] or the usage of bulk transfer to transfer large
data object chunks. Moreover, in future work, other optimization approaches
could be developed, for instance, by using meta-heuristics, e.g., GAs or Particle Swarm Optimization [201]. These optimization approaches might beneﬁt
further from approaches with fast convergence, e.g., [113, 235]. Moreover, as
shown in the evaluation, the presented cloud data storage placement optimization approaches reduce the cost accrued by using cloud storage services while
fulﬁlling diﬀerent SLAs. In future work, these evaluations of the approaches can
be extended by using other data sets and by using the approach in a real-world
application.

Optimization
Approaches

Finally, our future work could consider the combined usage of ViePEP-C and
CORA. Since the execution of business processes often creates data and depends
on data [65, 217], the usage of CORA as storage middleware to store the data in
a cost-eﬃcient way on cloud storage services is a natural progression. There are
several research questions regarding such a combined usage. Among others, it
has to be analyzed which kind of data business processes are depending on and
how they can be stored by using CORA. Another question is about the delay
between requesting data via CORA and receiving the data. This delay might
increase the execution duration of a process activity, which might lead to SLA
violations. Thus, the data location plays a crucial role. A pre-warming, i.e.,
requesting the data before they are needed, might also be a possible solution
here.

ViePEP-C & CORA
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