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Kurzfassung

Der digitale Wandel führt zu einem stetig wachsenden Datenaufkommen. Mit dem
Wachstum von “Big Data” steigt der Bedarf, diese großen Datenmengen zu analysieren
und nutzbringend zu verwenden (bezeichnet als Stapelverarbeitung). Dazu haben sich
Programmiermodelle, Frameworks, Plattformen und Tools wie das Apache Hadoop-
Ökosystem und das MapReduce-Programmiermodell etabliert. Solche Systeme sind für
die Stapelverarbeitung konzipiert und eignen sich daher nicht für die Verarbeitung
von Datenströmen. Mit dem Aufkommen von Anwendungsszenarien wie Smart Cities
und autonomen Fahren steigt der Bedarf, kontinuierliche Datenströme in Echtzeit zu
verarbeiten. Zu diesem Zweck werden Frameworks zur Datenstromverarbeitung wie
Apache Storm oder Apache Flink eingesetzt. Allerdings arbeiten solche Frameworks
in der Regel in der Cloud innerhalb eines lokalen Clusters mit geringer Latenz. Für
Internet of Things (IoT) Anwendungen führt dieser zentralisierte Ansatz oft zu hohen
Latenzen, da Datenströme (z. B. Sensordaten) erst in die Cloud geschickt werden müssen,
um sie zu verarbeiten. Um dieses Problem zu adressieren und IoT Daten effizient zu
verarbeiten, reicht die Cloud allein nicht mehr aus. Es gibt einen zunehmenden Trend,
die Verarbeitung von Daten näher an den Rand des Netzwerks zu verlagern, wo die
Daten erzeugt und gespeichert werden. Um sowohl die Vorteile der Stapel- als auch der
Datenstromverarbeitung zu nutzen, wurde die Lambda-Architektur eingeführt. Diese
Architektur basiert auf drei Schichten, die es ermöglichen, große Mengen an historischen
Daten effizient zu verarbeiten (“Batch-Schicht” und “Serving-Schicht”) und gleichzeitig
kontinuierliche Datenströmen in Echtzeit zu prozessieren (“Speed-Schicht”).

Ziel dieser Arbeit ist es, einen Lösungsansatz zu entwerfen und zu implementieren, der
sowohl die Lambda-Architektur als auch Fog-Computing nutzt, um Datenströme in
Echtzeit zu verarbeiten.

Die Evaluierung konzentriert sich darauf, wie gut Fog-basierte Datenstromverarbeitungs-
Topologien im Vergleich zu einem traditionellen Cloud-Ansatz abschneiden. Für eine
quantitative Bewertung werden gängige Metriken aus dem Bereich der Datenverarbeitung
verwendet (Latenz, Round-Trip-Zeit von Datenpaketen). Die Evaluierung des Lösungs-
ansatzes zeigt, dass der Einsatz von verteilter Datenstromverarbeitung in der Fog eine
vielversprechende Alternative zur traditionellen Datenverarbeitung in der Cloud sein kann.
Insgesamt zeigen die Ergebnisse eine Verringerung der Round-Trip-Zeiten. Insbesondere,
wenn die Latenz zur Cloud über 50 ms liegt oder die Datenpaketgröße recht groß ist.
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Abstract

The digital transformation is leading to a constantly increasing volume of data. With
the growth of big data, there is a rising demand for analyzing and making use of
those large piles of data (referred to as batch processing). To do that, programming
models, frameworks, platforms, and tools such as the Apache Hadoop ecosystem and the
MapReduce programming model have been established. Such systems have been designed
for batch processing and are therefore not suitable for (real-time) stream processing.
With application scenarios like smart cities and autonomous driving emerging, there is a
growing need to process continuous streams of data close to real-time. For this purpose,
distributed stream processing frameworks such as Apache Storm or Apache Flink are
used to analyze data streams. However, such frameworks usually operate in the cloud
within a local cluster with low latency. For Internet of Things (IoT) applications, this
centralized approach often leads to high latency, since data streams (e.g., sensor data)
must be sent to the cloud first, in order to process it. To address this issue and to
efficiently process IoT data on a large scale, the cloud alone is no longer sufficient. There
is an increasing trend to push the processing of data closer to the edge of the network,
where the data is generated and stored. In order to take advantage of both batch and
stream processing, the lambda architecture design pattern has been introduced. This
architectural style is based on three layers, which allow to efficiently process massive
volumes of historical data (batch and serving layer) while simultaneously using stream
processing to provide a real-time analysis of continuous data streams (speed layer).

The goal of this work is to design and implement a solution approach, which makes use
of the lambda architecture as well as fog computing to process data streams in real-time.

The evaluation focuses on how well fog-based stream processing topologies perform
compared to a traditional cloud approach. Common metrics in the field of data processing
are used for a quantitative evaluation (latency, round-trip time of data packets). The
evaluation of the solution approach shows that using distributed stream processing in
the fog can be a very promising alternative compared to traditional data processing in
the cloud. Overall, the results show a decrease in the round-trip times. Especially if the
latency to the cloud is over 50 ms or the data packet size is quite large.
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CHAPTER 1
Introduction

1.1 Motivation and Problem Statement
With the growth of big data, there is a rising demand for analyzing and making use of
those large piles of data [1]. To do that, programming models, frameworks, platforms, and
tools have been established. Most of those distributed big data platforms are designed
to run on commodity clusters. Apache Hadoop in combination with the MapReduce
programming model is the most prominent example for such a platform [2, 3]. Such
systems have been designed for batch processing and are therefore not suitable for real-
time stream processing. With application scenarios like smart cities and autonomous
driving emerging, there is a growing need to process continuous streams of data close
to real-time [4]. In other words, big data processing systems are evolving to be more
stream-oriented, where each data record is processed as it arrives on a continuous basis [5].
Consequently, distributed stream processing frameworks, like Apache Storm [6], Apache
Flink [7], Apache Heron [8], Apache Spark Streaming [9] and others have emerged.

The aforementioned frameworks are designed for homogeneous nodes within a local cluster
with low latency (cloud computing) [10]. For Internet of Things (IoT) applications, this
centralized approach often leads to high latency, since data streams (e.g., sensor data)
must be sent to the cloud first, in order to process the data. To address this issue and to
efficiently process IoT data on a large scale, the cloud alone is no longer sufficient [11].
There is an increasing trend to push the processing of data closer to the edge of the
network, where the data is generated and stored [12]. According to recent research,
it can be beneficial to deploy stream processing operators in the fog [13] and to use
those computational resources at the edge of the network to address high latency to the
cloud [14].

In order to take advantage of both batch and stream processing, the lambda architecture
design pattern has been introduced [15, 16]. This architectural style is based on three
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1. Introduction

layers which allow to efficiently process massive volumes of historical data (batch and
serving layer), while simultaneously using stream processing to provide a real-time analysis
of continuous data streams (speed layer). As each layer consists of its own data store
and stream processing operators are deployed in the fog, it is desirable to deploy the
data store of the speed layer on the edge of the network to avoid high latencies to the
cloud. Moreover, the batch and serving layer of the lambda architecture allow to reduce
the response time for often used long running queries, as the results of these queries are
stored in precomputed batch views.

As of today, there exists no solution approach which addresses the requirements of the
lambda architecture design pattern for distributed stream processing across fog computing
infrastructure.

1.2 Aim of the Work
The aim of this thesis is to establish a distributed stream processing system for fog com-
puting which utilizes the lambda architecture design pattern. The following paragraphs
define the expected outcome and the objectives of this work.

Lambda Architecture The problem statement already discussed that current state-
of-the-art stream processing solutions are not suitable for processing data in real-time in
the context of the IoT while also efficiently utilizing historical data. In the context of data
analytics, fog computing and the lambda architecture follow similar goals. Among others,
the lambda architecture tries to optimize the latency by using precomputed batches
and a speed layer to store the most recent data. Although this is already a significant
improvement compared to fully incremental solutions (e.g., where an application directly
reads from and writes to one database [15]), the data is still located in the cloud.
Querying data in the cloud is often not suitable for latency-sensitive applications [17].
Fog computing tries to compensate for those use cases by extending the cloud and
providing additional resources at the edge of the network [17]. Although it might be
necessary to store historical data in the cloud (batch and serving layer), a central data
store for the speed layer should not be used. The data of the speed layer should be stored
at the edge of the network to keep the network overhead and the latencies at a minimum.

This work’s primary goal is to identify how the lambda architecture can be utilized in a
fog computing environment. Furthermore, this work aims to determine how the lambda
architecture can be implemented with respect to distributed stream processing in the fog
and how batch and real-time views can be synchronized.

Distributed Stream Processing in the Fog With the increase of data velocity
and data volume, centralized solutions are no longer sufficient for latency-sensitive IoT
applications. Although it can be very beneficial to use fog computing for distributed
stream processing, such frameworks are not optimized for the fog [10]. Distributed stream
processing frameworks are designed for homogeneous nodes within a local cluster with
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low latency. Extending the cloud with computational resources at the edge of the network
is often not suitable without addressing the requirements of the fog.

This work aims to identify current research approaches and determine whether established
stream processing frameworks can be used across fog computing infrastructure and how
they can be optimized for the heterogeneous resources of the fog. Notably, this work
focuses on implementing the lambda architecture over fog computing infrastructure rather
than implementing the next stream processing framework for the fog.

Solution Approach for Fog Computing Within the scope of this work, a solution
approach is designed and implemented. The solution approach’s main goal is to process
data close to the data sources to avoid high latency and bandwidth usage to the cloud.
Instead of sending all the data to the cloud, process it there, and send the results back,
the idea is to process data streams over fog computing infrastructure in a distributed way
over several fog nodes. The solution approach should use the lambda architecture design
pattern to process massive volumes of historical data while simultaneously using stream
processing to provide real-time analysis of continuous data streams. Furthermore, the
implemented solution approach aims to address the heterogeneous and dynamic resources
of the fog. Among others, the following questions are addressed by the solution approach
regarding fog computing infrastructure:

• How can nodes in the fog be orchestrated?

• How can services be deployed on fog computing infrastructure?

• How much computational resources does a node in the fog need?

• How can applications on fog computing infrastructure be tested?

• How can fog computing infrastructure be simulated or emulated?

1.3 Methodology and Approach
The methodology of this work follows a design science and system research approach [18,
19, 20]. For this purpose, existing artifacts in the context of the problem statement are
analyzed. Based on the findings and the problem statement, solution approaches and
requirements are defined to improve the artifacts.

The approach applied within this thesis can be grouped as follows: At first, existing
artifacts are analyzed. Next, a prototype utilizing the improved artifacts is constructed.
Finally, the prototype is evaluated by the defined requirements.

Analysis of existing artificats As of today, the fields of big data and stream pro-
cessing as well as the area of fog computing are under extensive research. Also, stream
processing at the edge of the network is not an entirely new idea. However, there is – to
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1. Introduction

the best of our knowledge – no active research regarding the lambda architecture design
pattern across fog computing infrastructures.

In a first step, problems and challenges of current research are identified and adequately
addressed with respect to the problem statement. This identification process focuses
on the three primary artifacts of this work: the lambda architecture design pattern,
distributed stream processing, and fog computing. For example, it needs to be evaluated
if existing distributed stream processing frameworks, like Apache Storm, are suitable to
solve the problem statement. As it is not feasible to evaluate all existing frameworks, the
most promising frameworks and research approaches are analyzed in detail to identify
which components are suitable to solve the problem statement. On a very high level, the
distributed stream processing system must be suitable for fog computing and must support
the requirements of the lambda architecture design pattern. Furthermore, possible storage
solutions for lambda architecture (and especially for the speed layer) need to be identified.

Based on the findings, functional as well as non-functional requirements for implementing
the lambda architecture for distributed stream processing in the fog are defined.

Design After analyzing existing artifacts and the definition of the requirements to
address the problem statement, a prototype is constructed according to the requirements.
As this work focuses on the implementation of the lambda architecture over fog computing
infrastructure, rather than implementing the next stream processing framework for the
fog, the construction process focuses on using already established stream processing
frameworks and how they can be optimized for the fog. The same applies to other
artifacts such as data stores, services, tools, and technologies in general.

Evaluation Last but not least, the solution approach is evaluated with respect to the
requirements as well as non-functional aspects. The evaluation uses common metrics
in the field of big data and distributed stream processing [10, 21]. For example, for a
quantitative evaluation, latency, throughput, scalability and resource utilization could be
used as key indicators.

In this work, the evaluation focuses on distributed stream processing in the fog and on
how well fog-based stream processing topologies perform compared to a traditional cloud
approach. To determine if the solution approach addresses the problem statement, the
evaluation measures the round-trip time of data packets.

In order to run the experiments, a testbed is established to emulate a realistic fog
computing environment on virtualized infrastructure. The testbed has been bootstrapped
with MockFog [22]. Throughout the evaluation of the system, the best practices for
performance analysis as described in the book “The Art of Computer Systems Performance
Analysis” by Raj Jain are followed [23].
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1.4 Structure
After this brief introduction, the remainder of this work is structured as follows:

• Chapter 2 provides an overview of relevant background information and important
concepts that are used within this thesis. This includes a description of the IoT,
fog computing, big data analytics with a focus on open-source distributed stream
processing frameworks and the lambda architecture design pattern.

• Chapter 3 discusses state-of-the-art research and related work regarding distributed
stream processing for the IoT and fog computing as well as the lambda architecture.
Furthermore, this chapter address the current research for evaluating and testing
of IoT-based applications in the fog.

• Chapter 4 describes the required functionality to address the aforementioned
problem statement and subsequently presents the architecture of the solution
approach.

• Chapter 5 discusses how the proposed architecture can be implemented from a more
technical point of view, including the hardware and software configuration of fog
and cloud infrastructure, how fog nodes can be efficiently utilized and orchestrated,
and the presentation of the implementation of the lambda architecture as well as
the implementation of non-functional requirements.

• Chapter 6 describes the evaluation of the solution approach. Starting with the
discussion of possible data sets for the evaluation, the setup of the testbed, design
of the stream processing topology and the discussion of the results.

• Chapter 7 outlines essential findings of implementing the lambda architecture for
distributed stream processing in the fog. Last but not least, possible future work is
discussed.
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CHAPTER 2
Background

This chapter gives an overview of relevant information and important concepts that are
used within this thesis. First, an introduction of the Internet of Things (IoT) is given.
Second, fog computing is described. A detailed description of big data analytics follows
with a focus on open-source distributed stream processing frameworks. Last but not
least, the lambda architecture design pattern is discussed.

2.1 Internet of Things
2.1.1 Overview
The term Internet of Things has its origin in using Radio-Frequency Identification (RFID)
in the field of supply chain management and has most likely first been mentioned by Kevin
Ashton in a presentation at Procter & Gamble in 1999 [24]. The concept of connected
smart devices has already been discussed in 1982 at the Carnegie Mellon University
(CMU), connecting a Coca-Cola vending machine to the Internet. In 2005, the term IoT
was formally introduced in the Internet Reports of the International Telecommunication
Union (ITU) [24, 25]. Since then and especially in recent years, the IoT gained a lot
attention in academic research and the industry.

The IoT can be seen as a connection of four main components: things, data, people and
processes [24, 26]. The following list gives a short description of these components:

• Things refer to physical devices and objects that are connected to a network or
the Internet. IoT devices must be able to communicate with other devices or
the Internet, to send some sort of data (e.g., sensor data) and to perform certain
actions.

• Data refers to the data that is produced by IoT devices and used in smart decision-
making processes.
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2. Background

• People are the creators and consumers of IoT services. The IoT connects people in
more relevant ways and helps them to be more informed and make better decisions.

• Processes make it possible to perform efficient decisions with the right information
at the right place at the right time (e.g., intelligent automation, informed decision-
making).

Today, there exist many definitions of the term IoT, as a lot of companies, like IBM,
SAP, Gartner, Cisco, came up with their own interpretation of what the IoT means [26].
However, a widely-used comprehensive definition of IoT from the ITU reads as follows:
“A global infrastructure for the information society, enabling advanced services by in-
terconnecting (physical and virtual) things based on existing and evolving interoperable
information and communication technologies” [27].

2.1.2 IoT Elements and Enabling Technologies
Looking on state-of-the-art research, it can be observed that there is a scientific consensus
on how the IoT landscape looks like [28, 29, 30, 31]. For example, Al-Fuqaha et al. cate-
gorizes the IoT landscape into six building blocks: identification, sensing, communication,
computation, services and semantics [30]. Gubbi et al. break it down into three categories,
including the actual hardware (senors, communication), middleware (storage and data
analytics) and presentation (visualization and interpretation of data) [31]. Although the
authors defined a slightly different naming scheme, it boils down to the a very similar
definition of IoT elements and enabling technologies. In the following sections, the most
important IoT elements together with their enabling technologies are discussed.

Identification

Object identification is a very important task in the IoT [32]. Objects refer to real-world
things like products or devices. Today, there exist many methods to automatically identify
objects and as a result the data that is produced by those objects. An example we
encounter every day is, e.g., the Electronic Product Code (EPC), which is used to identify
goods in supply and demand chains. Another examples are Auto-ID technologies like
RFID tags, which can be applied to real-world objects of all kind. In addition to that, IoT
objects like sensing devices need a unique address within a communication network [30].
Such identification depends on the used infrastructure protocol. Examples for such
protocols are IPv6 over Low-Power Wireless Personal Area Networks (6LoWPAN),
ZigBee or Bluetooth Low Energy. One of the most often used protocol is 6LoWPAN,
which uses IPv6 address for object identification within a network [32].

Sensing

IoT devices produce data. IoT sensing describes the process of gathering senor data
(e.g., data from temperature or humidity sensors) for storage and data analysis [30].
Depending on the capabilities of the sensor devices and the general architecture, data
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2.1. Internet of Things

can be either directly used on the IoT device itself or collected, stored, and processes at
a centralized infrastructure [31, 33]. This is often achieved by sending the senor data to
data warehouses. Such warehouses are usually located in the cloud, where cheap data
storage is available.

Computation

Computation refers to actual hardware and software that is used to run IoT devices.
There exist many different microcontrollers and microprcessors (e.g., Raspberry Pi,
Arduino) and lightweight operating systems (e.g., TinyOS) which are explicitly designed
for IoT applications [32]. As has already been described in the previous section, the
cloud provides additional resources and storage to process vast amounts of IoT data.

Communication

The use of efficient communication technologies is very important, as IoT devices are often
not very powerful and resources are limited. Furthermore, the communication can be
very lossy and noisy as IoT devices are usually located on the edge of the network or move
within the network [32]. The IEEE 802.15.4 technical standard defines the operation
of Low-Rate Wireless Personal Area Networks (LR-WPANs), which forms the basis
for network infrastructure protocols that focus on low-power communication between
IoT devices, such as 6LoWPAN or ZigBee [30, 32, 34]. Besides, the 802.15.4 technical
standard, other low level protocols (data link) for the IoT include Bluetooth Low Energy,
Long Range Wide Area Network (LoRaWan) and WiFi [34]. Among others, widely-used
application protocols for IoT applications are: Constrained Application Protocol (CoAP),
Message Queue Telemetry Transport (MQTT), Advanced Message Queuing Protocol
(AMQP) or HTTP Representational State Transfer (REST). Figure 2.1 gives an overview
of prominent communication protocols for the IoT. Efforts for standardization are led by
various organizations like World Wide Web Consortium (W3C), Internet Engineering
Task Force (IETF), EPCglobal, Institute of Electrical and Electronics Engineers (IEEE)
and the European Telecommunications Standards Institute (ETSI).

Services

Current research categorizes IoT services into four classes [30, 32, 35]:

• Identity-related Services provide information about the device (e.g., RFID is a
prominent technology used in identity-related services).

• Information Aggregation Services collect and process data from various sensors
and perform actions based on the processed data.

• Collaborative-Aware Services are used to make decisions based on aggregated
data.

9



2. Background

Figure 2.1: Prominent protocols for the IoT (adapted from [32])

• Ubiquitous Services provide collaborative-aware services for everyone, everything
and at anytime.

Knowledge extraction

In order to take actions based on the gathered data, the data needs to be analyzed to
extract knowledge and take certain actions. To do so, data mining and machine learning
tools can be used to convert information into knowledge [31]. Furthermore, semantic
web technologies like the Resource Description Framework (RDF) and the Web Ontology
Language (OWL) could be used in the decision-making process [32].

2.1.3 Fields of Application
Since the introduction of the IoT in 1999, the IoT landscape has been developed rapidly.
Today, there exist a lot of application scenarios in very different areas where the IoT is
used or can be used in the future [30, 29, 31] . Firouzi et al. [26] mention several vertical
markets in which the IoT plays a huge role. In the following paragraphs, we take a quick
look at how the IoT influenced some of those markets.

Smart Manufacturing

The IoT as well as other emerging technologies like cloud computing, big data analytics
and artificial intelligence are key enabling technologies for smart manufacturing [36].
Especially, IoT devices (e.g., sensors) make it possible to increase the degree of automation,
allow for Machine-to-Machine (M2M) communication, self-monitoring and complete
manufacturing tasks without or with minimal human interaction [29]. The ongoing
transformation of traditional manufacturing to smart automated manufacturing is also
known as the Fourth Industrial Revolution (Industry 4.0). The use of these technologies
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2.2. Fog Computing

addresses current challenges such as optimizing productivity, higher quality and quality
control or to produce individualized products efficiently [36].

Transportation

Another very promising area for IoT application is the field of transportation, which can
range from assisted/automated driving to smart streets and smart traffic signals up to
collision avoidance and monitoring of hazardous materials on the road [29]. Cars and
infrastructure equipped with sensors and technologies like Vehicle-to-Infrastructure (V2I),
Vehicle-to-Vehicle (V2V), Vehicle-to-Infrastructure-to-Vehicle (V2I2V) make it possible
to build intelligent transportation systems to improve safety, navigation and safe valuable
resources [37, 38].

Logistics

In Section 2.1.1, the usage of RFID in supply and demand chain management has been
discussed briefly. RFID allows for real-time monitoring and control of every link in a
supply chain, e.g., material acquisition, manufacturing, storage, distribution, warranty
processing or after-sale services [29].

The chosen examples above illustrate how the IoT can be used to improve such applications.
There exist many more promising areas and application scenarios where IoT technologies
can be used, such as Smart City, Smart Home, Smart Agriculture, Smart Grid, Smart
Building or even healthcare [39, 40, 41, 42, 43, 44, 45].

2.2 Fog Computing
2.2.1 Overview
To give a profound definition of fog computing, we first need to take a step back and define
some characteristics of the cloud computing model. The National Institute of Standards
and Technology (NIST) defines cloud computing as following: “Cloud computing is a
model for enabling ubiquitous, convenient, on-demand network access to a shared pool
of configurable computing resources (e.g., networks, servers, storage, applications, and
services) that can be rapidly provisioned and released with minimal management effort
or service provider interaction” [46]. Cloud computing follows a pay-as-you-go business
model and is an efficient alternative for operating private data centers [17], as cloud
computing offers a rich set of features such as on-demand self-service, broad network
access, resource pooling, metering capability and rapid elasticity [46]. Economy of scale
effects let to huge data centers at rather inexpensive locations with homogeneous compute,
storage, and networking components [17]. Due to this development, cloud computing is
often not suitable for specific application requirements like latency-sensitive applications,
geographically distributed applications or applications that are not fixed at one place [17].
Fog computing tries to compensate for those use cases by extending the cloud and
providing additional resources at the edge of the network [17]. Additional resources
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Figure 2.2: Fog computing environment (adapted from [47])

refer to a variety of heterogeneous devices with computation, storage and networking
capabilities. Figure 2.2 shows a possible fog computing environment, where the fog
provides additional resources for IoT devices at the edge of the network [47].

2.2.2 Characteristics

The characteristics of cloud computing has been already discussed very briefly. Next we
want to define the specific characteristics which only apply to fog computing [24, 17]:

• Location and latency: Services and applications hosted in the fog are close to
data sources and consumers. This allows low latency and location-aware operations.

• Geographical distribution: Fog computing is independent from data centers
and allows to provide resources wherever they are needed (e.g. road side units,
computational resources deployed across a road network [17]).
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• Large number of nodes: Fog computing consists typically of many nodes with
rather low processing capabilities compared to Cloud Computing (e.g., sensor
devices deployed over a city)

• Mobility: Nodes in the Fog can be static or move around (e.g. mobile phones,
automated driving [37, 38]).

• Real-time interaction: Fog computing allows for real-time analysis of streaming
data and is not very suitable for batch processing on large (historic) data piles.

• Heterogeneity: Nodes in the Fog can be very diverse and are usually not homo-
geneous with equal computation, storage and networking capabilities.

• Predominance of wireless access: Due to the need of location-independent
deployment of nodes, a wired gigabit ethernet connection is often not available.

• Analytics and cloud interplay: Fog computing enables low-latency real-time
analytics close to the data and can use additional resources from the Cloud if
needed.

2.2.3 Enabling Technologies and Challenges

Advances in network mobility, software virtualization, IoT and application technologies
as well as the availability of powerful (mobile) hardware are key drivers for computing
and offloading tasks into the Fog [24, 48, 49, 50]. In the following paragraphs the
most important, influential enabling technologies and challenges for fog computing are
discussed.

Wireless technologies The IoT and fog computing share a lot of enabling technologies.
Especially, the communication technologies mentioned in Section 2.1.2 apply to fog
computing as well. Recent development in wireless broadband communication (IEEE
802.11ac, LTE, 5G) make it possible to provide fast connectivity to mobile devices like
phones or cars [49]. The IoT is constantly evolving and new communication standards like
the 5th generation network (5G) will significantly contribute to the development of the
future IoT by enabling latency-sensitive application on a massive scale while providing up
to 10 Gigabits per second bandwidth [51, 52]. Another – already mentioned – prominent
wireless alternative is LoRaWan (Long Range Wide Area Network). LoRaWan has been
designed as a long-range, low-power and low data rate communication protocol [53, 54].
Depending on the area it covers a range of up to 15 km with a maximum bandwidth of
27 kb/s (50 kb/s with frequency shift keying) [54]. Due to the low power consumption,
LoRaWan devices feature a battery lifetime of up to 10 years. A LoRaWan network is
organized as a star topology. Several star topologies can be combined into a star-of-stars
topology. Each star topology features a gateway to exchange messages [54].
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Virtualization and containment Virtualization techniques play an important role
to reduce complexity in heterogeneous fog environments. Virtualization offers an ab-
straction layer of the underlying hardware and allows to logically distribute and manage
resources [49]. Furthermore, it provides portability and allows to move Virtual Ma-
chines (VMs) from one place to another or to reuse already existing VMs. The same
applies to containers. Compared to virtual machines, containers do not need to virtualize
the whole operating system. Instead, containers use a host operating system and are
therefore more lightweight [49]. Virtual machines as well as containers enable sandboxing
and provide a secure isolated execution environment on fog devices. This is especially
important as fog devices can be deployed anywhere and are not necessarily protected
from unauthorized access [24]. Proving security in the fog is still a big challenge and
needs to be addressed adequately (e.g. mechanisms to detect tampering) [24].

Besides the virtualization of devices, there is also a need to deploy and maintain secure fog
networks in a virtualized manner. Network Function Virtualisation (NFV) and Software
Defined Network (SDN) allow to easily configure, update and manage networks [48].
SDNs make it possible to create virtual networks on top of existing physical infrastructure.
NFV allows to dynamically deploy on-demand network services such as firewalls, routers
or LANs. The “softwareisation” of networks allows for cheaper and more agile operations,
as hardware-based infrastructure like routers are not needed [48].

Hardware-related enablers Recent advances in the chip industry (e.g., SoC1) allow
for smaller and more powerful processors and devices which consume less power and
provide better battery life [48]. Smaller devices result in lower production costs and
enable a broader deployment of IoT nodes. More powerful hardware and especially
multi-core chips allow to run multiple jobs in parallel for work-intensive tasks [49].

Paradigms and architectures IoT technologies and orchestration of IoT nodes in the
fog make it possible to efficiently make use of the existing infrastructure [24, 49, 55, 56].
Aazam et al. mention several IoT architecture types such as cloudlets, Mobile Edge
Computing (MEC), micro/nano datacenters, or femto clouds [49]. While not all of them
refer to the traditional fog computing paradigm, all operate in the fog and help to reduce
energy consumption and latency [49]. Cloudlets, MEC, micro and nano datacenters
follow the idea to provide additional resources on the edge at the network to enable low
latencies for IoT applications. For example, cloudlets can be described as small, mobile
data centers at the edge of the network. Cloudlets provide large computational resources,
a high speed internet connection to services deployed in the cloud and low latency to
mobile and IoT devices. Femto clouds follow a different approach and do not provide
additional resource at the edge of the network. Femto clouds try to orchestrate existing
co-located mobile and IoT devices and use their resource to perform certain tasks [49, 57].

1System-on-a-Chip
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Further challenges Fog computing is still at its very beginning and there a are a
number of challenges that need to be addressed. Aazam et al. mention several challenges
for offloading tasks from the cloud to the fog to meet common application requirements
such as reliability and high end-to-end performance [49]. Besides the aforementioned
security issues, resource allocation/limitations, scalability, heterogeneity issues, fault
tolerance, energy consumption, monitoring, standardization and monetization need to be
addressed adequately to provide a cloud-like experience [47, 48, 49].

2.2.4 Fields of Application
There exists a wide range of possible application scenarios that would benefit from
additional computational resources at the edge of the network. For example, smart
manufacturing and the Industry 4.0 movement use IoT devices (sensor networks, actuators,
robots, machines) to increase the degree of automation. Due to security and latency
requirements, most of the tasks need to be performed locally within a company [58]. Fog
computing can help to address these requirements by providing additional computational
resources at the edge or orchestrating existing resources for security- or latency-sensitive
tasks.

Another very promising use case for fog computing is data analysis. Bo et al. introduce
a fog computing architecture for big data analysis in smart cities [59]. The authors
argue that location awareness and low latencies provided by the fog are essential to build
the smart cities of the future. Yi et al. argue that the combination of cloud and fog
computing can help to build a smart, performant large-scale environment monitoring
system [60]. Such a system can be used for emergency cases like toxic pollution alerts.
While fog nodes are used to aggregate and analyze local data to provide fast feedback,
the cloud can be used for resource-intensive tasks like a further detailed analysis.

Furthermore, Dastjerdi et al. mention healthcare, activity tracking, smart utility services,
augmented reality, cognitive systems, and gaming as possible application scenarios for
the fog [47].

2.3 Big Data Analytics
Big data analytics can be categorized into two paradigms: Stream Processing and Batch
Processing [61, 62]. This categorization is based on how frequently data is generated
respectively how much time it takes to analyze the data once it has been generated (data
velocity). Depending on the use case, both paradigms are essential in big data analytics.
The value of data for stream processing depends on how recent the data is (data freshness)
and therefore data needs to be analyzed as soon as possible once it is generated (e.g.,
sensor data which are only valid a few milliseconds until the sensor provides new data
and the old data is obsolete) [62]. The second paradigm is used to analyze big piles of
data, where data freshness does not matter. For batch processing, data is first stored
properly and analyzed afterwards, often together with other existing data [62]. A typical
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use case for batch processing is to analyze historic data to gain insights into a domain or
to predict how the data will evolve in the future. Depending on the data velocity, there
exist several frameworks, which can be used for stream or batch processing or even both
[63].

The MapReduce programming model in combination with Apache Hadoop is a prominent
example for batch processing. There, input data is stored in a distributed file system,
e.g., the Hadoop Distributed File System (HDFS). Although this technology exists for
quite some time now, it is still used heavily. One of the biggest competitors is the Apache
Spark [9] computational framework. Depending on the use case, it outperforms the
Hadoop MapReduce framework [64].

With the emergence of Internet-scale applications in recent years, new distributed stream
processing frameworks have been developed, as traditional centralized approaches were
not able to handle the ever-increasing amount of data in real-time [65]. Examples for
current open-source stream processing solutions are Apache Storm [6], Apache Heron [8],
Apache S42, Apache Samza3, Apache Flink [7], Apache Spark Streaming [9] and others.
Besides traditional frameworks, there exist commercial and public cloud solutions like
Amazon Kinesis Streams [66], Google Dataflow4, Azure Stream Analytics5

Furthermore, Kale gives a detailed overview of the first academic and research pro-
totype systems for (distributed) data stream processing [67]. Such systems include
TelegraphCQ [68], STREAM [69], Aurora [70], Borealis [71], StreamIt [72], IBM System
S and IBM SPADE (The System S Declarative Stream Processing Engine) [73]. Some
of those research projects evolved into commercial systems, such as IBM InfoSphere
Streams [74], which is based on the System S research prototype. Although, current
state-of-the-art distributed stream processing frameworks are highly influenced from the
aforementioned research projects, we will not focus on those projects in more detail.
Besides that, we will not discuss batch processing frameworks, as this work focuses on
distributed stream processing in the fog.

2.3.1 Distributed Stream Processing Frameworks
In the following paragraphs, the aforementioned open-source distributed stream processing
frameworks are described in further detail, with the exception of Apache S4, which is no
longer being developed actively.

Apache Storm

Apache Storm is a real-time distributed processing system [75]. It is scalable and fault-
tolerant, makes sure that each data tuple is processed at least once and typically runs
on commodity clusters with many nodes. Applications in the Apache Storm world are

2http://incubator.apache.org/projects/s4.html, Last accessed: 2021-01-29
3http://samza.apache.org, Last accessed: 2021-01-29
4https://cloud.google.com/dataflow, Last accessed: 2021-01-29
5https://azure.microsoft.com/en-us/services/stream-analytics, Last accessed: 2021-01-29
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called topologies. A topology defines how the data is processed and how the data moves
between nodes. It consists of one or more data sources (data spouts) and operators
(bolts), which perform arbitrary functions on tuples (see Figure 2.3). Typical operations
include filtering, processing or storing [13]. Topologies operate on an endless stream of
data tuples and run forever until they are shut down.

Figure 2.3: Apache Storm topology (adapted from [6])

An Apache Storm cluster consists of two different types of nodes: a master node (runs
a daemon called Nimbus) and one or more worker nodes (each node runs a Supervisor
daemon) [6]. The master node assigns tasks to the worker nodes and monitors the whole
cluster. Worker nodes can span one or more worker processes and execute the tasks
assigned by the master node. For communication between nodes, Apache ZooKeeper6 is
used. Figure 2.4 shows the main components of a Storm cluster.

Furthermore, Apache ZooKeeper is used to keep track of the current state within a
topology. The Nimbus node as well as the Supervisors nodes are stateless, which results
in a more stable cluster, as the master and worker nodes can be replaced easily.

Apache Heron

Apache Heron is a real-time, distributed, fault-tolerant stream processing engine created
by Twitter. Heron was build to address issues related to scalability, debug-ability,
manageability and cluster resources allocation of Apache Storm [8]. In order to improve
debugging, profiling, and troubleshooting, topologies are process-based – with each
process running in isolation – and not thread-based like in Storm [76]. Furthermore,
Heron has a built-in back pressure mechanism to regulate the imbalance between the
incoming data rate and the processing rate. An empirical evaluation has shown that with

6https://zookeeper.apache.org, Last accessed: 2021-01-29
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Figure 2.4: Apache Storm cluster (adapted from [75])

this new architecture, Twitter was able to reduce CPU usage, improve throughput and
reduce tuple latencies [8]. Heron replaced Storm as the stream data processing engine
inside Twitter and is currently in incubation of the Apache Software Foundation7. It
is backward compatible with topologies of Apache Storm and advertised by Twitter as
an improved implementation of Storm [8]. Figure 2.5 shows the topology architecture
of Heron. The architecture is based on containers where each container runs a Stream
Manager, a Metrics Manager and several Heron Instances. Heron instances are the
counterpart to spouts and bolts in Apache Storm.

Apache Spark

Apache Spark advertises itself as a unified analytics engine for large-scale data processing,
which provides – due to in-memory persistence capabilities – much faster execution
times than MapReduce [77, 78]. The Apache Spark stack consists of several components
like Spark Core, Spark Streaming, Spark SQL, MLlib for machine learning and GraphX
for graph computation. Besides traditional batch processing, Spark supports scalable,
high-throughput, fault-tolerant distributed stream processing [77]. Since Spark 2.x, Spark
also supports Structured Streaming, a new scalable and fault-tolerant stream processing
engine built on the Spark SQL library. Unlike Storm or Heron, Spark Streaming uses
micro-batches for stream processing (see Figure 2.6). Instead of processing each data
record separately, micro-batching accumulates multiple records of data (e.g., over the
last few seconds) before processing them. Although the usage of micro-batches increases
the throughput, micro-batching does not allow true real-time processing and is therefore
not suitable for low latency requirements.

7http://incubator.apache.org/projects/heron.html, Last accessed: 2021-01-29
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Figure 2.5: Apache Heron topology architecture (adapted from [8])

Figure 2.6: Apache Spark Streaming (adapted from [9])

Spark Streaming uses a discretized stream (DStream), which represents a stream of
Resilient Distributed Datasets (RDDs). An RDD represents an immutable distributed
collection of objects, split into multiple partitions to provide fault tolerance. On the
other hand, Structured Streaming uses Dataframes and Datasets to process incoming
data. Dataframes are structured RDDs and allow to apply any SQL query on streaming
data. Datasets are an extension of Dataframes to provide a type-safe, object-oriented
programming interface. Spark 2.3 introduced a new processing mode called Continuous
Processing for low-latency stream processing.

Apache Flink

Like Apache Spark, Apache Flink is a distributed processing framework for stream
processing as well as batch processing. It is open-source, scalable, fault-tolerant, supports
a high throughput as well as low latencies and can be easily integrated into the Apache
Hadoop ecosystem. Unlike Spark Streaming, it is a true streaming framework and does
not use micro-batches to process streaming data. Compared to Apache Storm, Flink
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provides a more high-level API, which provides default functions like map, reduce, and
aggregate out of the box. Furthermore, it supports stateful stream applications and
guarantees that data is processed exactly-once, while Storm guarantees at-least-once
processing.

Apache Kafka

Apache Kafka is a distributed streaming platform and not necessarily a stream processing
framework. Kafka is often used as a message broker to transfer data between applications,
nodes or systems. It uses topics to categorize streams of data records and a publish-
subscribe paradigm on topics. Kafka is highly scalable and designed to handle arbitrary
amount of data as topics consist of partitions which are distributed across the cluster.
On top of that, Apache Kafka offers a library for processing and analyzing data stored in
Kafka called Kafka Streams. Kafka Streams is highly scalable, fault-tolerant, guarantees
exactly-once processing and does not require a cluster for data processing.

Apache Samza

Apache Samza is a real-time distributed stream processing framework. Samza relies on
Apache Kafka for streaming and Apache YARN (Yet Another Resource Negotiator) as a
cluster resource manager. Besides resource management, YARN provides fault-tolerance,
process isolation and the security model of Apache Hadoop. Samza supports stateful
stream processing, offers at-least-once processing, high scalability, low latency and high
throughput. Samza is tightly coupled with Apache Kafka but also supports other input
sources like HDFS.

2.4 Lambda Architecture

The lambda architecture design pattern has first been introduced by Nathan Marz (the
creator of Apache Storm) [15]. The main idea of the lambda architecture is to build big
data systems as a stack of layers [4]. Typically, the lambda architecture consists of three
layers: speed layer, serving layer and batch layer. The interplay of those three layers
makes it possible to process massive volumes of historical batch data, while simultaneously
using stream processing to have a real-time analysis of continuous data streams [79]. The
architecture allows to optimize latency, throughput, and fault-tolerance of long-running
queries by providing accurate data from the batch layer and recent data from the speed
layer. Nathan Marz describes the lambda architecture with three equations [15]. Batch
views are computed over the master dataset (see Equation 2.1), real-time views are
created by adding new incoming data to the real-time views (see Equation 2.2) and
queries are resolved by a batch view and real-time view (see Equation 2.3). Figure 2.7
gives an overview of the interplay between the different layers. In the following sections,
each layer is described in more detail.
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Figure 2.7: Lambda architecture (adapted from [15])

batch view = function(all data) (2.1)

real-time view = function(real-time view, new data) (2.2)

query = function(batch view, real-time view) (2.3)

2.4.1 Batch layer
The batch layer is a large datastore, which holds all the data. The idea behind this
layer is to precompute batch views on data which is used often. This has the benefit
that it is not necessary to process huge amounts of data every time (predefined) queries
should be resolved. Instead of computing the results of a query on-the-fly, the results
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are read from a precomputed view. In other words, the batch view allows to get the
query data very quickly, without processing the whole data from ground up. In most
cases, calculating those batch views are high-latency operations which take a long time
to finish. Furthermore, batch views need to be recomputed continuously if new data is
available. As a result, new arriving data is not included in batch views from the very
beginning and must be provided in a separate layer (see Section 2.4.3). Precomputed
views should allow random reads and must be therefore be indexed. A typical example
for a batch processing solution is Apache Hadoop.

2.4.2 Serving layer

In order to make batch views accessible, a further layer is used, called serving layer. As
soon as a new batch is available, the serving layer replaces the new batch with the old
one. The serving layer consists of a datastore, which allows to swap batches and random
reads on those batches. Random writes are not required as the datastore only replaces
full batches from the batch layer.

2.4.3 Speed layer

The purpose of the speed layer is to provide the most recent data, which are not represented
in the batch views. This layer holds data which arrive during the (re)computation of
batch views and compensates for the high latency of updates to the serving layer. The
datastore is continuously updated with new data. After the batch layer recomputed the
batch views and the serving layer replaced those new batch with the old ones, the speed
layer discards his data. Compared to the batch layer, the speed layer uses incremental
algorithms to update realtime views instead of recomputing the views from ground up.
Therefore, datastores for the speed layer must support random reads as well as random
writes.

2.4.4 Summary

Compared to fully incremental solutions (e.g., where an application directly reads from
and writes to one database) the lambda architecture provides better accuracy, latency,
and throughput [15]. Additionally, the lambda architecture reduces complexity and
improves fault-tolerance, scalability, maintainability, extensibility and debuggability [15].

In the context of data analytics, fog computing as well as the lambda architecture follow
similar goals. Among others, the lambda architecture tries to optimize the latency by
using precomputed batches and a speed layer to store the most recent data. Although
this is already a big improvement compared to fully incremental solutions, the data is still
located in the cloud. Querying data in the cloud is often not suitable for latency-sensitive
applications [17]. Fog computing tries to compensate for those use cases by extending
the cloud and providing additional resources at the edge of the network [17].

22



2.4. Lambda Architecture

As already stated in the introduction, the lambda architecture is typically implemented
in the cloud. However, the lambda architecture is very versatile and does not depend on
any particular technology or tools. Therefore, the usage of the lambda architecture in
combination with fog computing makes a lot of sense. For example, the different layers
of the lambda architecture could be implemented across fog computing infrastructure
to further optimize the latency. Especially the speed layer could be implemented in the
fog, as the speed layer only stores the most recent data. Moreover, the speed layer is
periodically cleared as soon as new data is included in the batch views and the views
are available in the serving layer. As a result, the speed layer does not require a lot of
storage space compared to the batch and serving layer.
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CHAPTER 3
Related Work

In the following chapter, state-of-the-art research and related work in distributed stream
processing are discussed. First, current research about distributed stream processing for
the IoT and fog computing is addressed. Second, related work with respect to the lambda
architecture design pattern is discussed. Third, related work regarding the evaluation
and testing of IoT-based applications in the fog are discussed. The chapter concludes
with a short summary of the findings from the previous sections.

3.1 Distributed Stream Processing for the IoT and Fog
Computing

Section 1.1 already mentions that a centralized approach like cloud computing is not
very suitable for emerging IoT applications like smart cities, smart manufacturing or
self-driving cars [11]. With the increase of data velocity and data volume, there is
the need for a new computing paradigm to address issues like high latency, limited
bandwidth, location awareness or privacy concerns [80]. Placing data analytics at the
edge of the network where the data is generated and stored could be a solution for
addressing aforementioned issues [12]. Furthermore, Section 1.1 states that distributed
stream processing frameworks have been designed for cloud computing environments and
are well established for homogeneous nodes within a local cluster [76]. However, existing
platforms fall short in providing efficient solutions for big data analytics in the fog while
the demand for processing large quantities of data in real-time is increasing [12]. Section
2.3 discusses open-source state-of-the-art distributed stream processing frameworks and
big data analytics in general. In this section, related work and recent research on
distributed stream processing approaches for IoT and fog computing are discussed.

There exist several publications which propose the use of fog computing to process
data in real-time and to address the aforementioned issues of IoT applications. For
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example, Hussain et al. present an architecture for a smart parking system and discuss
the suitability of fog computing for this scenario [81]. The architecture enables code
execution on IoT devices instead of using the cloud for computational tasks. Fog devices
are used to process and store local camera information about whether or not parking
spots are free for each point in time. Furthermore, the collected data is used to predict
empty parking spots in the near future. Data analytics on the fog nodes allow for efficient
real-time processing with low latency compared to a typical cloud-based solution [81].

Pfandzelter et al. present basic processing paradigms suitable for IoT data processing:
stream processing, batch processing and serverless functions. Depending on different IoT
use cases (event processing or data analytics) the paper discusses where to run (edge, fog
or cloud computing) each use case and describes which processing paradigm should be
used [11]. They argue that it is a question of pricing whether to use fog/edge computing
or the cloud. Cloud computing is cheaper for complex tasks on large data sets and
therefore more suitable in this application area. On the contrary, network bandwidth
could be expensive and limited. They propose that some preprocessing tasks like filtering,
transformation, encoding, or aggregation could be done in the fog to save bandwidth and
to use the cloud for further processing [11].

Yannuzzi et al. show that a smart combination of fog and cloud computing is the most
plausible solution for building an adaptable and scalable platform for the IoT [82]. The
authors argue that fog infrastructure is very suitable to process data especially if devices
move and a predictable latency is required.

Another very important factor to address high latency to the cloud is the placement of
processing operators in the fog. Hiessl et al. found that the optimization of the placement
of stream processing operators in the fog can be a very promising approach to improve
high latency delay of cloud computing [13]. The results show that the periodical optimal
placement of stream processing operators in the fog reduces the response time and the
cost, compared to optimizing the placement of operators only upon initialization.

Assunção et al. present an overview of conceptual and architectural approaches which
aim to place stream processing tasks closer to where the data was generated, to address
current fog-related issues [76, 83].

Yousefpour et al. give a comprehensive survey about fog computing and related edge
computing paradigms [80]. The authors provide a detailed overview of current fog-related
literature and categorize each research paper according to their defined taxonomy and
objectives. They also provide an overview of applications for fog computing and mention
that cloud-based data stream processing is not able to meet the needs of geographically
distributed IoT-systems [80].
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Table 3.1: Objectives to evaluate distributed stream processing approaches for fog
computing

Objective (abbr.) Description
Data processing (O1) Approaches are analyzed towards their data processing capa-

bilities and according to the layers of the lambda architecture
(speed-, batch- and serving-layer).

Latency (O2) Approaches address high latencies to the cloud by using com-
putational resources at the edge of the network.

Bandwidth (O3) Approaches address bandwidth limitations by using computa-
tional resources at the edge of the network.

Reliability (O4) Approaches discuss the reliability of the systems, including
fault tolerance and how the systems response to node or net-
work failures.

Scalability (O5) Approaches discuss the scalability and elasticity of the systems
(e.g., scalable across an arbitrary number of nodes, scalable
across fog and cloud resources).

Heterogeneity (O6) Approaches address the heterogeneous landscape of fog com-
puting infrastructure and do not assume a specific node type
or network.

Security (O7) Approaches address security and privacy aspects of fog comput-
ing, such as authentication, authorization and data encryption.

Generality (O8) Approaches are analyzed towards their field of application
(e.g., is the approach designed for a specific use case or is it
generally applicable).

Project state (O9) Approaches are analyzed towards their current state of the
project (discontinued, concept, research prototype or product).

3.1.1 Approaches and Current Research
Important approaches and state-of-the-art research for data stream processing at the
edge of the network are discussed in the following paragraphs [80, 76, 84]. In addition,
each approach is analyzed towards a predefined set of objectives, which have been partly
adapted form the aforementioned survey presented by Yousefpour et al. [80]. Table 3.1
describes these objectives.

Apache Edgent

Formerly known as Apache Quarks, Apache Edgent is an open-source programming model
for IoT data processing [85]. It offers a runtime for simple data analysis on edge devices
(e.g., sensors, gateway, etc.) and APIs to use established centralized stream processing
frameworks for complex tasks (partly addresses O6). Apache Edgent tries to reduce the
amount of data sent to the cloud for further analysis, by doing basic analysis on the
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device beforehand [85] (partly addresses O1). It is especially useful in the context of the
IoT, where network traffic, bandwidth or other resources are limited (partly addresses O2
and addresses O3). According to the documentation [85], Apache Edgent is designed for
specific use cases such as analyzing server logs or analyzing machine health on the edge
(partly address O8). Furthermore, the documentation does not mention any functionality
regarding scalability, reliability or security (does not address O4, O5 and O7). Although
Apache Edgent is part of the Apache Incubator Initiative, the project retired and is no
longer being developed actively1.

QoS-aware Scheduler for Apache Storm

In 2015, Cardellini et al. introduced a promising approach to use Apache Storm over a
fog computing infrastructure [10]. As has already been discussed in previous sections,
Apache Storm is designed to run on commodity hardware within a local cluster and is
not very suitable for highly distributed environments. In order to allow Apache Storm
to run in a geographically distributed and dynamic (fog) environment, the authors
extended the Apache Storm architecture and implemented a custom distributed QoS-
aware scheduler (addresses O1 and O8). Basically, they added three new components:
the AdaptiveScheduler, the QoSMonitor and the WorkerMonitor (see Figure 3.1) [10].
The AdaptiveScheduler runs the QoS-aware scheduling algorithm and assigns tasks to
the right worker nodes to reduce application latencies and traffic [10] (addresses O2
and O3). The monitoring components (QoSMonitor and WorkerMonitor) are used to
gather information about the system such as resource utilization, availability or network
information. Afterwards, the collected information is provided to the distributed scheduler.
Furthermore, functionality regarding scalability and reliability are provided by Apache
Storm, as the approach extends Storm (addresses O4 and O5). The results show that the
distributed QoS-aware scheduler outperforms the default Storm scheduler, improves the
application performance and enhances the system with runtime adaptation capabilities.
Janßen et al. proposed a similar approach for Apache Flink [86].

VISP

Another noteworthy approach to mention is VISP (VIenna ecosystem for elastic Stream
Processing) [87, 88]. VISP is an ecosystem for elastic data stream processing for the IoT,
which has been developed at TU Wien. VISP is a holistic approach which supports the
complete lifecycle of designing, deploying and executing complex processing topologies [87].
It addresses the specific needs for elastic data stream processing in the IoT, such as
location-aware deployment and the integration of heterogeneous devices (addresses O1 and
O6). Furthermore, VISP offers a Marketplace, where users can upload custom operators
and topologies. Topologies can be designed with a built-in graphical topology builder.
The VISP Runtime offers an environment to execute topologies published on the VISP
marketplace. The runtime can be deployed in the cloud or on computational resources at

1https://github.com/apache/incubator-retired-edgent, Last accessed: 2021-01-29
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Figure 3.1: Extended Apache Storm architecture (adapted from [10])

the edge of the network (e.g., cloudlets). VISP also offers a hybrid deployment where
different parts are deployed on different geographical locations (addressed O2 and O3).
The VISP runtime takes care of monitoring the system, detecting failures and scaling (e.g.,
deploying additional operators) if more computational resources are needed (addresses
O4 and O5). In comparison to other IoT streaming platforms, VISP offers a runtime, a
marketplace, a topology builder and on-premise deployment [87].

SpanEdge

Sajjad et al. propose a unifying stream processing approach over central and near-the-
edge data centers [89]. The idea behind this approach is to distribute stream processing
applications (addresses O1) across central data centers (first tier) and second tier data
centers located in the fog (partly addresses O6). The SpanEdge programming environment
allows programmers to specify where certain tasks of an application should be executed.
This allows to run latency-sensitive parts close to the data sources and to reduce high
latencies and bandwidth consumption (addresses O2 and O3). The same concept is used
to aggregate results, where aggregation tasks are executed on ideally located data centers
to reduce latencies, bandwidth usage and cost. Regarding the architecture, SpanEdge
uses a master-worker architecture consisting of two different worker types: hub- and
spoke-workers (see Figure 3.2). Hub-workers are located at central data centers and
spoke-workers at data centers on the edge of the network. The SpanEdge scheduler on the
master node makes sure that tasks are optimally distributed to hub- and spoke-workers.
The authors implemented a prototype based on Apache Storm and used an emulated
network environment to evaluate the prototype (addresses O8). As the prototype is
based on Apache Storm, SpanEdge is scalable and provides fault tolerance and reliability
guarantees (addresses O4 and O5). They showed that SpanEdge is able to optimally
deploy distributed stream processing applications and by doing that reduces latencies
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Figure 3.2: SpanEdge architecture (adapted from [89])

and bandwidth consumption.

GeeLytics

Cheng et al. propose GeeLytics, an edge analytics platform designed for large scale
geo-distributed IoT systems, which focuses on efficient real-time data processing at the
edge of the network and in the cloud [90] (addresses O1). Compared to existing stream
processing platforms, GeeLytics supports dynamic topologies which enable low latency
stream processing and minimize bandwidth consumption between the cloud and IoT
devices (addresses O2 and O3). GeeLytics is designed as a PaaS (addresses O8), which
considers the dynamic characteristics of a heterogeneous fog environment (partly addresses
O6) and currently available system resources to instantiate stream processing tasks in the
right place. This allows to process data close to where the data was generated or where
the results are consumed or in the cloud if needed. Another key feature is scalability,
GeeLytics is designed to scale up to thousands of geographically distributed nodes over
wide area networks [90] (addresses O5). GeeLytics has a master-worker architecture,
where the Topology Master refers to the master and the IoT Agents represent the workers
(see Figure 3.3). IoT agents deployed on computational resources in the cloud or in the
fog execute tasks wrapped in Task Containers. For communication, a publish/subscribe
mechanism is used. Furthermore, a Controller located in the cloud is used to manage
the resources and components of the platform. GeeLytics is still in the early stage facing
unaddressed challenges such as task scheduling, resource orchestration, reliability and
advanced security functionality (does not address O4 and partly addresses O7).

Frontier

O’Keeffe et al. propose Frontier, a resilient edge-based stream processing system for the
IoT [91] (addresses O1). Frontier operates at the edge of the network and does not rely
on a permanent connection to the cloud. It is designed for IoT devices within a wireless
network with unreliable network conditions (addresses O4). In Frontier, data-intensive
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Figure 3.3: GeeLytics architecture (adapted from [90])

IoT applications are expressed as continuous data-parallel streaming queries, which are
translated into dataflow graphs. The core idea behind Frontier is to increase the number
of possible network paths by adding replicas of operators. A high network path diversity
for query processing results in higher throughput and a more resilient system in unreliable
networks (addresses O2 and O3). Frontier dynamically chooses the best located operators
within the network, based on processing capabilities, queue lengths, network conditions
and a back-pressure stream routing algorithm (addresses O4, O6). The prototype of
Frontier runs on Raspberry Pis, Android and Linux devices. However, the prototype
implementation does not discuss any scalability or security functionality (does not address
O5 and O7). An experimental evaluation on six Raspberry Pis shows that the authors
were able to achieve significant speed-ups for the tested queries [91].

The NebulaStream Platform

Another approach to deal with fog-related challenges was introduced with the Nebula-
Stream Platform [92]. The authors argue that current systems are not yet ready for the
upcoming challenges of the IoT era. On the one hand, cloud-based stream processing
frameworks like Apache Flink or Apache Spark do not make use of the full capabilities IoT
devices offer. Typically, sensor data must be sent to a single server in the cloud, which
results in a bottleneck for a large sensor network with millions of active devices. The
authors show that the latency increases with the amount of sensors sending data [92]. On
the other hand, fog-based solution like Frontier [91] do not make use of cloud infrastructure
and only scale within the fog. However, the authors state that IoT applications of the
future should be able to exploit the capabilities of fog as well as cloud computing
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(sensor-fog-cloud environment) and as of today there does not exist such a system.

Zeuch et al. propose the NebulaStream (NES) platform to address the issues of current
state-of-the-art solutions. NES advertises itself as data management system for wireless
sensor networks which provides a general-purpose query execution engine and exploits
resources in the cloud and in the fog (addresses O1 and partly addresses O8). The
authors mention three characteristics that are not supported by current data management
systems: heterogeneity, unreliability and elasticity. The fog is a highly heterogeneous
environment and current approaches like virtual machines do not allow to fully exploit
the capabilities of the devices. Compared to other solutions, NES considers the hardware-
related capabilities of each device and generates hardware-tailored code to efficiently
utilize resources (addresses O6). Furthermore, hardware-tailored code helps to reduce
power consumption, while achieving the same performance. Unreliability refers to the
changing location, latency and throughput of IoT nodes (addresses O2 and O3). Current
approaches for load balancing, fault tolerance and correctness do not consider the fog
and cloud in combination. The same applies for elasticity, where current solutions
do not support to scale resources across different environments (addresses O5). NES
uses a fine-grained recovery strategy and applies different failure recovery approaches
on the sensor, fog and cloud layer (addresses O4). On the sensor layer, NES uses
sensors in close proximity to backup faulty sensors. Like Frontier, NES makes use of
multiple network paths to increase fault-tolerance on the fog layer. On top of that, NES
addresses security and privacy concerns by preprocessing data locally and transferring
only authorized or anonymized data over public networks (partly addresses O7). Like the
aforementioned approach, NES has a master-worker architecture (see Figure 3.4). The
NES Topology Manager orchestrates the topology consisting of workers. NES supports
dynamic topologies and each worker registers itself on startup. The NES Deployment
Manager translates an execution plan from the NES Optimizer into a node execution
plan and deploys them on the worker nodes. The NES Monitor gathers information
about the system and provides it to the optimizer to improve the placement of operators
within the topology. Although the NES platform is still under development, the authors
provide some early results on specific aspects. Experiments show that NES significantly
reduces the amount of data and sensor reads, provides low latency, increases throughput
and decreases energy consumption [92].

FogGuru

Battulga et al. present a fog computing platform based on Apache Flink, called Fog-
Guru [93]. FogGuru aims to make the deployment of applications on fog infrastructure
easier and to improve latencies, bandwidth usage, security and energy consumption
compared to cloud-based solutions. The platform uses a lightweight publish-subscribe
messaging system (MQTT) to ingest IoT data into the system. A Docker swarm cluster
is used for easy application orchestration in a fog computing environment. On top of
that, Apache Flink is used as the distributed stream processing framework (addresses
O1 and O8). Although Docker swarm as well as Apache Flink are scalable and provide
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Figure 3.4: NES architecture (adapted from [92])

fault-tolerance, the authors do not adequately address this topic in their paper (partly
addresses O4 and O5). For demonstration purposes, the setup was deployed on a cluster
consisting of five Raspberry Pis. The authors mention that in theory any device could
be used as a fog node (partly addresses O6). Practical experiments showed that the
prototype was able to process streams of data from IoT devices close to real-time. Unfor-
tunately, Battulga et al. do not share any information regarding latency or bandwidth
improvements. However, since FogGuru is designed to run at the edge of the network, it
is likely, that such as system positively addresses high latency and bandwidth utilization
to the cloud (addresses O2 and O3).

3.1.2 Discussion
This section summarizes and discusses the findings of the aforementioned approaches
from Section 3.1.1. Table 3.2 gives an overview of the findings according to the defined
objectives in Table 3.1. The symbols used in Table 3.2 refer to whether the authors
addressed (resp. discussed) the objective fully (�), partly (��) or not at all (�).

First of all, each of the aforementioned approaches are explicitly designed for stream
processing and therefore only address the speed layer and not the batch or serving layer
of the lambda architecture. As far as processing capabilities go, all approaches allow to
process and analyze data at the edge of the network to address fog-related challenges such
as high latency and bandwidth limitations to the cloud. For example, the QoS-aware
scheduler for Apache Storm approach, SpanEdge and FogGuru are based on established
state-of-the-art stream processing frameworks, while NES and Frontier provide a stream
query model for wireless sensor networks. Although the approaches based on Apache
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Table 3.2: Evaluation of distributed stream processing approaches for fog computing
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Apache Edgent [85] Discontinued �� � � �� � � � �� � ��
QoS-aware Scheduler for
Apache Storm [10]

Prototype � � � � � � � � � �
VISP [87] Prototype � � � � � � � � � �
SpanEdge [89] Prototype � � � � � � � �� � �
GeeLytics [90] Prototype � � � � � � � �� �� �
Frontier [91] Prototype � � � � � � � � � ��
NES [92] Prototype � � � � � � � � �� ��
FogGuru [93] Prototype � � � � � �� �� �� � �

Storm and Apache Flink are great for distributed stream processing, they are not as
suitable as other approaches for heterogeneous IoT devices with different computational
capabilities. Besides that, Docker-based approaches like GeeLytics and FogGuru allow
an easy integration of devices, as long as they are able to run Docker. The same applies
to the reliability of the systems, except for Apache Edgent and GeeLytics, which do
not discuss this topic. Especially, NES and Frontier are designed for unreliable network
conditions and make use of multiple network paths to increase fault tolerance. Frontier
optimizes network paths by considering processing capabilities, queue lengths and network
conditions, while the NebulaStream platform also generates hardware-tailored code to
efficiently utilize resources. According to the publications, nearly all approaches are
scalable across an arbitrary number of nodes. NES, VISP, SpanEdge and GeeLytics
scale across fog and cloud environments to exploit the capabilities of fog as well as cloud
computing. Although Frontier seems to provide some sort of scalability, the authors
do not discuss scalability in their paper; the same applies to Apache Edgent. Basically,
all approaches do not sufficiently address security or do not consider security at all.
NES actively addresses security and privacy concerns by preprocessing data locally
and transferring only authorized or anonymized data over public networks. GeeLytics
authenticates devices when they try to join the network. Regarding the project state, all
the aforementioned approaches – except for Apache Edgent – are research prototypes
and to the best of our knowledge only VISP is open-source2 and accessible to the public
to test and carry out further experiments.

2https://visp-streaming.github.io, Last accessed: 2021-01-29
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3.1.3 Commercial Solutions

As has already been stated at the beginning of this chapter, fog computing has been
proposed as a solution to address current issues of IoT applications. This trend has led
well-known public cloud providers like Microsoft, Amazon or Google to expand their
services for the IoT and to invest in further research and development [94, 95]. For
example, Amazon offers with AWS IoT Greengrass a service to extend the AWS to edge
devices [96]. This allows edge devices to filter and process data locally and to send only
necessary data to the cloud. In the cloud, well-established stream processing frameworks
can be used for further processing. Microsoft as well as Google offer with Azure IoT
Edge [97] and Google Cloud IoT [98] similar solutions to process and analyze data on
edge devices.

Das et al. present some benchmarking results for AWS Greengrass and Microsoft Azure
IoT Edge [99]. The authors tested end-to-end latency, bandwidth utilization, local
resource utilization and infrastructure cost for audio-to-text decoding, image recognition
machine learning and sensor processing applications. They found that the provided
services for edge computing are a promising alternative to cloud computing for light
computational workloads [99].

3.2 Lambda Architecture for Distributed Stream
Processing

We have already talked about the idea behind the lambda architecture design pattern in
Section 2.4. The lambda architecture consists of three layers: speed layer, serving layer
and batch layer. The interplay of those three layers makes it possible to process massive
volumes of historical batch data, while simultaneously using stream processing to have a
real-time analysis of continuous data streams [79].

Kiran et al. present an implementation of the lambda architecture design pattern for
cost-effective batch and speedy big data processing [16]. The authors found that public
cloud solutions like Amazon Web Services (AWS) or Microsoft Azure provide a feasible
backend for batch and real-time data processing for application scenarios like smart
cities [16]. Especially, AWS allows for a cost-optimized implementation of the lambda
architecture design pattern for batch and real-time data processing.

Martín et al. propose an edge computing architecture for the IoT [100] based on the
λ-CoAP architecture [101]. The λ-CoAP architecture proposes the use of cloud computing
to overcome limited processing, storage and networking capabilities for data generated
by the IoT. A smart gateway is used to interconnect the lambda architecture running
in the cloud and heterogeneous IoT devices connected over CoAP. The proposed λ-
CoAP [101] edge computing architecture extends the smart gateway with basic processing
capabilities (e.g., data filtering and data aggregation) to address latency and bandwidth
limitations [100].
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Figure 3.5: Lambda architecture for maintenance analysis (adapted from [100])

Yamato et al. propose a lambda architecture adaptation for real-time predictive mainte-
nance [102]. The proposed architecture targets machine maintenance in smart factories,
where IoT devices are used to collect and analyze sensor data. The authors argue that
current solutions have three major problems, when IoT platforms are used for manu-
facturing and maintenance applications: no sufficient real-time analysis on site, high
cost to collect sensor data and send it to the cloud for analysis, and last but not least
high cost to configure rules for failure detection [102]. To address those issue, Yamato
et al. propose a maintenance platform using the lambda architecture design pattern.
A machine learning framework for distributed stream processing (Jubatus3) is used to
detect anomalies by analyzing sensor data at the edge (speed layer). Detected failures are
communicated to maintenance applications running in the cloud. Furthermore, stored
sensor data on the edge is sent to a database in the cloud for a detailed analysis (batch
layer). Figure 3.5 shows the proposed architecture.

Darwish et al. present the usage of the lambda architecture for real-time big data analysis
in the Internet of Vehicles (IoV) [103]. Intelligent Transportation Systems (ITS) become
more and more data-intensive and there is an increasing demand to process data in
real-time. Sending huge amounts of data from geo-distributed devices to the cloud for
data analytics faces many issues such as network overhead, bandwidth limitations and

3http://jubat.us/en/, Last accessed: 2021-01-29
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high latencies. For latency-sensitive applications like transport system, fog computing
is considered a promising approach to address the aforementioned issues. However, fog
computing alone is not sufficient due to computation and storage limitations. Both, the
cloud and the fog should be used in such an environment. In order to analyze historic and
new data efficiently, the lambda architecture is used to avoid high costs and high latencies
from long-running queries. The authors propose a real-time intelligent transportation
system big data analytics (RITS-BDA) architecture, where the three different layers of
the lambda architecture are distributed across the cloud and the fog [103].

Wang et al. present the Phi architecture, an architecture utilizing the lambda architecture
design pattern for industrial big data processing in aviation manufacturing [104]. The
authors propose the integration of a feedback loop to update algorithm parameter on edge
computing nodes. Parts of the architecture (in particular Apache Kafka) are deployed on
the edge of the network to address shortcomings of traditional data processing architecture
such as high latencies to the cloud. Furthermore, a microservice approach is used to
improve stability, flexibility and expandability of the system.

Kreps proposes to just use a streaming engine to do all the data processing [105]. The
author argues that implementing the lambda architecture in distributed frameworks like
Storm and Hadoop is very complex and there should be a framework that abstracts
over both the real-time and batch framework. The higher level framework compiles
down to stream processing or MapReduce jobs. An example for such an framework is
Summingbird4. Lin also discusses a similar approach [106].

Sanla et al. provide a comparative performance analysis between the lambda and kappa
architecture [107]. The kappa architecture omits the batch layer and only consists of a
streaming layer for real-time data processing and a serving layer. Experiments with a
data size of 3 MB, 30 MB and 300 MB show that the lambda architecture outperforms
the kappa architecture for the accuracy test, while using double the processing time [107].

3.3 Fog Computing Infrastructure
The evaluation and testing of IoT-based application prototypes can be very challeng-
ing [108]. Using the target environment for evaluation is often not feasible nor practical.
Setting up a target-like environment using real hardware can be very expensive and
often requires a lot of domain knowledge [108]. As a result, a first evaluation is typically
performed on a simulated or emulated IoT environment; further experiments are then
executed on testbeds [80, 108].

Over the last years, the simulation of IoT, fog and edge environments were under extensive
research. As of today there exist a large number of simulators, such as iFogSim [109]
IOTSim [110], EdgeCloudSim [111] or Cooja [112]. Although such simulators are very
useful to test specific parts of applications for the IoT, like network protocols or placement
strategies. There is no all-in-one simulator for a detailed end-to-end evaluation [108].

4https://github.com/twitter/summingbird, Last accessed: 2021-01-29

37

https://github.com/twitter/summingbird


3. Related Work

Moreover, simulation results may not represent the results of a real environment and
should be treated with caution [113].

Besides simulators, emulators allow to perform experiments with real applications [108].
There exists a number of frameworks, which can be used to emulate fog computing
environments, such as Emufog [114], Fogbed [115] or MockFog [22]. Emulation frameworks
are typically based on Docker, which emerged to be an attractive technology to emulate
fog-like environments [116]. For example, Emufog allows to run docker applications on
nodes in their topologies and to emulate the network between the nodes using MaxiNet5.
While EmuFog is designed for local host emulation, Fogbed and Mockfog support a
distributed deployment. In particular, MockFog can be used to emulate fog computing
infrastructures in the cloud (Amazon EC2 or OpenStack), e.g., by using multiple EC2
instances representing different IoT devices [22].

Another option to evaluate IoT-based applications are testbeds. Testbeds allow the
evaluation of IoT applications in a real environment and allow for an in-depth analysis.
Open testbeds like FIT IoT-LAB [117] or SmartSantander [118] emerged to provide
users a platform to easily run experiments on real hardware without the overhead of
setting-up such environments themselves [108]. Although testbeds give a good option to
evaluate IoT applications, testbeds are usually very complex and designed for specific use
cases, with each testbed offering different capabilities [108, 119]. FIT IoT-LAB consists
of 2728 low-power wireless nodes and 117 mobile robots for large-scale wireless IoT
experiments [117]. SmartSantander allows to evaluate IoT applications for the smart city
domain. It consists of a heterogeneous set of IoT devices deployed all over the city of
Santander in Spain [118].

3.4 Conclusion

With the increase of data velocity and data volume, centralized solutions are no longer
sufficient for large-scale IoT applications. As of today, there exist many approaches that
propose fog computing and especially data analytics at the edge of the network as a
solution to address current challenges and issues of IoT-based applications [80]. However,
there is no established consumer-ready distributed stream processing framework for fog
computing.

Section 3.1.2 already discusses current approaches in detail. Probably the most promising
approach for wireless sensor networks has been introduced with the NebulaStream
platform [92]. Battulga et al. present an approach which uses a state-of-the-art distributed
stream processing framework (Apache Flink) for data analytics at the edge of the
network [93]. As this work focuses on the implementation of the lambda architecture
over fog computing infrastructure, rather than implementing the next stream processing
framework for the fog, this might be an interesting approach to follow further.

5https://maxinet.github.io/, Last accessed: 2021-01-29
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3.4. Conclusion

To analyze historic and new data efficiently, the lambda architecture design pattern has
been introduced. Although the field of big data is under extensive research, there is – to
the best of our knowledge – very little active research regarding the lambda architecture
design pattern over fog computing infrastructures. A noteworthy approach was introduced
by Darwish et al., who presented a concept of using the lambda architecture for real-time
big data analysis in the transportation domain [103]. However, there is no general
implementation of the lambda architecture for distributed stream processing in the fog.
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CHAPTER 4
Requirements Analysis and

Design

After the discussion of the background in Chapter 2 and of the related work in Chapter 3,
this chapter describes the required functionality to address the problem statement of
Chapter 1 and subsequently presents the architecture of the solution approach.

4.1 Requirements
The introduction as well as the motivational scenario already discussed that current state-
of-the-art stream processing solutions are not suitable to process data in real-time in the
context of the IoT, while also efficiently making use of historical data. Chapter 3 concludes
that there is the need to process data in close proximity to where the data was generated,
in order to address latency and bandwidth limitations of current data stream processing
approaches. However, Chapter 3 also states that there is no established consumer-ready
distributed stream processing framework for fog computing and especially, there is
no general implementation regarding the lambda architecture for distributed stream
processing in the fog. Although there is a lot of current research regarding distributed
stream processing on the edge of the network, none of the approaches which have been
discussed in Chapter 3, take historical data into account. In order to implement the
lambda architecture for distributed stream processing in the fog, the following functional
as well as non-functional requirements have been defined.
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4.1.1 Functional Requirements

• Data processing

– Stream processing
The system should be able to process data close to real-time. If possible,
established distributed stream processing frameworks such as Apache Flink
should be used (see Section 2.3.1).

– Batch processing
Besides stream processing, the system should be able to process huge amounts
of historical data. For example, the MapReduce programming model in
combination with Apache Hadoop is a prominent example for this purpose.

– Operators
The system has to provide state-of-the-art stream processing functionality and
has to support standard stream processing operators, like mapping, filtering,
joining, aggregating or splitting data streams.

• Latency and bandwidth
Another important requirement for real-time distributed stream processing for
IoT sensor networks is to reduce the latency and bandwidth usage to the cloud.
Providing low latency is crucial in various use cases, such as smart manufacturing
or transportation (see Section 2.1.3).

• Data storage
The system should be able to store recent and historical data. Usually, all the data
is stored in the cloud, where a lot of cheap storage is available. Using the cloud to
store historical data is perfectly fine as data accumulated over several years requires
a lot of space. However, recent data should be stored as close as possible to where
the data was generated to address latency and bandwidth limitations.

4.1.2 Non-Functional Requirements

• Lambda architecture
In order to take advantage of both batch and stream processing, the system should
implement the lambda architecture design pattern. This architectural style allows
to process massive volumes of historical data, while simultaneously using stream
processing to provide a real-time analysis of continuous data streams. Furthermore,
the system should efficiently make use of the batch, serving and speed layers.

– Batch layer
The batch layer consists of a storage solution, which stores all the data (master
dataset). The storage solution should be scalable, fault-tolerant and able to
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efficiently append new data while providing immutability of existing data.
Furthermore, the batch layer should be able to generate views on the master
data. As the master data usually consists of huge amounts of data, the batch
layer should be able to process those batch views in parallel over multiple
nodes.

– Serving layer
The serving layer stores the precomputed views from the batch layer and
must efficiently replace old batch views with new ones (batch writeable).
Furthermore, the database for the serving layer should allow random reads.
Random writes are not required, as the datastore only replaces full batches
from the batch layer. Like the storage solution for the batch layer, the database
for the serving layer should be scalable and fault-tolerant.

– Speed layer
The speed layer holds the most recent data (real-time view) and is continuously
updated with new data. The database for this layer should support random
reads and random writes, scalability and fault tolerance. Furthermore, the
storage solution should be located on the edge of the network in close proximity
to the data sources to address latency and bandwidth limitations.

• Fog Computing
In the context of the IoT, data is usually generated by IoT devices located on
the edge of the network. To process IoT data on a large scale, there is the need
to push the processing of data closer to the edge of the network, where the data
is generated and stored. To address this issue, fog computing should be used to
address limitations of cloud computing such as high latencies and bandwidth usage.
However, the system should not only focus on infrastructure located on the edge
of the network, it should also make use of resources located in the cloud, when
needed.

• Reliability
It has already been mentioned that the storage solution for the speed layer should
be fault-tolerant, as the speed layer operates in a dynamic environment on the
edge of the network, where resources are not as reliable as for example resources
operating in the cloud. However, this attribute also applies to the system in general
but especially to those parts which run in the fog.

• Scalability
To process large amounts of data, it is necessary that the system is scalable across
a large number of nodes, in the cloud as well as in the fog.

• Heterogeneity
The solution approach should address the heterogeneous landscape of fog computing
infrastructure and should not assume a specific type of node or network.
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4.2 Architecture

The main goal of the architecture is to process data in close proximity to the data sources
to avoid high latency and bandwidth usage to the cloud. Instead of sending all the data
to the cloud, process it in the cloud and send the results back, the idea is to process data
streams over fog computing infrastructure in a distributed way over several fog nodes.
Furthermore, the architecture implements the lambda architecture design pattern to
process massive volumes of historical data, while simultaneously using stream processing
to provide a real-time analysis of continuous data streams. There are a number of ways to
build such an architecture. Section 3.1.1 already discussed how such approaches can look
like. However, none of the approaches considers the lambda architecture to efficiently
make use of historical data. In the following sections, important design decisions regarding
how data is processed and the lambda architecture are discussed. Section 4.2.3 and
Figure 4.1 summarize the intended architecture.

4.2.1 Distributed Stream Processing

As already mentioned, state-of-the-art stream processing approaches are usually deployed
in the cloud. This approach is good for many use-cases, which do not rely on low latency
and where bandwidth consumption is not an issue. However, for application fields like
smart manufacturing or transportation (e.g., autonomous driving), it is crucial to provide
low latency. To overcome these shortcomings, the intended architecture processes data
streams in the cloud as well as in the fog. Stream processing in the cloud is used to
process data and store the data for later usage (e.g., batch processing over historical
data). In addition to stream processing in the cloud, data streams are also processed in
close proximity to the data sources to support use cases that require low latency. The
conclusion of the last chapter (Section 3.4) already stated that this work focuses on the
implementation of the lambda architecture over fog computing infrastructure, rather
than implementing the next stream processing framework explicitly designed for the
fog. Furthermore, recent research shows that using state-of-the-art stream processing
frameworks over fog computing infrastructure is a promising approach to follow.

Stream Processing Frameworks

Section 2.3.1 already described current state-of-the-art distributed stream processing
frameworks. According to the literature, the most well-known, discussed and compared
stream processing frameworks are Apache Strom, Apache Spark and Apache Flink [21, 120,
121]. Probably the most promising candidate for stream processing over fog computing
infrastructure is Apache Flink, which has has been chosen for a couple of reasons:

• Flink is open-source, scalable, fault-tolerant, supports a high throughput and can
be easily integrated into the Apache Hadoop ecosystem.
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• Flink is very suitable for latency-critical applications, as it supports real-time
stream processing out-of-the-box (e.g., compared to Apache Spark, which uses
micro-batches to process data streams)

• Flink provides a rich set of common stream processing operators [122, 123].

• Flink has been tested on devices with rather low computational resources. Battulga
et al. successfully deployed a Flink topology on a cluster consisting of Raspberry
Pis [93].

• Flink does not necessarily rely on third-party components, like Apache Storm
depends on Apache ZooKeeper, and is therefore more lightweight. For example,
Cheng et al. mention in their paper, that according to a report by Yahoo, Apache
ZooKeeper is not suitable for a large Apache Storm cluster with over 1000 nodes
due to a bottleneck of ZooKeeper [90]. However, Apache Flink can be configured
in high-availability mode1, which requires Apache ZooKeeper or Kubernetes.

Looking on the pure number of some benchmarks, Apache Flink is able to outperform
Apache Strom and Apache Spark on benchmarks such as the Yahoo Streaming Bench-
marks (YSB) [120]. However, Spark was able to outperform both in terms of throughput,
with the usage of longer batching intervals (micro-batches). Unfortunately, increasing the
batch size also significantly increases the latency, which is not suitable for latency-critical
applications [120, 121].

Furthermore, Janßen et al. propose a scheduler for Apache Flink to address the geograph-
ically distributed heterogeneous resources of the fog [86]. The implemented prototype
shows that heuristic algorithms, which consider QoS metrics such as bandwidth, latency,
and node capacities are significantly better at scheduling tasks across heterogeneous
network topologies. Although the possible improvements strongly depend on the network
topology, such a scheduler could also be implemented for this work in the future.

A similar approach has been introduced by Cardellini [10], which has been already
discussed in Section 3.1.1. The QoS-aware Scheduler for Apache Storm allows to efficiently
use Apache Strom in distributed environments. The prototype is based on Apache Storm
v0.9.3, which has been released on Nov 25, 2014. Since then, “an immense number of
new features, usability and performance improvements have been implemented” in Storm,
according to the release notes2. The latest version of Storm (2.2.0) has been released on
Jun 30, 2020. Although the source code of the QoS-aware Scheduler for Apache Storm is
available on GitHub3 and it would be possible to implement the adapted scheduler in
the newest version of Storm, it may not be feasible since a similar approach has been
proposed for Flink and Flink provides better performance and usability. Furthermore,
implementing a QoS-aware scheduler is a rather complex and time-consuming task.

1https://ci.apache.org/projects/flink/flink-docs-stable/deployment/ha/, Last accessed: 2021-01-29
2https://storm.apache.org/2020/06/30/storm220-released.html, Last accessed: 2021-01-29
3https://github.com/matnar/uniroma2-storm, Last accessed: 2021-01-29
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Message Broker

Typically, IoT devices (e.g., sensors) publish their data to a message broker located in
the cloud, which unifies and aggregates the data before it is processed. Deploying such a
message broker on fog computing infrastructure allows the fog-located stream processing
topology to benefit from low latencies, as the data is not sent to the cloud first. The
cloud-located stream processing topology consumes data from the message broker in the
fog. As the message broker is deployed in the fog and the cloud- and fog-located stream
processing topologies consume the data from there, the message broker should be able to
scale across a number of fog nodes to improve fault tolerance in case of a node failure.

A distributed event streaming platform which meets those requirements is Apache
Kafka [124]. Apache Kafka offers high throughput, scalability and high availability. This
is achieved by replicating topics across multiple brokers to ensure the data is not lost
in case something goes wrong. Although Apache Kafka has been originally designed
for the cloud, Kafka can also be used on fog devices [125]. Additionally, Apache Kafka
integrates nicely with Apache Flink.

For Machine-to-Machine communication between devices with very limited computational
resources, the MQTT4 protocol is a widely-used option. MQTT is a lightweight pub-
lish/subscribe messaging protocol that has been developed for connecting remote devices
with minimal network bandwidth. There exist many message broker implementation
which support MQTT such as RabbitMQ5, ActiveMQ6, HiveMQ7 or Eclipse Mosquitto8.
Especially, RabbitMQ and HiveMQ are widely-used message brokers for intermachine
communication [126]. Like Kafka, both can be scaled across several nodes to provide
high availability by replicating data (e.g., exchanges). Furthermore, Apache Flink offers
an out-of-the-box connector to consume data from RabbitMQ.

However, a MQTT message broker does not necessarily replace Kafka and vice versa [127].
There are several use cases which work best with both types of message brokers. For
example, Kafka is the most suitable option if data streams need long term message
storage or consumer need to replay message (e.g., in case of a node failure). Furthermore,
Kafka could be used if several MQTT message broker are deployed in geo-distributed fog
environments which aggregate the sensor data for a specific area and report the data
to Kafka for stream processing. In such a scenario, a MQTT message broker can act
as a IoT gateway to consume MQTT messages and subsequently write the messages to
Kafka [128]. To do so, the Confluent Platform offers a MQTT connector9 to consume
MQTT messages from a MQTT broker and a MQTT proxy10 to directly consume MQTT
messages.

4http://mqtt.org/, Last accessed: 2021-01-29
5https://www.rabbitmq.com/, Last accessed: 2021-01-29
6http://activemq.apache.org/, Last accessed: 2021-01-29
7https://www.hivemq.com/hivemq/, Last accessed: 2021-01-29
8https://mosquitto.org/, Last accessed: 2021-01-29
9https://docs.confluent.io/kafka-connect-mqtt/current/index.html, Last accessed: 2021-01-29

10https://docs.confluent.io/platform/current/kafka-mqtt/index.html, Last accessed: 2021-01-29
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Kafka also integrates nicely with Apache Hadoop. For example, the Confluent Platform
offers a HDFS connector11 for Kafka to export topics directly to HDFS. This is a useful
option if Kafka is used as a message broker for stream as well as batch processing
(e.g., suitable for implementing the lambda architecture). Additionally, Kafka allows to
configure to send data in batches to increase throughput.

In the end, the choice of the message broker strongly depends on the specific use case
and can not be answered in general. Kafka is the first choice for stream processing and
offers the best integration to third-party stream and batch processing frameworks, while
MQTT brokers like RabbitMQ or HiveMQ are more suited to consume sensor data from
a large number of nodes [129].

For the sack of simplicity within the scope of this thesis, a separate MQTT broker will
not be used for sensor data, but can be implemented in the future, if needed.

4.2.2 Lambda Architecture
As the name implies, the lambda architecture is an architecture which defines how data
is processed and stored. As a result, the architecture is tightly coupled with a distributed
stream processing framework and storage solutions, like HDFS. Most importantly, the
lambda architecture is usually implemented in a data center located in the cloud [15].
However, to address the latency and bandwidth requirements, it is necessary to deploy
the speed layer in close proximity to the data sources. Compared to a traditional
implementation of the lambda architecture, the intended architecture uses a fault-tolerant
distributed database across fog computing infrastructure to store the most recent data
(speed layer). The most important requirements – for each layer of the lambda architecture
– have already been defined at the beginning of this chapter. In the following sections,
suitable solution candidates for each layer are discussed.

Batch Layer

The requirements for the batch layer are very loose and a lot of storage solutions fulfill
such requirements. However, the simplest and most suitable storage solution for the
batch layer are file systems. File systems are able to efficiently append new data as data
is stored sequentially on disk. Furthermore, file systems enforce the immutability of data
by setting proper file permissions. Unfortunately, traditional file systems are not scalable
nor are they fault-tolerant. Luckily, distributed file systems meet these requirements.
Distributed file systems are very similar to traditional file systems with the difference
that distributed file systems store the data across a cluster of nodes. In the case of a
node failure, the data would still be accessible. A distributed file system such as HDFS
is very well suited to store the master dataset [15].

As the requirements for the batch layer are that loose, in theory any fault-tolerant
distributed data store could be used as the storage solution for the batch layer. However,

11https://docs.confluent.io/kafka-connect-hdfs/current/index.html, Last accessed: 2021-01-29
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alternatives to distributed file systems often offer many things the batch layer does not
require and therefore unnecessarily increase complexity [15]. Compared to HDFS, public
cloud providers offer more elastic and therefore cheaper to operate alternatives such as
Amazon’s S3, Microsoft’s Azure Blob Storage, and Google’s Cloud Storage.

Besides storing the master dataset, the batch layer generates batch views for specific
predefined queries. This way, it is not necessary to process all the data every time a
predefined query has to be resolved. In the Hadoop ecosystem, there are a couple of ways,
how a batch view can be generated. The approach strongly depends on the use case
and the used framework (e.g., using MapReduce, Spark, Flink). However, if the master
dataset is stored on HDFS, the MapReduce implementation of Hadoop is one possible
way to generate a batch view. To avoid implementing MapReduce jobs manually, a
framework for data warehousing on top of Hadoop such as Apache Hive can be used [130].
Hive provides a declarative SQL-like query language, named HiveQL. HiveQL queries
are translated into MapReduce jobs. The results of Hive queries can be stored as batch
views in the storage solution of the serving layer.

Besides Hadoop, there exist other data processing frameworks for batch processing.
Two of the described stream processing frameworks in Section 2.3 can also be used for
batch processing. Those two frameworks are Apache Spark and Apache Flink. Both
are prominent alternatives to MapReduce and big data analysis in general. Compared
to MapReduce, both alternatives are rather new frameworks and provide better usabil-
ity. However, it strongly depends on the requirements, circumstances and third-party
libraries which framework should be used. Another important point which should not be
disregarded is the type of data which is processed and analyzed, as the performance can
vary between different data sets and frameworks. However, according to recent research
Spark and Flink are able to execute jobs faster than MapReduce [131].

Serving Layer

The serving layer stores the precomputed views from the batch layer. One storage solution
which meets the requirements for the serving layer is Apache Hbase [132]. Hbase is a
fault-tolerant and highly scalable, column-oriented data store built on top of HDFS,
which supports random access (read and write). Pure HDFS is not as suitable as Hbase
as in HDFS only full blocks can be read, which are 128 MB per default. Hbase is not the
only suitable candidate, but it is nicely integrated with Apache Hive and the Hadoop
ecosystem, which makes Apache Hbase a good fit as the storage solution for the serving
layer.

In the next section, possible storage solutions for the speed layer are discussed, which
are technically also suitable candidates for the serving layer. However, as the serving
layer is tightly coupled with the batch layer, it makes a lot of sense to use related storage
solutions, like HDFS and Hbase.
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Speed Layer

The speed layer holds the most recent data (real-time view), is continuously updated with
new data and usually operates like the batch and serving layers in the cloud. To meet
the requirements of this work, the storage solution should be located on the edge of the
network in close proximity to the data sources in order to address latency and bandwidth
limitations. Furthermore, the storage solution has to be fault-tolerant and scalable over
multiple nodes as processing and storage capabilities of a single fog node are usually
limited and nodes on the edge are more error-prone and not as fail-safe as nodes running
in the cloud. Apache Cassandra is a decentralized structured storage system, which
meets the requirements stated at the beginning of this chapter [133]. It is designed to run
on very large clusters with commodity hardware, where data is automatically replicated
across the nodes within a cluster. On top of that, Cassandra features a masterless
architecture with no single point of failure and an SQL-like query language called CQL.
Although Cassandra is not intended to run on small servers in production, it is possible
to run Cassandra on devices with limited computational resources such as Raspberry
Pis [134].

Many other scalable and fault-tolerant data stores with random access capabilities are
also valid and possible candidates for the speed layer, such as MongoDB, CouchDB or
Redis. For example, MongoDB can be setup as a cluster like Cassandra but does not
feature a masterless architecture and is therefore not as fault-tolerant as Cassandra (e.g.,
if the MongoDB primary node is unavailable, write operations can not be processed until
a new primary node has been selected).

Another interesting approach – which could be implemented in the future – has been
proposed by Mayer et al. called FogStore [135]. FogStore tries to optimize distributed
data store originally developed for the cloud by providing a fog-aware replica placement
and context-sensitive differential consistency.

4.2.3 Summary
Figure 4.1 shows the architecture of the solution approach utilizing the lambda architecture
design pattern.

For batch processing and data analytics, the Apache Hadoop stack is a perfect fit.
The master data will be stored on HDFS (batch layer of the lambda architecture) and
MapReduce in combination with Hive will be used to create batch views. MapReduce has
been chosen as it is already included in the Apache Hadoop stack. However, using Apache
Flink or Apache Spark for batch analytics is just as valid as using plain old MapReduce.
Batch views will be stored on Hbase (serving layer of the lambda architecture), which is
a great fit if HDFS is used.

Stream processing will be used in the cloud as well as in the fog to avoid high latency to
the cloud for latency-sensitive applications. Therefore, Apache Flink will be used in the
cloud and the fog as Flink supports real-time stream processing and provides a rich set of
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Figure 4.1: Architecture of the solution approach

pre-implemented operators. Stream processing in the cloud will be used to provide more
flexibility if data need to be adapted before storing the data to HDFS. In the fog, Apache
Flink will be used to process, analyze and store incoming data stream in real-time. As
the storage solution for the speed layer in the fog, Apache Cassandra will be used.

For this work, sensor devices on the edge of the network will directly communicate with
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Apache Kafka. However, an (additional) MQTT broker could be used in the future if
sensor devices or the network require the usage of MQTT.

This solution approach shows one way to implement the lambda architecture over fog
computing infrastructure. Depending on the use case and further requirements, alternative
frameworks and data stores may also be suitable. The next chapter describes how the
services can be efficiently deployed in the cloud and the fog, as well as the technical
implementation of the lambda architecture.
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CHAPTER 5
Implementation

Chapter 4 already specified the general architecture to address the problem statement.
This chapter discusses how such an architecture can be implemented from a more
technical point of view. First, the hardware and software configuration of fog and cloud
infrastructure are discussed. Next, it is described how fog nodes can be efficiently utilized
and orchestrated. The following chapters present the implementation of the lambda
architecture as well as the implementation of non-functional requirements. Last but not
least, limitations of the implemented solution approach are discussed.

5.1 Infrastructure Setup

5.1.1 Fog Infrastructure

Setting up a target-like environment using the exact hardware can be very challenging,
expensive and often requires a lot of domain knowledge. Thus, a first evaluation is typically
performed on a simulated or emulated IoT environment (see Section 3.3). Unfortunately,
simulation frameworks are not very suited for end-to-end evaluation of a whole system.
Emulating a fog computing infrastructure is the better option when it comes to end-to-end
testing, as already discussed in Chapter 4. In particular, MockFog [22] can be used to
emulate fog computing infrastructures on public cloud providers like AWS. MockFog uses
Ansible1 scripts to bootstrap AWS EC2 instances and connects the instances by a private
network. Furthermore, MockFog deploys a node agent on each instance to manipulate
the network to simulate real network conditions of fog devices. On top of that, MockFog
allows to deploy applications as docker containers.

1Ansible is a tool for application deployment which enables infrastructure as code (IaC).
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Table 5.1: Hardware configuration of emulated fog infrastructure

EC2 Instance t4g.small t4g.micro

Architecture ARM
Operating system Amazon Linux 2
Kernel 4.14.173-137.229
CPU 2 vCPUs
Baseline Performance/vCPU 20% 10%
Memory 2 GiB 1 GiB
Storage EBS General Purpose (SSD)
Network up to 5 Gbps

Hardware Configuration

To host a target-like environment, multiple EC2 t4g.small instances have been used,
which represent different IoT devices with limited computational capabilities (e.g., a
Raspberry Pi 3/4). Edge devices like sensors have been emulated on t4g.micro
instances. A t4g.small instance offers 2 vCPUs, 2 GiB memory and up to 5 Gbps
network bandwidth, while a t4g.micro offers only 1 GiB memory.

Besides the t4g instance type, AWS also offers the a1 and the m6g ARM-based general
purpose instance types. The AWS t4g instance type has been chosen, as it is the
cheapest option and together with the a1 instance type, the most comparable option to
a Raspberry Pi. AWS t4g instances use a custom-built 64-bit ARM AWS Graviton2
Processor. However, the vCPU baseline performance is much lower, as shown in Table 5.1.
AWS t4g instances are burstable instances and accumulate CPU credits over time,
when operating below the baseline. A t4g.micro instance earns 12 credits per hour, a
t4g.small instance earns 24 credits per hour. One credit allows the instance to fully
utilize a vCPU core for 1 minute.

Software Configuration

The solution approach uses containers to deploy the required software and tools on fog
nodes. Therefore, a container runtime must be installed on each fog node. This proof-
of-concept relies on Docker (19.03.6-ce) as the container runtime (see Section 5.2.2).
Other tools and frameworks required for the setup process of the fog computing infrastruc-
ture are automatically installed by MockFog with Ansible scripts. For example, MockFog
uses the Linux package iproute-tc and the Python tool tcconfig to manipulate the
network settings such as bandwidth, latency and packet-loss to simulate real network
conditions of the fog.
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x64 vs. ARM

A crucial building block for fog computing is the support of the ARM architecture
platform. The fog mostly consists of IoT devices with limited computational resources
such as sensors and other limited devices (e.g., Raspberry Pis, mobile phones or embedded
systems). While typical cloud infrastructure and personal computers are based on the
x86-64 architecture, devices in the fog are often based on ARM. Especially, battery-
powered devices often feature ARM-based processors, as they are more power-efficient
compared to x86-based systems (e.g., mobile phones). As a result, the speed layer of the
lambda architecture should be able to run on ARM-based system.

5.1.2 Cloud Infrastructure
Nowadays, many public cloud providers exist, which provide cloud big data platforms for
data analytics. Amazon EMR (Elastic MapReduce2) is one of those providers. Amazon
EMR offers an easy-to-use user interface to create a cluster with pre-configured software
and frameworks for data processing.

Hardware Configuration

To host the cloud infrastructure, Amazon EMR offers several different instance types
to choose from. However, the choice strongly depends on the requirements, workload
and how fast batch jobs need to be executed. For example, Kaplunovich et al. achieved
the best performance for their use case with compute-optimized instances [136]. The
authors also mentioned that choosing the right instance types requires expertise and
monitoring. Krian et al. explicitly mention the usage of storage-optimized instances for
data processing such as the i2.xlarge and d2.8xlarge [16]. In other words, there
does not exist a instance type which works best for all use cases.

According to AWS, compute-optimized instances are the preferable instance type for
batch processing workloads. For this work, a cluster of three c5.4xlarge (1 master and
2 core nodes) compute-optimized instances have been used. A c5.4xlarge instance
offers 16 vCPUs, 32 GiB memory and 256 GiB of GP2 EBS storage per instance by
default. Furthermore, the cluster has been configured to scale-out automatically based
on the workload (with a minimum of two core/task nodes). However, as this part will
not be benchmarked in the evaluation, the chosen hardware does not really matter at
this point.

Software Configuration

Besides providing the hardware to host a data analysis backend, AWS also offers a range
of frameworks and tools for big data processing. The installation and basic configuration
of these frameworks and tools is automatically done by Amazon when the cluster launches.
Table 5.2 shows the software which has been installed on the aforementioned EMR cluster.

2https://aws.amazon.com/en/emr/, Last accessed: 2021-01-29
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Table 5.2: Software configuration of cloud infrastructure

Software Version Description
Hadoop 2.10.0 Framework for distributed processing of large data sets
HBase 1.4.13 Distributed, scalable database on top of HDFS
ZooKeeper 3.4.14 Framework to manage nodes within a Apache Hadoop cluster
Flink 1.11.0 Framework for distributed stream processing
Hive 2.3.7 Framework for data warehousing on top of Apache Hadoop
Hue 4.7.1 Dashboard for data warehouses
Oozie 5.2.0 Workflow scheduler for Apache Hadoop

5.2 Development Operations
Chapter 4 already specified the general architecture to address the problem statement.
However, it has not been specified how fog nodes can be efficiently utilized and orches-
trated.

5.2.1 Containerization
The way software is built, shipped and maintained has changed a lot in recent years.
In particular, containerization has become a major trend in software development.
Containerization allows to package software, configuration, and all related artifacts (like
dependencies etc.) into one place to run the same piece of software uniformly on any
infrastructure without the need to setup the same environment on each resource. Using
containers is especially useful in dynamic environments, where infrastructure needs to be
horizontally scalable (e.g., adding or removing new machines to the pool of resources).
The intended architecture presented in Chapter 4 heavily relies on containers, as the
orchestration and deployment of containers on (newly addded) resources is much easier,
faster and not as error-prone as compared to installing software and all the dependencies
manually.

Docker [137] is one of the most-widely used tools to create and manage containers. Docker
offers an engine to run containers on any device on which the Docker daemon is installed.
Containers based on Docker have been used to process data streams close to real-time
and to deploy the speed layer of the lambda architecture in the fog. Table 5.3 gives
an overview of the used containers. The user schrbr3 refers to my personal docker
repository. All containers have been built for ARM and x86-64 systems.

5.2.2 Container Orchestration
Managing and orchestrating any type of infrastructure can be very challenging and
time consuming. Container orchestration is used to automate the installation and

3https://hub.docker.com/u/schrbr, Last accessed: 2021-01-29
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Table 5.3: Containers deployed on fog infrastructure

Container Version Description
schrbr/kafka 2.13-2.6.04 Distributed, scalable and fault-tolerant

message broker
zookeeper 3.6.2 Manages Kafka nodes, topics and parti-

tions
schrbr/flink-with-job-artifacts latest5 Distributed, scalable and fault-tolerant

stream processing framework
cassandra 3.11.8 Distributed, scalable and fault-tolerant

data store
schrbr/dashboard latest Self-developed application to query the

speed and serving layers
schrbr/sensor latest Self-developed application to simulate

sensor devices

configuration process of containerized applications and services. Furthermore, container
orchestration platforms try to ease management tasks such as scaling, monitoring, logging
and debugging of containerized applications. As of today, there exist many container
orchestration platforms from many different companies and open-source communities.
Among others, the most well-known container orchestration platforms include Kubernetes,
Docker Swarm (included in Docker Engine) and Apache Mesos/Marathon [138]. Choosing
a container orchestration platform strongly depends on the use case, needs and required
functionality. However, as this work does not focus on choosing the best container
orchestration platform, Docker Swarm has been used for this proof-of-concept, as it is
more lightweight and provides an easier setup process, compared to Kubernetes or Mesos.
A migration to Kubernetes – which allows to run Docker containers – could be done in
the future.

5.2.3 Deployment

As already mentioned, MockFog has been used to emulate and bootstrap fog computing
infrastructure on AWS EC2 instances. Although MockFog allows to run Docker containers
on specified nodes, it does not support creating a cluster with container orchestration
tools such as Docker Swarm. Therefore, further development operation tasks have been
implemented using Ansible and are not based on MockFog.

Docker Swarm has been used to create a cluster consisting of the nodes and services
listed in Table 5.4. The nodes in Table 5.4 represent a setup to achieve a fault-tolerant
system with a minimal number of nodes (see Section 5.3 and 5.4).

4ARM64/AMD64 build based on wurstmeister/kafka:2.13-2.6.0 (Kafka version: 2.6.0)
5ARM64/AMD64 build based on flink:1.11.1-scala_2.12-java11 (Flink version: 1.11.1)
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Table 5.4: Nodes of fog infrastructure

Node name Label Instance type Service
stream1 stream t4g.small Flink (Job manager)
stream2 stream t4g.small Flink (Task manager)
stream3 stream t4g.small Flink (Task manager)
stream4 stream t4g.small Flink (Task manager)
broker1 broker t4g.small ZooKeeper
broker2 broker t4g.small ZooKeeper
broker3 broker t4g.small ZooKeeper
broker4 broker t4g.small Kafka
broker5 broker t4g.small Kafka
broker6 broker t4g.small Kafka
storage1 storage t4g.small Cassandra
storage2 storage t4g.small Cassandra
storage3 storage t4g.small Cassandra
monitor monitor t4g.small Dashboard
sensor1 sensor t4g.micro Sensor (Data provider)
sensor2 sensor t4g.micro Sensor (Data provider)
sensor3 sensor t4g.micro Sensor (Data provider)
sensor4 sensor t4g.micro Sensor (Data provider)

To deploy the services on the cluster, the services have been defined in Docker Compose,
a tool to run multi-container Docker applications. Afterwards, the Docker Compose
configuration file has been deployed on the Docker Swarm cluster. Docker Swarm allows
to deploy containers globally or on specific nodes based on the name of the node or a
label with which a node has been tagged. Node tagging can be used to organize nodes
into groups to efficiently manage, deploy and scale services within those groups.

5.3 Implementation of the Lambda Architecture

The proposed architecture in Chapter 4 operates on edge, fog as well as cloud infrastruc-
ture. Figure 5.1 gives an overview of how the lambda architecture has been implemented
over the aforementioned infrastructure. In the following sections, the implementing tasks
for the edge, fog and cloud layer are described.

5.3.1 Edge Layer
In this context, the edge layer refers to devices with very limited computational capabilities,
which operate on the outer edge of the network. Usually, such devices are sensors, which
are connected to a network and send some sort of data periodically. As this proof-
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Figure 5.1: Implementation of the lambda architecture for distributed stream processing
in the fog

of-concept does not use real hardware, sensors have been simulated by software. In
particular, a Python application has been developed, which simulates a sensor and sends
data periodically to a message broker operating in the fog layer. Furthermore, the Python
application has been packaged as a Docker container (schrbr/sensor) and has been
deployed with Docker Swarm on AWS EC2 t4g.micro instances.

5.3.2 Fog Layer
Based on the definition of fog computing, fog nodes are located between the cloud and
the edge of the network. This layer consists of more powerful devices compared to the
edge layer, but still has limited computational capabilities compared to servers located
in the cloud layer. Fog computing infrastructure hosts the speed layer of the lambda
architecture to process data close to real-time.

Stream Processing

Apache Flink has been deployed over fog computing infrastructure to address the latency
requirements of the problem statement. Therefore, a dockerized version of Flink’s
Job- and Task-Manager (schrbr/flink-with-job-artifacts) has been deployed
with Docker Swarm on AWS EC2 t4g.small instances. For this work, the topology
consists of a job manager and three task manager. The number of task managers should
be configured depending on the workload of the topology and the required reliability
guarantees (e.g., if one task manager fails the next one takes over).
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While the task manager executes tasks, the job manager keeps track of the running tasks,
schedules the next tasks and responds to completed tasks or execution errors [7]. In case
the job or task manager fail, they will be automatically restarted. Docker Swarm can be
configured to restart the corresponding container on the same node or any other node
within the cluster. With the usage of labels (see Table 5.4) containers can be placed and
restarted on predefined (and optimal located) nodes. Additionally, Flink’s checkpointing
functionality can be used to make stateful functions and operators fault-tolerant.

Furthermore, the job manager can be configured in high availability mode. In this
configuration mode, one of a configurable number of standby job managers takes over
leadership in case the leading job manager fails. The usage of this mode requires
ZooKeeper or Kubernetes, and guarantees that there is no single point of failure [7].

As already mentioned, Apache Flink provides a rich set of pre-implemented operators
such as selection, aggregation, sorting, splitting, joining, mapping, filtering, windowing.
The topology consists of common stream processing operators to provide a meaningful
evaluation [122, 123]. The used topology will be presented together with the evaluation
scenario and data set in Chapter 6.

Synchronization of Batch and Real-time View

After the batch layer recomputed the batch views and the serving layer replaced the new
batches with the old ones in the serving layer, the speed layer has to discard its data.
The batch layer notifies the speed layer in the fog to discard the data, which is already
included in the batch view. In particular, an application deployed in the fog listens for
MQTT messages. This MQTT messages should not be mixed up with sensor data. It has
been already discussed that an MQTT broker for sensor data has not been implemented
within the scope of this thesis. The in Figure 5.1 illustrated MQTT broker (Eclipse
Mosquitto) is used to synchronize the batch and the real-time view, as Kafka is not very
suitable for this simple publish/subscribe use-case. After a particular message has been
consumed, the application prunes the – in the batch view included – data from Apache
Cassandra. The easiest way to achieve this behavior and to discard the appropriate data,
is to store the most recent data redundantly in two separate real-time views and prune
the real-time views alternatingly [15]. Figure 5.2 illustrates the synchronization of batch
and real-time view. For example, after the first batch run, the data stored in the second
real-time view is discarded. The first real-time view still consists of all the data of the
batch view and all new incoming data including the data which has been stored during
the generation of the batch view. After the second batch run, the data stored in the first
real-time view is discarded. Now, the second real-time view holds the appropriate data
to complement the batch view.

Dashboard

To demonstrate the functionality of the solution approach, a dashboard application has
been developed to query the speed and serving layers. The Java application is based
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Figure 5.2: Illustration of the synchronization of batch and real-time view (adapted
from [15])

on Spring Boot and uses Spring Data for Apache Cassandra to connect to the storage
solution of the speed layer over JDBC (Java Database Connectivity). JDBC is also used
to query data from the serving layer (HBase) via Hive. Furthermore, the dashboard hosts
the application logic used to synchronize the batch and real-time view as described in
Section 5.3.2.

5.3.3 Cloud Layer
Cloud computing infrastructure hosts the batch and serving layers of the lambda archi-
tecture.

Stream Processing

Like the speed layer in the fog, the batch layer uses the same stream processing framework
to process data streams in the cloud. Deploying an additional stream processing topology
in the cloud has the benefit that data can be written into HDFS, as Flink can access
HDFS directly. Moreover, it provides better flexibility (e.g., if data need to be adapted)
and reduces the workload of nodes in the fog, as the topology running in the fog is not
responsible for storing the data in the cloud. Compared to stream processing in the fog,
the topology in the cloud stores data into HDFS instead of Cassandra. Using the same
processing framework in the fog and the cloud has the benefit that the code base for
the stream processing topologies can be shared. However, using two separate stream
processing topologies might result in synchronization issues between the batch view and
real-time view, if one topology lags behind the other, longer than the time it takes for a
new batch view to become available. Although such a scenario is very unlikely, it can be
addressed using a more sophisticated synchronization process. Vanhove et al. proposes
to tag data as soon as it enters the system and to subsequently generate batch and speed
views based on the tags [139]. When a new tag becomes active, the data marked with
the old tag can be cleared without redundancy and information loss.

Batch Processing

Batch processing in the cloud is used to generate batch views for the serving layer of
the lambda architecture. As already discussed in Chapter 4, Hive periodically queries
data stored on HDFS and stores the results into HBase. To do so, Apache Oozie – a
workflow scheduler for Apache Hadoop – has been used [140]. Oozie allows to perform
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certain actions defined as a Directed Acyclic Graph (DAG). It supports several types
of Hadoop jobs, among others MapReduce and Hive. The periodically executed Oozie
workflow recreates the batch views and publishes an MQTT notification afterwards to
reset the storage solution of the speed layer after a batch view has been successfully
stored in HBase.

5.4 Implementation of Non-Functional Requirements
This section briefly describes how non-functional requirements such as reliability, scala-
bility and heterogeneity have been addressed.

Reliability Reliability and fault tolerance play a crucial role to provide a fully functional
system. Especially in a dynamic environment like the fog. Therefore, the solution
approach has been designed to provide fault tolerance from the very beginning. All
used software components and frameworks such as Apache Flink, Apache Cassandra,
Apache Kafka and Apache ZooKeeper provide fault tolerance or can be deployed in a
fault-tolerant way. Apache ZooKeeper has been deployed as a cluster of three nodes,
which allows to handle the failure of one ZooKeeper node. The same applies for Apache
Kafka, where the partitions of a topic are replicated across the Kafka cluster using a
replication factor of three.

Apache Cassandra features by design a masterless architecture with no single point of
failure, where each Cassandra node is identical. Cassandra uses a gossip protocol to
construct a cluster, make data consistent within the cluster and replicate data across
the cluster. Depending on the cluster size, configured replication factor, write and read
consistency, Cassandra can still execute read and write operations, if a cluster node fails.
For example, in a 3 node cluster with a replication factor of 3 and a consistency level of 2
(for write and read operations), the cluster can tolerate one failed replica. Adding more
nodes or decreasing the consistency level allows Cassandra to tolerate more node failures.

Furthermore, Docker swarm allows to increase fault tolerance by adding more manager
nodes to the swarm, which manage the swarm and store the swarm state. Manager nodes
use the raft consensus algorithm to manage the swarm state [141]. Based on the swarm
size, there should be at least 3 manager nodes to maintain a quorum for the consensus
algorithm.

Scalability Besides fault tolerance, all used software components and frameworks
provide scalability and can be scaled across fog computing infrastructure. In addition,
Docker Swarm offers rich capabilities for scaling services over a large number of nodes.
On top of that, new nodes can easily join the Docker Swarm cluster (e.g., if new fog
nodes pop up).

Heterogeneity The solution approach can be deployed on any device as long the
device is able to run Docker and provides moderate computational capabilities (at least 2
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GiB of memory). Furthermore, the architecture does not require a specific microprocessor
architecture and allows to run services on x86/x64 as well as ARM-based nodes.

5.5 Limitations
This section discusses the limitations of the implemented solution approach.

Stream Processing Apache Flink has not been optimized for the geographically
distributed heterogeneous resources of the fog. As already discussed in Section 4.2.1, a
QoS scheduler could be implemented in the future. Janßen et al. propose a scheduler
for Apache Flink to address this optimization [86]. The authors show that heuristic
algorithms, which consider QoS metrics such as bandwidth, latency, and node capacities
are significantly better at scheduling tasks across heterogeneous network topologies.

Message Broker This solution approach uses Apache Kafka as a message broker,
as Kafka is the first choice for stream processing and offers the best integration with
third-party stream and batch processing frameworks. However, an MQTT broker is
better suited to consume sensor data from a very large number of nodes [129]. For
simplicity and to provide a certain level of abstraction, this solution approach has not
been tested with an MQTT broker for sensor data.

Another limitation of the current implementation with respect to the message broker
is that the stream processing topology running in the cloud must be aware of the IP
addresses of the Apache Kafka services running in the fog.

Computational Resources In order to deploy this solution approach, fog nodes must
be able to run Docker and should offer moderate processing capabilities, 2 or more GiB
of memory and enough storage to store the most recent data (speed layer). The solution
approach has also been tested on nodes with only 1 GiB of memory. Unfortunately, not all
services were able to perform without problems. In particular, Flink’s task manager service
crashed several times due to the very limited amount of available memory. However, this
strongly depends on the used stream processing topology. For very simple topologies, fog
nodes with only 1 GiB of memory might be sufficient. Furthermore, Apache Cassandra
might need more memory to perform optimally in a production environment. For this
proof-of-concept, Cassandra worked very well on nodes with 2 GiB of memory. With the
increasing number of more powerful IoT devices (e.g., the latest Raspberry Pi offers up
to 8 GiB of memory), this should not be an issue in the near future.

Mobility The solution approach does not consider moving data sources, data sinks or
other nodes that are not at a static location.

Automatic Scaling The solution approach does not scale resources automatically
based on the current workload. This limitation also relates to the aforementioned mobility
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of nodes. For example, more resources are required if more sensor devices produce or
receive data within a specific area [142].

Security and Privacy The solution approach does not address security and privacy
aspects like access control (authentication, authorization), data encryption, data breaches,
or insecure APIs [143, 144].
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CHAPTER 6
Evaluation

This chapter evaluates the solution approach introduced in Chapter 5. First, possible
data sets for the evaluation are discussed. In the subsequent section, a motivational
scenario describes how the data set together with the solution approach could be used
in a practical example. Next, the design of the testbed for the evaluation is presented.
Subsequently, the stream processing topology is described. After that, the benchmark
design is described and results are discussed. The chapter concludes with a short summary
of the findings from the previous sections.

6.1 Data Sets
Finding a good and suitable data set for a specific use case is no easy task. In order to
create a meaningful evaluation of the solution approach, the following data set candidates
are shortly discussed.

6.1.1 Smart* Data Set
A well-known data set in academic research is the “Smart* Data Set for Sustainability”1.
The project consists of multiple data sets, among others the “UMass Smart* Home Data
Set” and the “Smart* Microgrid Data Set” [145]. The initial smart home data set from
2013 consists of electrical data (e.g., circuits, energy meters, switches) collected from
sensors of three real homes. The microgrid data set consists of electrical data over a
single 24-hour period from 443 unique homes. In 2017 and 2019, the data sets have been
extended by more homes and further electric and energy-related areas (e.g., solar panels).
However, the data sets are not very well-suited to create a stream processing use case,
where high processing latency should be avoided.

1http://traces.cs.umass.edu/index.php/Smart/Smart, Last accessed: 2021-01-29

65

http://traces.cs.umass.edu/index.php/Smart/Smart


6. Evaluation

Table 6.1: Metadata air pollution in Seoul

Measurement Unit Good Normal Bad Very bad
SO2 ppm 0.02 0.05 0.15 1.0
NO2 ppm 0.03 0.06 0.2 2.0
CO ppm 2.0 9.0 15.0 50.0
O3 ppm 0.03 0.09 0.15 0.5
PM10 Microgram/m3 30.0 80.0 150.0 600.0
PM2.5 Microgram/m3 15.0 35.0 75.0 500.0

6.1.2 Air Pollution in Seoul
A very interesting data set has been published on Kaggle2, which consists of air pollution
measurements from the city of Seoul, South Korea. In this data set, data from 25 stations
has been collected which are deployed around the city of Seoul. Each station has been
equipped with sensors to measure sulfur dioxide (SO2), nitrogen dioxide (NO2), carbon
monoxide (CO), ozone (O3) and particulate matter (PM2.5, PM10). The whole data set
consists of 647,511 measurements. Furthermore, the data set includes metadata, such
as a classification of pollution measurements based on thresholds, which should not be
exceeded (see Table 6.1). The original data has been provided by the Seoul Metropolitan
Government and has been published on Kaggle by the user “bappekim”.

6.1.3 Feinstaub
A similar data set3 has been used in a data science challenge at the University of Rostock,
Germany. Like the aforementioned air pollution data set, this data set provides sensor
data about the air quality of cities in Germany. Unfortunately, the data set is neither
well structured nor cleansed and would therefore require a lot of data preparation.

6.2 Motivational Scenario
For the evaluation, the “Air Pollution in Seoul” data set from Kaggle has been used, as
the data set is very well structured and is suitable to create scenarios for low-latency
stream processing. One possible scenario has already been partly described in the data
set description. For example, several sensors are deployed across a city to measure the
air quality (e.g., public places, subway stations) based on the different measurement
types and report their measurements to a stream processing topology located in the fog.
The topology analyzes measurements and informs third-party systems if the air quality
exceeds a critical threshold. Third-party systems can be a variety of things such as other

2https://www.kaggle.com/bappekim/air-pollution-in-seoul, Last accessed: 2021-01-29
3https://btw.informatik.uni-rostock.de/index.php/de/calls/data-science-challenge/feinstaubalarm.html,

Last accessed: 2021-01-29
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IoT devices (e.g., signal horn), which are also deployed across the city to inform people to
be careful in a specific area or to launch countermeasures. Furthermore, sensors equipped
with a camera module can send image data along with the sensor data. As images are
very sensitive information, the speed layer can be used to store images without the need
to obfuscate sensitive information (e.g., before transferring the data to a public cloud
provider without obfuscation due to privacy rights). The speed layer is reset once the
data has been thoroughly obfuscated and is available in the cloud’s serving layer.
Another scenario where an air pollution data set can be used is smart manufacturing. For
example, imagine a smart factory, which deals with toxic substances to produce goods or
other substances (e.g., energy in nuclear power plants) and uses sensors to monitor, adjust
and optimize the manufacturing process. The process requires low-latencies to make fast
decisions based on the sensor values. The speed layer located in the fog allows to access
the most recent data. Furthermore, a fog-located speed layer can provide additional
reliability and failure safety (e.g., in case of an Internet breakdown) as the fog might still
be accessible.

6.3 Testbed
6.3.1 Scenario: Fog
As already discussed in Section 5.1, MockFog [22] has been used to emulate fog com-
puting infrastructures on AWS. MockFog allows to simulate real network conditions of
fog devices, such as connection latency/delay, available bandwidth, connection delay
distribution, connection duplicate probability, connection loss probability, connection
corrupt probability and connection reordering probability. Figure 6.1 gives an overview of
the network conditions used for the fog scenario. The abbreviations in Figure 6.1 and 6.2
correspond to the running services on the nodes: f for Flink, z for ZooKeeper, k for
Kafka, c for Cassandra, s for sensor and m for monitor (hosts the dashboard). Latency
and connection loss probability between fog nodes have been configured according to
Figure 6.1. Furthermore, all nodes are connected to a private network with a bandwidth
of 30 Mbps. The applied delay between two nodes is the shortest path within the topology.
For example, the delay between s1 and k2 is 9 ms (5 ms + 3 ms + 1 ms). However,
from a technical point of view the topology does not indicate how traffic is routed as all
machines are directly connected to the same private network.
Choosing meaningful network conditions for the fog is extremely difficult as there are
hardly any resources to refer to. Mahmud et al. suggest 3-5 ms as a maximum nodal
communication delay within a fog cluster [146]. Badiger et al. use a latency of 0.5 ms and
1 ms for networks located in the fog [147]. Other network parameters as packet loss are
not mentioned at all. For this work, latency between fog nodes has been chosen between
1 and 5 ms. Related services are deployed in close proximity (therefore, 1 ms), while
sensors presumably have the highest latency to the fog (therefore, 5 ms). Furthermore,
the network topology will be tested with and without a packet loss of 0.5% to the monitor
node (m1).
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Figure 6.1: Fog network conditions

6.3.2 Scenario: Cloud
In order to compare the results from the fog scenario, another scenario is needed. Typically
the lambda architecture is implemented in the cloud and sensor data is sent to the cloud,
where the data is processed. Figure 6.2 gives an overview of the network topology used
for the cloud scenario. Latency and connection loss probability between the cloud and
sensor nodes have been configured according to Figure 6.2. Again, all nodes are connected
to a private network. The bandwidth to sensor nodes have been limited to 30 Mbps,
while the other nodes are connected with 5 Gbps. The infrastructure has been again
bootstrapped with MockFog, with the difference that network limitations have only
been configured to the sensor nodes. As the technology stack for the fog part of the
solution approach is technically the same stack that can be used for data processing in
the cloud, the same node setup of the fog scenario has been deployed on more powerful
hardware running in the cloud. This way, the results are better comparable and the
connection delay and possible packet loss can still be configured with MockFog. To host
the services, compute-optimized c5.xlarge EC2 instances have been used, which provide
4 vCPUs, 8 GiB of memory and up to 10 Gbps network bandwidth. As a fault-tolerant
stream processing setup requires more than three nodes and one node only runs one
service, slightly less powerful EC2 instances have been chosen, compared to the hardware
configuration presented in Section 5.1.2.

In order to specify a realistic connection latency to the cloud, several servers located
in Frankfurt, Germany and at the US east coast have been evaluated regarding their
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Figure 6.2: Cloud network conditions

latency. It has been found that the average latency to servers located in Frankfurt is
approximately 45 ms (+/- 10 ms), while the average latency to servers located on the US
east coast is approximately 120 ms (+/- 10 ms). The tests were performed from Vienna,
Austria, and included wireless and wired connected devices. At the time of testing, no
significant difference was found between a wireless mobile Internet connection (3G/4G)
and a wired Internet connection.

6.4 Topology

6.4.1 Overview

In the following section, each stream processing operator is briefly described. Figure 6.3
shows an overview of the topology and the implemented operators.
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Figure 6.3: Topology overview

6.4.2 Operators

Parse Operator (O1)

The parse operator receives a JSON string and parses the string to a Data Transfer
Object (DTO) used by downstream operators within the topology. This operator is the
first operator in the Apache Flink topology.

Filter Operator (O2)

The topology deals with air quality sensor data from four different sensor stations. The
filter operator filters one station.

Calculate Operator (O3)

This operator calculates the average over a one minute time span (referred to as window)
for each station and each sensor measurement. The operator creates a new DTO with
the average sensor values.

Monitor Operator (O4)

This operator monitors the CO measurement of each station and creates a new DTO, if
the CO measurement exceeds a predefined threshold (see Table 6.1). In order to test the
topology and to generate objects more frequently, the current implementation outputs
a new DTO if the CO measurement exceeds 1 ppm. In a real-world deployment, this
threshold should be configured according to Table 6.1.

Stringify Operator (O5)

This operator creates a JSON representation of any passed input object.

Notify Operator/Sink (O6)

This operator publishes the JSON representation of the generated DTO from the Calculate
Operator and the Monitor Operator to Kafka.
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Figure 6.4: Evaluation path for measuring the round-trip time consisting of the Calculate
Operator (O3)
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Figure 6.5: Evaluation path for measuring the round-trip time consisting of the Monitor
Operator (O4)

Map Operator (O7)

This operator maps the transfer objects created by the Parse Operator to a Data Binding
Object (DBO), which is used to store the data in the real-time views of the speed layer.

Store Operator/Sink (O8)

This operator stores the DBO created by the Map Operator to Cassandra.

6.5 Benchmarks
The most interesting part of the solution approach to evaluate is the stream processing
topology running in the fog and how well the topology compares to a traditional cloud
approach. A prominent indication on how well the solution approach performs is the
total round-trip time it takes from the moment a sensor sends a measurement until a
consumer receives a notification based on the measurement. In order to measure the
round-trip time, each sensor measurement has been tagged with a Universally Unique
Identifier (UUID). Once a sensor sends the measurement, it reports the sending timestamp
to the dashboard. The consumer, on the other hand, reports the consuming timestamp
to the dashboard. To avoid clock synchronizing issues, the sensor as well as the consumer
have been deployed on the same node.

For this work, the round-trip times for two paths of the topology introduced above (see
Figure 6.3) have been measured. Figure 6.4 and Figure 6.5 give an overview of those
two paths, where the first path includes the Calculate Operator (O3) and the second
path includes the Monitor Operator (O4) of the Flink topology. The used abbreviations
correspond to the abbreviations of the Flink topology and P for producer, K for Kafka
and C for consumer.

Measuring the round-trip time for the path with the Monitor Operator is very straight-
forward, as only one sensor measurement is involved. As soon as a measurement exceeds
the configured threshold, the Monitor Operator passes a notification object to the
downstream Notify Operator, which publishes the corresponding JSON (including the
tag of the measurement) to a Kafka topic. A consumer consumes the notification object
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and reports the consuming timestamp to the dashboard, where the difference between
the sending and consuming timestamp is calculated. The same procedure applies to the
measurement of the round-trip time for the path consisting of the Calculate Operator, with
the difference that measuring the round-trip time involves several sensor measurements
over a one minute time span. As windows have been configured to not overlap, the
round-trip time has been measured for each measurement individually.

6.5.1 Evaluation Cases
Besides the setup of the testbed and the used technology stack, the round-trip time
is mostly influenced by the size of a data packet a sensor produces and the emission
rate of the sensor. In order to increase the data packet size of a sensor measurement,
images have been sent along with the sensor values. The evaluation uses four sensors,
as indicated in the network topology in Figure 6.1 and 6.2. Sensor s1 sends large data
packets (∼ 1.25 MB), sensor s2 sends data packets of medium size (∼ 0.36 MB), sensor s3
and sensor s4 send small data packets (∼ 0.4 KB). Furthermore, sensor s1, sensor s2,
sensor s3 and sensor s4 represent different sensor stations of the “Air Pollution in Seoul”
data set (see Section 6.1.2). As a result, the sensors do not share the same data records
with the same measurements. The following enumeration and Table 6.2 describe the
evaluation cases.

(A) Sensors produce records every 30 seconds.

(1) The round-trip time is measured for large data packets of sensor s1 (∼ 1.25 MB)
traversing the evaluation path consisting of the Calculate Operator and the
Monitor Operator (see Figures 6.4 and 6.5).

(2) The round-trip time is measured for data packets of medium size of sensor s2
(∼ 0.36 MB) traversing the evaluation path consisting of the Calculate Operator
and the Monitor Operator (see Figures 6.4 and 6.5).

(3) The round-trip time is measured for small data packets of sensor s3 (∼ 0.4 KB)
traversing the evaluation path consisting of the Calculate Operator and the
Monitor Operator (see Figures 6.4 and 6.5).

(B) Sensors produce records every second.

(1) The round-trip time is measured for large data packets of sensor s1 (∼ 1.25 MB)
traversing the evaluation path consisting of the Calculate Operator and the
Monitor Operator (see Figures 6.4 and 6.5).

(2) The round-trip time is measured for data packets of medium size of sensor s2
(∼ 0.36 MB) traversing the evaluation path consisting of the Calculate Operator
and the Monitor Operator (see Figures 6.4 and 6.5).

(3) The round-trip time is measured for small data packets of sensor s3 (∼ 0.4 KB)
traversing the evaluation path consisting of the Calculate Operator and the
Monitor Operator (see Figures 6.4 and 6.5).
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Table 6.2: Overview evaluation cases

Emission rate / Network topology

30 sec 1 sec 1 sec, no packet loss, 300 Mbps

Pa
ck

et
Si

ze Large (∼ 1.25 MB) A.1 B.1 C.1

Medium (∼ 0.36 MB) A.2 B.2 C.2

Small (∼ 0.4 KB) A.3 B.3 C.3

(C) Sensors produce records every second and the network topology has been adapted.
The packet loss shown in Figure 6.1 and Figure 6.2 has been removed. Additionally,
the bandwidth rate between fog nodes (fog topology) and between the cloud and
sensor nodes (cloud topology) has been increased from 30 Mbps to 300 Mbps.

(1) The round-trip time is measured for large data packets of sensor s1 (∼ 1.25 MB)
traversing the evaluation path consisting of the Calculate Operator and the
Monitor Operator (see Figures 6.4 and 6.5).

(2) The round-trip time is measured for data packets of medium size of sensor s2
(∼ 0.36 MB) traversing the evaluation path consisting of the Calculate Operator
and the Monitor Operator (see Figures 6.4 and 6.5).

(3) The round-trip time is measured for small data packets of sensor s3 (∼ 0.4 KB)
traversing the evaluation path consisting of the Calculate Operator and the
Monitor Operator (see Figures 6.4 and 6.5).

In the following sections, the results regarding the round-trip time of the evaluation cases
described above are discussed and compared to each other. Section 6.5.2 compares cases
between different sensor emission rates and network settings with the same data packet
size for the Monitor Operator (e.g., A.1 vs. B.1 vs. C.1). Section 6.5.3 compares cases
between different data packet sizes at the same sensor emission rate for the Monitor
Operator (e.g., A.1 vs. A.2 vs. A.3). Last but not least, Section 6.5.4 discusses the results
for the Calculate Operator. Each evaluation case has been benchmarked for about one
hour. Depending on the sensor emission rate, 50 or 100 round-trip times will be presented
in this evaluation. Furthermore, it should be mentioned that due to the partially large
differences in the measured round-trip times, the following figures do not share the same
axis scale for better readability.

6.5.2 Discussion of Results for the Monitor Operator: Emission Rate
and Network Topology

This section compares cases between different sensor emission rates and network settings
with the same packet size for the Monitor Operator.
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Table 6.3: Comparison of evaluation cases A.1, B.1 and C.1 for the Monitor Operator :
Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)
A

.1
Fog 2723 2674 467
Cloud (45 ms) 6516 6517 1356
Cloud (120 ms) 11 895 11 588 3173

B.
1 Fog 2507 2507 342

Cloud (45 ms) 6431 6083 1768
Cloud (120 ms) 11 266 10 564 3269

C
.1

Fog 1493 1488 71
Cloud (45 ms) 2823 2629 1105
Cloud (120 ms) 7233 6538 2900

Evaluation Cases: A.1 vs. B.1 vs. C.1

The results of the round-trip time of large data packets from one sensor station traversing
the evaluation path presented in Figure 6.5 (path consisting of the Monitor Operator) show
that the fog is able to outperform the cloud significantly (see Figures 6.6). Furthermore,
it can be concluded that the sensor speed does not influence the results. In fact, the
results with a lower sensor emission rate (A.1) are slightly worse than the results with a
higher emission rate (B.1). Table 6.3 shows the mean, median and standard deviation
in milliseconds. Only the adapted network topology (no packet loss and 300 Mbps
bandwidth rate) shows improved round-trip times.

Looking at results of the cloud (with 45 ms latency) without packet loss and with
increased bandwidth compared to the fog with packet loss (C.1 Cloud (45 ms) vs. B.1
Fog), it can be observed that the cloud performs very similar to the fog, resp. the fog
performs slightly better than the cloud. This shows that potential packet loss drastically
decreases the performance of stream processing in the fog.

Comparing the cloud (with 120 ms latency) without packet loss and increased bandwidth
with the fog (C.1 Cloud (120 ms) vs. B.1 Fog), the results still show that the fog is
superior.

Evaluation Cases: A.2 vs. B.2 vs. C.2

This comparison is similar to the first comparison (A.1 vs. B.1 vs. C.1) with the
difference that this time the sensor (sensor s2 instead of sensor s1) sends medium-sized
packets (∼ 0.36 MB instead of ∼ 1.25 MB). Figure 6.7 visualizes the results for different
sensor emission rates (A.2, B.2) and the adapted network topology (C.2). The fog is able
to outperform (A.2, B.2 and C.2) the cloud also for medium-sized data packets. Table 6.4
shows the mean, median and standard deviation in milliseconds.
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Figure 6.6: Comparison of evaluation cases A.1, B.1 and C.1 for the Monitor Operator

Due to the low emission rate, A.2 shows only the round-trip times of 30 requests as
only 30 data records of this sensor (sensor s2) did exceed the configured threshold of the
Monitor Operator within a benchmark time of more than one hour.

For this sensor, cloud (with 45 ms latency) without packet loss and with increased
bandwidth compared to the fog with packet loss (C.2 Cloud (45 ms) vs. B.2 Fog), it can
be observed that the fog outperforms the cloud.

Evaluation Cases: A.3 vs. B.3 vs. C.3

This comparison is like the first two comparisons with the difference that this time the
sensor (sensor s3) sends small-sized packets (∼ 0.4 KB). Figure 6.8 visualizes the results
for different sensor emission rates (A.3, B.3) and the adapted network topology (C.3).
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Figure 6.7: Comparison of evaluation cases A.2, B.2 and C.2 for the Monitor Operator

The fog is able to slightly outperform (A.3, B.3) the cloud also for small-sized data
packets (see Table 6.5). Removing the packet loss and increasing the bandwidth shows
that the fog performs similar to the cloud (C.3), if the sensor generates data packets of
small size.

Looking at the results of the cloud (with 45 ms latency) without packet loss and increased
bandwidth compared to the fog with packet loss (C.3 Cloud (45 ms) vs. B.3 Fog), it can
be observed that the cloud outperforms the fog. This shows again that potential packet
loss drastically decreases the performance of stream processing in the fog, especially if
sensors send small-sized packets. Comparing the cloud (with 120 ms latency) without
packet loss and increased bandwidth with the fog (C.3 Cloud (120 ms) vs. B.3 Fog), the
results still show that the fog performs better.
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Table 6.4: Comparison of evaluation cases A.2, B.2 and C.2 for the Monitor Operator :
Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)

A
.2

Fog 1041 1008 249
Cloud (45 ms) 2463 2148 740
Cloud (120 ms) 4478 4123 1524

B.
2 Fog 1086 887 465

Cloud (45 ms) 3452 2484 2409
Cloud (120 ms) 4767 4145 2210

C
.2

Fog 593 549 143
Cloud (45 ms) 2786 2089 1691
Cloud (120 ms) 3084 2320 1742

Table 6.5: Comparison of evaluation cases A.3, B.3 and C.3 for the Monitor Operator :
Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)

A
.3

Fog 183 40 419
Cloud (45 ms) 209 103 473
Cloud (120 ms) 678 286 1117

B.
3 Fog 336 122 417

Cloud (45 ms) 342 102 722
Cloud (120 ms) 1048 296 1532

C
.3

Fog 162 46 193
Cloud (45 ms) 135 101 112
Cloud (120 ms) 463 269 354

6.5.3 Discussion of Results for the Monitor Operator: Data Packet
Size

This section compares cases between different data packet sizes at the same sensor
emission rate for the Monitor Operator. Although this comparison is not 100% valid, as
the sensors within one emission rate/network setting category (A, B, C) do not share the
same data records with the same measurements, it gives a nice indication on how the
round-trip times are influenced by the size of the data packets.

Evaluation Cases: A.1 vs. A.2 vs. A.3

This comparison looks at the difference between the round-trip time of large-, medium-
and small-sized sensor packets (∼ 1.25 MB vs. ∼ 0.36 MB vs. ∼ 0.4 KB) from different
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Figure 6.8: Comparison of evaluation cases A.3, B.3 and C.3 for the Monitor Operator

sensor stations traversing the evaluation path presented in Figure 6.5 at the same sensor
emission rate (every 30 seconds).

Figure 6.9 and Table 6.6 show the results of the comparison. It can be observed that
the fog outperforms the cloud for small, medium, and large data packets. The biggest
difference can be observed for larger data packets.

Furthermore, it can be observed that sending small data packets significantly improves
the round-trip time for the fog as well as for both cloud scenarios. The cloud scenarios
benefit the most from small data packets. For large data packets (A.1), the round-trip
times for the fog are approximately 139% faster compared to the cloud with 45 ms latency,
while for small data packets (A.3), the round-trip times for the fog are approximately
only 14% faster compared to the cloud with 45 ms latency.
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Figure 6.9: Comparison of evaluation cases A.1, A.2 and A.3 for the Monitor Operator

Evaluation Cases: B.1 vs. B.2 vs. B.3

This comparison looks at the difference between the round-trip time of a sensor sending
large-, medium- and small-sized data packets at the same sensor emission rate (every
second). Figure 6.10 and Table 6.7 show the results of the comparison. The results are
very similar to the comparison before (A.1 vs. A.2 vs. A.3), as only the sensor emission
rate changed from 30 seconds to every second. The increased emission rate does not
change the results, which show that the fog scenario once more performs better than the
cloud scenarios. Like before, the cloud scenarios benefit from small data packets.
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Table 6.6: Comparison of evaluation cases A.1, A.2 and A.3 for the Monitor Operator :
Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)
A

.1
Fog 2723 2674 467
Cloud (45 ms) 6516 6517 1356
Cloud (120 ms) 11 895 11 588 3173

A
.2

Fog 1041 1008 249
Cloud (45 ms) 2463 2148 740
Cloud (120 ms) 4478 4123 1524

A
.3

Fog 183 40 419
Cloud (45 ms) 209 103 473
Cloud (120 ms) 678 286 1117

Table 6.7: Comparison of evaluation cases B.1, B.2 and B.3 for the Monitor Operator :
Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)

B.
1 Fog 2507 2507 342

Cloud (45 ms) 6431 6083 1768
Cloud (120 ms) 11 266 10 564 3269

B.
2 Fog 1086 887 465

Cloud (45 ms) 3452 2484 2409
Cloud (120 ms) 4767 4145 2210

B.
3 Fog 336 122 417

Cloud (45 ms) 342 102 722
Cloud (120 ms) 1048 296 1532

Evaluation Cases: C.1 vs. C.2 vs. C.3

The last comparison is identical with the comparison before (B.1 vs. B.2 vs. B.3) regarding
the sensor emission rate. However, this time the packet loss has been removed and the
bandwidth rate has been increased. Figure 6.11 visualizes the results for differently sized
sensor packets. The fog is able to outperform the cloud for large and medium-sized
packets (C.1 and C.2). Sending data packets of small size significantly improves the
performance of the cloud (C.3). In this case, the results show very similar round-trip
times between the fog scenario and the cloud scenario with 45 ms latency; compared to
the cloud scenario with 120 ms latency, the fog still provides better round-trip times.
Once again, it can be observed that sending smaller data packets significantly improves
the round-trip time for the fog as well as for the cloud scenarios.
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Figure 6.10: Comparison of evaluation cases B.1, B.2 and B.3 for the Monitor Operator

6.5.4 Discussion of Results for the Calculate Operator
This section compares the results of evaluation cases for the Calculate Operator. Although
all cases have been benchmarked, this section only presents one case regarding the different
sensor emission rate/network settings (A.2 vs. B.2 vs. C.2) and one case regarding
the different data packet sizes (C.1 vs. C.2 vs. C.3). The reason why only one case is
discussed is that the results are very similar as the round-trip time is mostly influenced
by the window size (time span) of the Calculate Operator.

The results show the round-trip involving the Calculate Operator, which calculates the
average of sensor values over a one minute time span for each station and each sensor
measurement. As windows have been configured to not overlap and the round-trip time
has been measured for each measurement individually, the results seem kind of odd at
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Figure 6.11: Comparison of evaluation cases C.1, C.2 and C.3 for the Monitor Operator

first sight and must be treated with some reservation. As has already been discussed
earlier, the measurement of the round-trip time involves several sensor measurements over
a one minute time span. Figure 6.12 (especially B.2, C.1, C.2 and C.3) shows the involved
sensor measurements of each window very nicely, as the round-trip time is decreasing
with each measurement that enters the window. After a one minute window closes and
a new window opens, the round-trip time increases again to the window size (here, 1
minute or 6 ∗ 104 ms).

Table 6.9 shows the mean, median and standard deviation in milliseconds. Unfortunately,
these results are not very meaningful as the round-trip time is mostly influenced by when
measurements of the sensor enter the one minute window of the Calculate Operator. As
a result, there is hardly any difference between the round trip time for different sensor
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Table 6.8: Comparison of evaluation cases C.1, C.2 and C.3 for the Monitor Operator :
Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)

C
.1

Fog 1493 1488 71
Cloud (45 ms) 2823 2629 1105
Cloud (120 ms) 7233 6538 2900

C
.2

Fog 593 549 143
Cloud (45 ms) 2786 2089 1691
Cloud (120 ms) 3084 2320 1742

C
.3

Fog 162 46 193
Cloud (45 ms) 135 101 112
Cloud (120 ms) 463 269 354

emission rates, network settings or data packet sizes based on the first 100 measurements.
For the same reason, there is also no difference regarding the round-trip time between
the fog and cloud scenarios.

Evaluation Cases: A.2 vs. B.2 vs. C.2 Figure 6.12 shows the round-trip time of
medium-sized sensor packets with different emission rates/network settings (A.2, B.2 and
C.2) from one sensor (sensor s2) traversing the evaluation path presented in Figure 6.4.
It can be observed, the faster the emission rate and the better the network topology
(lower latency, no packet loss), the more data records within a one minute time span are
consumes and considers by Calculate Operator of the Flink topology.

Evaluation Cases: C.1 vs. C.2 vs. C.3 Figure 6.12 shows also the round-trip time
of large-, medium- and small-sized sensor packets (C.1, C.2 and C.3) from different sensor
stations traversing the evaluation path presented in Figure 6.4. Here, it can be observed,
the smaller the data packet size, the more data records within a one minute time span
are consumes and considers by Calculate Operator of the Flink topology.

6.6 Summary
The evaluation showed that using distributed stream processing in the fog can be a very
promising alternative compared to traditional data processing in the cloud. Overall, the
results showed a decrease in the round-trip times.

In Section 6.5.2, it can be observed that increasing the emission rate of sensors does not
really influence round-trip times. The cause of this might be that the topology is not
working to its full capacity, with only four sensors sending measurements every second.
As the emission rate is already relatively high, the solution approach could be tested
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Table 6.9: Comparison of evaluation cases A.2, B.2, C.1, C.2 and C.3 for the Calculate
Operator : Mean, Median, St. Dev.

Mean (ms) Median (ms) St. Dev. (ms)
A

.2
Fog 31 131 30 956 17 105
Cloud (45 ms) 29 657 30 689 17 587
Cloud (120 ms) 32 638 32 695 17 387

B.
2 Fog 29 700 28 125 17 058

Cloud (45 ms) 33 252 34 328 17 898
Cloud (120 ms) 32 611 32 717 17 898

C
.1

Fog 32 699 32 699 17 474
Cloud (45 ms) 32 197 30 555 17 263
Cloud (120 ms) 32 648 32 672 17 866

C
.2

Fog 30 039 29 416 17 218
Cloud (45 ms) 32 738 33 948 16 381
Cloud (120 ms) 31 285 30 876 17 544

C
.3

Fog 30 742 33 283 18 642
Cloud (45 ms) 30 122 30 139 17 373
Cloud (120 ms) 30 125 30 604 17 211

again with a larger number of sensors in the future. To do this, using simulation or
a real-world testbed might be better suited, as emulating a large number of sensors
is cost-intensive. The adapted network topology with no packet loss and an increased
bandwidth rate of 300 Mbps improved the round-trip times significantly. The cloud with
45 ms latency and the adapted network topology (C.1), and the fog with package loss
(A.1) showed similar results for data packets of large size; for data packets of small size,
the cloud (C.3) performed slightly better than the fog (A.3, B.3). It can be concluded
that potential packet loss drastically decreases the performance of stream processing in
the fog. The reason for this is that TCP detects packet loss and retransmits lost packets
to make sure messages are received at their destination. In case not all data packets must
be received (e.g., from a sensor to a message broker), it might be an option to consider
UDP as it does not retransmit lost data packets.

In Section 6.5.3, it can be observed that sending data packets of small size helps to reduce
the round-trip time for all scenarios significantly. Here, it can be observed that sending
smaller data packets significantly improves the round-trip time for the fog as well as for
the cloud scenarios. The cloud scenarios benefit the most from small data packets.

There are many other possible parameterizations to perform further tests, but the results
already show that using fog computing is a promising approach for latency-sensitive
applications. Especially if the latency to the cloud is over 50 ms or the data packet size
is quite large.
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Figure 6.12: Comparison of evaluation cases A.2, B.2, C.1, C.2 and C.3 for the Calculate
Operator
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CHAPTER 7
Conclusion and Future Work

The final chapter summarizes the essential findings of this work. First, a short discussion
outlines the basic ideas for implementing the lambda architecture for distributed stream
processing in the fog. Subsequently, possible future work is discussed.

7.1 Discussion
With the increase of data velocity and data volume, centralized solutions are no longer
sufficient for large-scale IoT applications. As of today, there exist many approaches
that propose fog computing and especially data analytics at the edge of the network
as a solution to address current challenges and issues of IoT-based applications . For
analyzing new data streams and historic data efficiently, the lambda architecture design
pattern has been introduced.

Chapter 2 describes current state-of-the-art distributed stream processing frameworks as
well as the lambda architecture design pattern. The main idea of the lambda architecture
is to build big data systems as a stack of three layers: speed layer, serving layer and
batch layer. The interplay of these three layers makes it possible to process massive
volumes of historical batch data while simultaneously using stream processing to have
a real-time analysis of continuous data streams. The architecture allows to optimize
latency, throughput, and fault tolerance of long-running queries by providing accurate
data from the batch layer and recent data from the speed layer.

Chapter 3 discusses current research regarding distributed stream processing framework
and the lambda architecture in the fog.

Chapter 4 and Chapter 5 propose a solution approach for implementing the lambda
architecture for distributed stream processing in the fog. Therefore, the basic idea behind
the lambda architecture and the usage of stream processing in the fog have been combined.
The main goal of the architecture is to process data in close proximity to the data sources
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to avoid high latency and bandwidth usage to the cloud. In the proposed solution
approach, the speed layer of the lambda architecture together with stream processing
capabilities have been implemented on the edge of the network. The batch and serving
layer have been implemented on cloud-located infrastructure, as only the cloud provides
the capabilities to process and store big piles of data.

For data analytics in the cloud, the Apache Hadoop stack has been used. The master data
set has been stored on HDFS (batch layer of the lambda architecture) and MapReduce
in combination with Hive has been used to create batch views. MapReduce has been
chosen as it is already included in the Apache Hadoop stack. However, using Apache
Flink or Apache Spark for batch analytics is just as valid as using plain old MapReduce.
Batch views have been stored on Hbase (serving layer of the lambda architecture), which
is a great fit if HDFS is used.

For implementing the speed layer in the fog, Apache Flink is used to process, analyze and
store incoming data streams in real-time. For this work, sensor devices on the edge of the
network directly communicate with Apache Kafka. As the storage solution for the speed
layer in the fog, Apache Cassandra has been used. This setup allows latency-sensitive
applications to avoid high latencies to the cloud and to store the most recent data close to
the data sources. Furthermore, Apache Flink has also been used in the cloud to provide
more flexibility if data needs to be processed before storing the data on HDFS.

The whole system has been designed as reliable, fault-tolerant, and scalable as possible.
All used software components and frameworks such as Apache Flink, Apache Cassandra,
Apache Kafka, and Apache ZooKeeper provide fault tolerance and/or can be deployed in
a fault-tolerant way.

In order to efficiently deploy services across fog computing infrastructure, the used
software components have been packaged in Docker containers. For this proof-of-concept,
Ansible together with Docker Swarm have been used to manage, orchestrate and deploy
containers on nodes in the fog. To address the heterogeneity of the fog, all containers
have been built for ARM and x86-64 systems.

This work proposes an architectural design for the implementation of the lambda archi-
tecture for distributed stream processing over fog computing infrastructure. The solution
approach shows one possible implementation of the proposed architecture. Although
all frameworks, data stores, and tools have been chosen for a particular reason (see
Chapter 4), the solution approach does not imply the mandatory use of the presented
software components. Depending on the use case and further requirements, alternatives
for each layer of the lambda architecture have been discussed in Chapter 4.

The evaluation of the solution approach shows that using distributed stream processing
in the fog can be a very promising alternative compared to traditional data processing in
the cloud. Overall, the results show a decrease in the round-trip times. Especially if the
latency to the cloud is over 50 ms or the data packet size is quite large.
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7.2 Future Work
This work proposes an architectural design for the implementation of the lambda archi-
tecture for distributed stream processing in the fog and subsequently presents a solution
approach of the proposed architecture. Although the results already showed a decrease in
the round-trip times, the solution approach (especially the speed layer) could be further
optimized for fog computing infrastructure.

First of all, the stream processing topology in the fog could be improved with a QoS-
aware scheduler for Apache Flink to address the geographically distributed heterogeneous
resources of the fog. Besides improving Apache Flink for the fog, the solution approach
could also be tested with other stream processing frameworks such as Apache Spark
in combination with the new experimental streaming execution mode “Continuous
processing”1 introduced in Spark 2.3.

For simplicity and to provide a certain level of abstraction, the solution approach has
not been tested with an MQTT broker for sensor data. Although Apache Kafka is the
first choice for stream processing and offers the best integration to third-party stream
and batch processing frameworks, an MQTT broker is better suited to consume sensor
data from a large number of nodes. In the future, an MQTT broker like RabbitMQ or
HiveMQ could be tested in combination with Apache Kafka or in replacement of Apache
Kafka.

In addition to the usage of an MQTT message broker, the whole solution approach
should be tested again with a very large number of sensor devices. As the evaluation
in Chapter 6 already stated, the solution approach was not working to its full capacity
with only four sensors sending measurements every second. In the future, simulation
or a real-world testbed could be used to evaluate the computational boundaries and
performance limits of the solution approach.

The solution approach suggests the use of Ansible, containers, and a container orchestra-
tion platform to efficiently deploy services across fog computing infrastructure. For this
proof-of-concept, Docker Swarm has been used, as it is lightweight and provides an easy
setup process. In the future, other container orchestration platform could be tested such
as Kubernetes or more lightweight versions of Kubernetes (e.g., K3s2 or KubeEdge3).
Furthermore, the containers themselves could be improved to be as slim, secure, and
performant as possible (e.g., optimizing the base image of containers).

Regarding the lambda architecture, a more sophisticated synchronization process between
the batch and speed layer could be implemented to avoid redundancy (and information
loss) between the batch views and the real-time views. To achieve this, the real-time
view must be strictly aware of which data records are included in the batch view and
vice versa. Such an approach has been already briefly described in Section 5.3.

1https://spark.apache.org/docs/latest/structured-streaming-programming-guide.html#
continuous-processing, Last accessed: 2021-01-29

2https://k3s.io/, Last accessed: 2021-01-29
3https://kubeedge.io/, Last accessed: 2021-01-29
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The storage solution of the speed layer could be improved for the fog by implementing
a fog-aware placement strategy for replicas and a context-sensitive consistency model
(e.g., depending on the location of IoT devices, not all devices need the same consistency
guarantees at the same time). Moreover, the speed layer could be tested with other
distributed and fault-tolerant storage solutions such as MongoDB, CouchDB, or Redis.

Last but not least, it should be emphasized that with the emergence of the latest mobile
communication standard (5G) and the ever-increasing number of more powerful IoT
devices (e.g., the latest Raspberry Pi is available with 8 GiB of memory), it remains to
be seen how the fog will evolve in the future.

90



List of Figures

2.1 Prominent protocols for the IoT (adapted from [32]) . . . . . . . . . . . . 10
2.2 Fog computing environment (adapted from [47]) . . . . . . . . . . . . . . 12
2.3 Apache Storm topology (adapted from [6]) . . . . . . . . . . . . . . . . . 17
2.4 Apache Storm cluster (adapted from [75]) . . . . . . . . . . . . . . . . . . 18
2.5 Apache Heron topology architecture (adapted from [8]) . . . . . . . . . . 19
2.6 Apache Spark Streaming (adapted from [9]) . . . . . . . . . . . . . . . . . 19
2.7 Lambda architecture (adapted from [15]) . . . . . . . . . . . . . . . . . . . 21

3.1 Extended Apache Storm architecture (adapted from [10]) . . . . . . . . . 29
3.2 SpanEdge architecture (adapted from [89]) . . . . . . . . . . . . . . . . . 30
3.3 GeeLytics architecture (adapted from [90]) . . . . . . . . . . . . . . . . . . 31
3.4 NES architecture (adapted from [92]) . . . . . . . . . . . . . . . . . . . . 33
3.5 Lambda architecture for maintenance analysis (adapted from [100]) . . . . 36

4.1 Architecture of the solution approach . . . . . . . . . . . . . . . . . . . . 50

5.1 Implementation of the lambda architecture for distributed stream processing
in the fog . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

5.2 Illustration of the synchronization of batch and real-time view (adapted
from [15]) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

6.1 Fog network conditions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68
6.2 Cloud network conditions . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
6.3 Topology overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
6.4 Evaluation path for measuring the round-trip time consisting of the Calculate

Operator (O3) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
6.5 Evaluation path for measuring the round-trip time consisting of the Monitor

Operator (O4) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
6.6 Comparison of evaluation cases A.1, B.1 and C.1 for the Monitor Operator 75
6.7 Comparison of evaluation cases A.2, B.2 and C.2 for the Monitor Operator 76
6.8 Comparison of evaluation cases A.3, B.3 and C.3 for the Monitor Operator 78
6.9 Comparison of evaluation cases A.1, A.2 and A.3 for the Monitor Operator 79
6.10 Comparison of evaluation cases B.1, B.2 and B.3 for the Monitor Operator 81
6.11 Comparison of evaluation cases C.1, C.2 and C.3 for the Monitor Operator 82

91



6.12 Comparison of evaluation cases A.2, B.2, C.1, C.2 and C.3 for the Calculate
Operator . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

92



List of Tables

3.1 Objectives to evaluate distributed stream processing approaches for fog com-
puting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3.2 Evaluation of distributed stream processing approaches for fog computing 34

5.1 Hardware configuration of emulated fog infrastructure . . . . . . . . . . . 54
5.2 Software configuration of cloud infrastructure . . . . . . . . . . . . . . . . 56
5.3 Containers deployed on fog infrastructure . . . . . . . . . . . . . . . . . . 57
5.4 Nodes of fog infrastructure . . . . . . . . . . . . . . . . . . . . . . . . . . 58

6.1 Metadata air pollution in Seoul . . . . . . . . . . . . . . . . . . . . . . . . 66
6.2 Overview evaluation cases . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
6.3 Comparison of evaluation cases A.1, B.1 and C.1 for the Monitor Operator :

Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
6.4 Comparison of evaluation cases A.2, B.2 and C.2 for the Monitor Operator :

Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
6.5 Comparison of evaluation cases A.3, B.3 and C.3 for the Monitor Operator :

Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
6.6 Comparison of evaluation cases A.1, A.2 and A.3 for the Monitor Operator :

Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
6.7 Comparison of evaluation cases B.1, B.2 and B.3 for the Monitor Operator :

Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
6.8 Comparison of evaluation cases C.1, C.2 and C.3 for the Monitor Operator :

Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
6.9 Comparison of evaluation cases A.2, B.2, C.1, C.2 and C.3 for the Calculate

Operator : Mean, Median, St. Dev. . . . . . . . . . . . . . . . . . . . . . . 84

93





Acronyms

6LoWPAN IPv6 over Low-Power Wireless Personal Area Networks. 8, 9

AMQP Advanced Message Queuing Protocol. 9

AWS Amazon Web Services. 35, 53–55, 57, 59, 67

CoAP Constrained Application Protocol. 9, 35

DAG Directed Acyclic Graph. 62

DBO Data Binding Object. 71

DTO Data Transfer Object. 70

EMR Elastic MapReduce. 55

EPC Electronic Product Code. 8

ETSI European Telecommunications Standards Institute. 9

HDFS Hadoop Distributed File System. 16, 20, 47–50, 61, 88

IEEE Institute of Electrical and Electronics Engineers. 9

IETF Internet Engineering Task Force. 9

IoT Internet of Things. xi, xiii, 1, 2, 5, 7–15, 25–38, 41–43, 46, 53–55, 63, 67, 87, 90

IoV Internet of Vehicles. 36

ITS Intelligent Transportation Systems. 36

ITU International Telecommunication Union. 7, 8

JDBC Java Database Connectivity. 61

95



LoRaWan Long Range Wide Area Network. 9, 13

LR-WPAN Low-Rate Wireless Personal Area Network. 9

M2M Machine-to-Machine. 10, 46

MEC Mobile Edge Computing. 14

MQTT Message Queue Telemetry Transport. 9, 32, 46, 47, 51, 60, 62, 63, 89

NES NebulaStream. 32–34

NFV Network Function Virtualisation. 14

NIST National Institute of Standards and Technology. 11

OWL Web Ontology Language. 10

QoS Quality of Service. 28, 33, 45, 63, 89

RDD Resilient Distributed Dataset. 19

RDF Resource Description Framework. 10

REST Representational State Transfer. 9

RFID Radio-Frequency Identification. 7–9, 11

SDN Software Defined Network. 14

SoC System-on-a-Chip. 14

SPADE The System S Declarative Stream Processing Engine. 16

UUID Universally Unique Identifier. 71

V2I Vehicle-to-Infrastructure. 11

V2I2V Vehicle-to-Infrastructure-to-Vehicle. 11

V2V Vehicle-to-Vehicle. 11

VISP VIenna ecosystem for elastic Stream Processing. 28, 29, 34

VM Virtual Machine. 14

W3C World Wide Web Consortium. 9

YARN Yet Another Resource Negotiator. 20

YSB Yahoo Streaming Benchmarks. 45

96



Bibliography

[1] Min Chen, Shiwen Mao, and Yunhao Liu. Big Data: A Survey. Mobile networks
and applications, 2014.

[2] Jeffrey Dean and Sanjay Ghemawat. MapReduce: Simplified Data Processing on
Large Clusters. Communications of the ACM, 2008.

[3] Aditya B Patel, Manashvi Birla, and Ushma Nair. Addressing Big Data Problem
Using Hadoop and Map Reduce. In Nirma University International Conference on
Engineering. IEEE, 2012.

[4] Hamid Nasiri, Saeed Nasehi, and Maziar Goudarzi. Evaluation of Distributed
Stream Processing Frameworks for IoT Applications in Smart Cities. Journal of
Big Data, 2019.

[5] Haruna Isah, Tariq Abughofa, Sazia Mahfuz, Dharmitha Ajerla, Farhana Zulkernine,
and Shahzad Khan. A Survey of Distributed Data Stream Processing Frameworks.
IEEE Access, 2019.

[6] Apache Storm Documentation. https://storm.apache.org/releases/2.2.0/Tutorial.html.
Last accessed: 2021-01-29.

[7] Apache Flink Documentation. https://ci.apache.org/projects/flink/
flink-docs-release-1.12. Last accessed: 2021-01-29.

[8] Sanjeev Kulkarni, Nikunj Bhagat, Maosong Fu, Vikas Kedigehalli, Christopher
Kellogg, Sailesh Mittal, Jignesh M. Patel, Karthik Ramasamy, and Siddarth Taneja.
Twitter Heron: Stream Processing at Scale. In ACM SIGMOD International
Conference on Management of Data. Association for Computing Machinery, 2015.

[9] Apache Spark Documentation. https://spark.apache.org. Last accessed: 2021-01-29.

[10] Valeria Cardellini, Vincenzo Grassi, Francesco Lo Presti, and Matteo Nardelli.
On QoS-Aware Scheduling of Data Stream Applications over Fog Computing
Infrastructures. In IEEE Symposium on Computers and Communications, 2016.

97

https://storm.apache.org/releases/2.2.0/Tutorial.html
https://ci.apache.org/projects/flink/flink-docs-release-1.12
https://ci.apache.org/projects/flink/flink-docs-release-1.12
https://spark.apache.org


[11] Tobias Pfandzelter and David Bermbach. IoT Data Processing in the Fog: Functions,
Streams, or Batch Processing? In IEEE International Conference on Fog Computing,
2019.

[12] Farahd Mehdipour, Bahman Javadi, and Aniket Mahanti. FOG-Engine: Towards
Big Data Analytics in the Fog. In IEEE 14th International Conference on Depend-
able, Autonomic and Secure Computing, 2016.

[13] Thomas Hiessl, Vasileios Karagiannis, Christoph Hochreiner, Stefan Schulte, and
Matteo Nardelli. Optimal Placement of Stream Processing Operators in the Fog.
In IEEE 3rd International Conference on Fog and Edge Computing, 2019.

[14] Hooman Peiro Sajjad, Ken Danniswara, Ahmad Al-Shishtawy, and Vladimir Vlassov.
SpanEdge: Towards Unifying Stream Processing over Central and Near-the-edge
Data Centers. In 1st IEEE/ACM Symposium on Edge Computing, 2016.

[15] Nathan Marz and James Warren. Big Data: Principles and Best Practices of
Scalable Realtime Data Systems. Manning Publications Co., 2015.

[16] Mariam Kiran, Peter Murphy, Inder Monga, Jon Dugan, and Sartaj Singh Baveja.
Lambda Architecture for Cost-effective Batch and Speed Big Data Processing. In
IEEE International Conference on Big Data, 2015.

[17] Flavio Bonomi, Rodolfo Milito, Jiang Zhu, and Sateesh Addepalli. Fog Computing
and its Role in the Internet of Things. In 1st ACM Mobile Cloud Computing
Workshop, 2012.

[18] Roel Wieringa. Design Science Methodology: Principles and Practice. In 32nd
ACM/IEEE International Conference on Software Engineering, 2010.

[19] Roel Wieringa. Design Science Methodology: For Information Systems and Software
Engineering. Springer, 2014.

[20] Alan R Hevner, Salvatore T March, Jinsoo Park, and Sudha Ram. Design Science in
Information Systems Research. MIS Quarterly: Management Information Systems,
2004.

[21] Jeyhun Karimov, Tilmann Rabl, Asterios Katsifodimos, Roman Samarev, Henri
Heiskanen, and Volker Markl. Benchmarking Distributed Stream Data Processing
Systems. In IEEE 34th International Conference on Data Engineering (ICDE).
IEEE, 2018.

[22] Jonathan Hasenburg, Martin Grambow, Elias Grunewald, Sascha Huk, and David
Bermbach. MockFog: Emulating Fog Computing Infrastructure in the Cloud. In
1st IEEE International Conference on Fog Computing. IEEE, 2019.

[23] Raj Jain. The Art of Computer Systems Performance Analysis: Techniques for
Experimental Design, Measurement, Simulation, and Modeling. Wiley, 1991.

98



[24] Ammar Rayes and Samer Salam. Internet of Things from Hype to Reality. Springer,
2019.

[25] International Telecommunication Union. ITU Internet Reports. The Internet of
Things. 2005.

[26] Farshad Firouzi, Krishnendu Chakrabarty, and Sani Nassif. Intelligent Internet of
Things: From Device to Fog and Cloud. Springer, 2020.

[27] International Telecommunication Union. Overview of the Internet of Things. 2012.

[28] Roy Want, Bill N Schilit, and Scott Jenson. Enabling the Internet of Things.
Computer, 2015.

[29] Luigi Atzori, Antonio Iera, and Giacomo Morabito. The Internet of Things: A
Survey. Computer Networks, 2010.

[30] Ala Al-Fuqaha, Mohsen Guizani, Mehdi Mohammadi, Mohammed Aledhari, and
Moussa Ayyash. Internet of Things: A Survey on Enabling Technologies, Protocols,
and Applications. IEEE Communications Surveys and Tutorials, 2015.

[31] Jayavardhana Gubbi, Rajkumar Buyya, Slaven Marusic, and Marimuthu
Palaniswami. Internet of Things (IoT): A Vision, Architectural Elements, and
Future Directions. Future Generation Computer Systems, 2013.

[32] Shadi Al-Sarawi, Mohammed Anbar, Kamal Alieyan, and Mahmood Alzubaidi.
Internet of Things (IoT) Communication Protocols. In ICIT 2017 - 8th International
Conference on Information Technology. IEEE, 2017.

[33] Moeen Hassanalieragh, Alex Page, Tolga Soyata, Gaurav Sharma, Mehmet Aktas,
Gonzalo Mateos, Burak Kantarci, and Silvana Andreescu. Health Monitoring and
Management Using Internet-of-Things (IoT) Sensing with Cloud-Based Processing:
Opportunities and Challenges. In 2015 IEEE International Conference on Services
Computing. IEEE, 2015.

[34] Tara Salman and Raj Jain. Networking Protocols and Standards for Internet of
Things. Internet of Things and Data Analytics Handbook, 2015.

[35] Matthew Gigli, Simon Koo, et al. Internet of Things: Services and Applications
Categorization. Advances in Internet of Things, 2011.

[36] Pai Zheng, Zhiqian Sang, Ray Y Zhong, Yongkui Liu, Chao Liu, Khamdi Mubarok,
Shiqiang Yu, Xun Xu, et al. Smart Manufacturing Systems for Industry 4.0:
Conceptual Framework, Scenarios, and Future Perspectives. Frontiers of Mechanical
Engineering, 2018.

[37] Dongpu Cao, Li Li, Clara Marina, Long Chen, Yang Xing, and Weihua Zhuang.
Special Issue on Internet of Things for Connected Automated Driving. IEEE
Internet of Things Journal, 2020.

99



[38] Francesco Bellotti, Riccardo Berta, Ahmad Kobeissi, Nisrine Osman, Eduardo
Arnold, Mehrdad Dianati, Ben Nagy, and Alessandro De Gloria. Designing an IoT
Framework for Automated Driving Impact Analysis. In IEEE Intelligent Vehicles
Symposium. IEEE, 2019.

[39] Aditya Gaur, Bryan Scotney, Gerard Parr, and Sally McClean. Smart City Archi-
tecture and its Applications based on IoT. Procedia Computer Science, 2015.

[40] Yin Jie, Ji Yong Pei, Li Jun, Guo Yun, and Xu Wei. Smart Home System based on
IoT Technologies. In International Conference on Computational and Information
Sciences. IEEE, 2013.

[41] KA Patil and NR Kale. A Model for Smart Agriculture Using IoT. In International
Conference on Global Trends in Signal Processing, Information Computing and
Communication. IEEE, 2016.

[42] Miao Yun and Bu Yuxin. Research on the Architecture and Key Technology of
Internet of Things (IoT) Applied on Smart Grid. In International Conference on
Advances in Energy Engineering. IEEE, 2010.

[43] Daniel Minoli, Kazem Sohraby, and Benedict Occhiogrosso. IoT Considerations,
Requirements, and Architectures for Smart Buildings-Energy Optimization and
Next-Generation Building Management Systems. IEEE Internet of Things Journal,
2017.

[44] Sara Amendola, Rossella Lodato, Sabina Manzari, Cecilia Occhiuzzi, and Gaetano
Marrocco. RFID Technology for IoT-based Personal Healthcare in Smart Spaces.
IEEE Internet of Things Journal, 2014.

[45] Bahar Farahani, Farshad Firouzi, Victor Chang, Mustafa Badaroglu, Nicholas
Constant, and Kunal Mankodiya. Towards Fog-driven IoT eHealth: Promises
and Challenges of IoT in Medicine and Healthcare. Future Generation Computer
Systems, 2018.

[46] Peter Mell and Tim Grance. The NIST Definition of Cloud Computing. 2011.

[47] Amir Vahid Dastjerdi and Rajkumar Buyya. Fog Computing: Helping the Internet
of Things Realize its Potential. Computer, 2016.

[48] Luis M Vaquero and Luis Rodero-Merino. Finding your Way in the Fog: Towards
a Comprehensive Definition of Fog Computing. ACM SIGCOMM Computer
Communication Review, 2014.

[49] Mohammad Aazam, Sherali Zeadally, and Khaled A Harras. Offloading in Fog
Computing for IoT: Review, Enabling Technologies, and Research Opportunities.
Future Generation Computer Systems, 2018.

100



[50] Rajkumar Buyya and Amir Vahid Dastjerdi. Internet of Things: Principles and
Paradigms. Elsevier, 2016.

[51] Shancang Li, Li Da Xu, and Shanshan Zhao. 5G Internet of Things: A survey.
Journal of Industrial Information Integration, 2018.

[52] Philipp Schulz, Maximilian Matthe, Henrik Klessig, Meryem Simsek, Gerhard
Fettweis, Junaid Ansari, Shehzad Ali Ashraf, Bjoern Almeroth, Jens Voigt, Ines
Riedel, et al. Latency Critical IoT applications in 5G: Perspective on the Design of
Radio Interface and Network Architecture. IEEE Communications Magazine, 2017.

[53] Nicolas Sornin, Miguel Luis, Thomas Eirich, Thorsten Kramp, and Olivier Hersent.
Lorawan Specification. LoRa Alliance, 2015.

[54] Ferran Adelantado, Xavier Vilajosana, Pere Tuset-Peiro, Borja Martinez, Joan
Melia-Segui, and Thomas Watteyne. Understanding the Limits of LoRaWAN.
IEEE Communications Magazine, 2017.

[55] Kashif Bilal, Osman Khalid, Aiman Erbad, and Samee U Khan. Potentials, Trends,
and Prospects in Edge Technologies: Fog, Cloudlet, Mobile Edge, and Micro Data
Centers. Computer Networks, 2018.

[56] Koustabh Dolui and Soumya Kanti Datta. Comparison of Edge Computing Im-
plementations: Fog Computing, Cloudlet and Mobile Edge Computing. In Global
Internet of Things Summit. IEEE, 2017.

[57] Karim Habak, Mostafa Ammar, Khaled A Harras, and Ellen Zegura. Femto Clouds:
Leveraging Mobile Devices to Provide Cloud Service at the Edge. In IEEE 8th
International Conference on Cloud Computing. IEEE, 2015.

[58] Mohammad Aazam, Sherali Zeadally, and Khaled A Harras. Deploying Fog
Computing in Industrial Internet of Things and Industry 4.0. IEEE Transactions
on Industrial Informatics, 2018.

[59] Bo Tang, Zhen Chen, Gerald Hefferman, Shuyi Pei, Tao Wei, Haibo He, and Qing
Yang. Incorporating Intelligence in Fog Computing for Big Data Analysis in Smart
Cities. IEEE Transactions on Industrial Informatics, 2017.

[60] Shanhe Yi, Cheng Li, and Qun Li. A Survey of Fog Computing: Concepts,
Applications and Issues. In 2015 Workshop on Mobile Big Data. Association for
Computing Machinery, 2015.

[61] Philip Russom et al. Big Data Analytics. TDWI Best Practices Report, 2011.

[62] Han Hu, Yonggang Wen, Tat-Seng Chua, and Xuelong Li. Toward Scalable Systems
for Big Data Analytics: A Technology Tutorial. IEEE access, 2014.

101



[63] Paris Carbone, Asterios Katsifodimos, Stephan Ewen, Volker Markl, Seif Haridi,
and Kostas Tzoumas. Apache Flink: Stream and Batch Processing in a Single
Engine. IEEE Computer Society Technical Committee on Data Engineering, 2015.

[64] Akaash Vishal Hazarika, G. Jagadeesh Sai Raghu Ram, and Eeti Jain. Performance
Comparision of Hadoop and Spark Engine. In Proc. Int. Conf. IoT Soc. Mobile,
Anal. Cloud, I-SMAC 2017, 2017.

[65] Supun Kamburugamuve and Geoffrey Fox. Survey of Distributed Stream Processing.
Bloomington: Indiana University, 2016.

[66] Ehab Qadah, Michael Mock, Elias Alevizos, and Georg Fuchs. Lambda Architecture
for Batch and Stream Processing. CEUR Workshop, 2018.

[67] Vivek Kale. Parallel Computing Architectures and APIs: IoT Big Data Stream
Processing. CRC Press, 2019.

[68] Sirish Chandrasekaran, Owen Cooper, Amol Deshpande, Michael J Franklin,
Joseph M Hellerstein, Wei Hong, Sailesh Krishnamurthy, Samuel R Madden, Fred
Reiss, and Mehul A Shah. TelegraphCQ: Continuous Dataflow Processing. In ACM
SIGMOD International Conference on Management of Data, 2003.

[69] Arvind Arasu, Brian Babcock, Shivnath Babu, Mayur Datar, Keith Ito, Itaru
Nishizawa, Justin Rosenstein, and Jennifer Widom. Stream: The stanford stream
data manager. In ACM SIGMOD International Conference on Management of
Data, 2003.

[70] Daniel Abadi, Donald Carney, Ugur Cetintemel, Mitch Cherniack, Christian Convey,
C Erwin, Eduardo Galvez, M Hatoun, Anurag Maskey, Alex Rasin, et al. Aurora:
A Data Stream Management System. In ACM SIGMOD International Conference
on Management of Data, 2003.

[71] Daniel J Abadi, Yanif Ahmad, Magdalena Balazinska, Ugur Cetintemel, Mitch
Cherniack, Jeong-Hyon Hwang, Wolfgang Lindner, Anurag Maskey, Alex Rasin,
Esther Ryvkina, et al. The Design of the Borealis Stream Processing Engine. In
Biennial Conference on Innovative Data Systems Research, number 2005, 2005.

[72] William Thies, Michal Karczmarek, and Saman Amarasinghe. StreamIt: A Lan-
guage for Streaming Applications. In International Conference on Compiler Con-
struction. Springer, 2002.

[73] Bugra Gedik, Henrique Andrade, Kun-Lung Wu, Philip S Yu, and Myungcheol Doo.
SPADE: The System S Declarative Stream Processing Engine. In ACM SIGMOD
International Conference on Management of Data, 2008.

[74] Alain Biem, Eric Bouillet, Hanhua Feng, Anand Ranganathan, Anton Riabov,
Olivier Verscheure, Haris Koutsopoulos, and Carlos Moran. IBM infosphere Streams

102



for Scalable, Real-time, Intelligent Transportation Services. In ACM SIGMOD
International Conference on Management of Data, 2010.

[75] M Jankowski, P Pathirana, and S T Allen. Storm Applied: Strategies for Real-time
Event Processing, 2015.

[76] Marcos Dias de Assunção, Alexandre da Silva Veith, and Rajkumar Buyya. Dis-
tributed Data Stream Processing and Edge Computing: A Survey on Resource
Elasticity and Future Directions. Journal of Network and Computer Applications,
2018.

[77] Holden Karau and Rachel Warren. High Performance Spark: Best Practices for
Scaling and Optimizing Apache Spark. O’Reilly Media, 2017.

[78] Wei Huang, Lingkui Meng, Dongying Zhang, and Wen Zhang. In-memory Parallel
Processing of Massive Remotely Sensed Data Using an Apache Spark on Hadoop
Yarn Model. IEEE Journal of Selected Topics in Applied Earth Observations and
Remote Sensing, 2016.

[79] Arun Kejariwal, Sanjeev Kulkarni, and Karthik Ramasamy. Real Time Analytics:
Algorithms and Systems. Proceedings of the VLDB Endowment, 2015.

[80] Ashkan Yousefpour, Caleb Fung, Tam Nguyen, Krishna Kadiyala, Fatemeh Jalali,
Amirreza Niakanlahiji, Jian Kong, and Jason P Jue. All One Needs to Know about
Fog Computing and Related Edge Computing Paradigms: A Complete Survey.
Journal of Systems Architecture, 2019.

[81] Fatima Hussain and Ameera Al-Karkhi. Internet of Things: Building Blocks and
Business Models, chapter Big Data and Fog Computing. Springer, 2017.

[82] Marcelo Yannuzzi, Rodolfo Milito, René Serral-Gracia, Diego Montero, and Mario
Nemirovsky. Key Ingredients in an IoT Recipe: Fog Computing, Cloud Computing,
and more Fog Computing. In IEEE 19th International Workshop on Computer
Aided Modeling and Design of Communication Links and Networks, 2014.

[83] Subhadeep Sarkar, Subarna Chatterjee, and Sudip Misra. Assessment of the Suit-
ability of Fog Computing in the Context of Internet of Things. IEEE Transactions
on Cloud Computing, 2015.

[84] P. Silva, A. Costan, and G. Antoniu. Towards a Methodology for Benchmarking
Edge Processing Frameworks. In IEEE International Parallel and Distributed
Processing Symposium Workshops (IPDPSW), 2019.

[85] Apache Edgent Overview. http://edgent.incubator.apache.org/docs/home.html. Last
accessed: 2021-01-29.

103

http://edgent.incubator.apache.org/docs/home.html


[86] Gerrit Janßen, Ilya Verbitskiy, Thomas Renner, and Lauritz Thamsen. Scheduling
Stream Processing Tasks on Geo-distributed Heterogeneous Resources. In IEEE
International Conference on Big Data. IEEE, 2018.

[87] Christoph Hochreiner, Michael Vogler, Philipp Waibel, and Schahram Dustdar.
VISP: An Ecosystem for Elastic Data Stream Processing for the Internet of Things.
In IEEE 20th International Enterprise Distributed Object Computing Conference
(EDOC). IEEE, 2016.

[88] Thomas Hießl, Christoph Hochreiner, and Stefan Schulte. Towards a Framework
for Data Stream Processing in the Fog. Informatik Spektrum, 2019.

[89] Hooman Peiro Sajjad, Ken Danniswara, Ahmad Al-Shishtawy, and Vladimir Vlassov.
SpanEdge: Towards Unifying Stream Processing over Central and Near-the-Edge
Data Centers. In IEEE/ACM Symposium on Edge Computing (SEC), 2016.

[90] Bin Cheng, Apostolos Papageorgiou, Flavio Cirillo, and Ernoe Kovacs. GeeLytics:
Geo-distributed Edge Analytics for Large Scale IoT Systems Based on Dynamic
Topology. In IEEE 2nd World Forum on Internet of Things (WF-IoT), 2015.

[91] Dan O’Keeffe, Theodoros Salonidis, and Peter Pietzuch. Frontier: Resilient Edge
Processing for the Internet of Things. Proceedings of the VLDB Endowment, 2018.

[92] Steffen Zeuch, Ankit Chaudhary, Bonaventura Del Monte, Haralampos Gavriilidis,
Dimitrios Giouroukis, Philipp M. Grulich, Sebastian Bress, Jonas Traub, and Volker
Markl. The NebulaStream Platform: Data and Application Management for the
Internet of Things. ArXiv, 2019.

[93] Davaadorj Battulga, Daniele Miorandi, and Cédric Tedeschi. FogGuru: A Fog
Computing Platform Based on Apache Flink. In 23rd Conference on Innovation in
Clouds, Internet and Networks and Workshops (ICIN). IEEE, 2020.

[94] Derya Ucuz et al. Comparison of the IoT Platform Vendors, Microsoft Azure, Ama-
zon Web Services, and Google Cloud, from Users’ Perspectives. In 8th International
Symposium on Digital Forensics and Security (ISDFS). IEEE, 2020.

[95] Paola Pierleoni, Roberto Concetti, Alberto Belli, and Lorenzo Palma. Amazon,
Google and Microsoft Solutions for IoT: Architectures and a Performance Compar-
ison. IEEE Access, 2019.

[96] Amazon AWS Greengrass. https://aws.amazon.com/greengrass/. Last accessed:
2021-01-29.

[97] Microsoft Azure IoT. https://azure.microsoft.com/en-us/services/iot-edge/. Last
accessed: 2021-01-29.

[98] Google Cloud IoT. https://cloud.google.com/iot-core/. Last accessed: 2021-01-29.

104

https://aws.amazon.com/greengrass/
https://azure.microsoft.com/en-us/services/iot-edge/
https://cloud.google.com/iot-core/


[99] Anirban Das, Stacy Patterson, and Mike Wittie. Edgebench: Benchmarking Edge
Computing Platforms. In IEEE/ACM International Conference on Utility and
Cloud Computing Companion (UCC Companion). IEEE, 2018.

[100] Cristian Martín Fernández, Manuel Díaz Rodríguez, and Bartolomé Rubio Muñoz.
An edge computing architecture in the internet of things. In IEEE 21st International
Symposium on Real-Time Distributed Computing (ISORC). IEEE, 2018.

[101] Manuel Díaz, Cristian Martín, and Bartolomé Rubio. λ-coap: An internet of things
and cloud computing integration based on the lambda architecture and coap. In
International Conference on Collaborative Computing: Networking, Applications
and Worksharing. Springer, 2015.

[102] Yoji Yamato, Hiroki Kumazaki, and Yoshifumi Fukumoto. Proposal of lambda
architecture adoption for real time predictive maintenance. In 4th International
Symposium on Computing and Networking. IEEE, 2016.

[103] Tasneem SJ Darwish and Kamalrulnizam Abu Bakar. Fog Based Intelligent Trans-
portation Big Data Analytics in The Internet of Vehicles Environment: Motivations,
Architecture, Challenges, and Critical Issues. IEEE Access, 2018.

[104] Wei Wang, Lei Fan, Pu Huang, and Hai Li. A New Data Processing Architecture
for Multi-Scenario Applications in Aviation Manufacturing. IEEE Access, 2019.

[105] Jay Kreps. Questioning the Lambda Architecture. O’Reilly, 2014.

[106] Jimmy Lin. The Lambda and the Kappa. IEEE Internet Computing, 2017.

[107] Apisit Sanla and Thanisa Numnonda. A Comparative Performance of Real-time Big
Data Analytic Architectures. In IEEE 9th International Conference on Electronics
Information and Emergency Communication (ICEIEC). IEEE, 2019.

[108] Maxim Chernyshev, Zubair Baig, Oladayo Bello, and Sherali Zeadally. Internet
of Things (IoT): Research, Simulators, and Testbeds. IEEE Internet of Things
Journal, 2017.

[109] Harshit Gupta, Amir Vahid Dastjerdi, Soumya K Ghosh, and Rajkumar Buyya.
iFogSim: A Toolkit for Modeling and Simulation of Resource management Tech-
niques in the Internet of Things, Edge and Fog Computing Environments. Software:
Practice and Experience, 2017.

[110] Xuezhi Zeng, Saurabh Kumar Garg, Peter Strazdins, Prem Prakash Jayaraman,
Dimitrios Georgakopoulos, and Rajiv Ranjan. IOTSim: A Simulator for Analysing
IoT Applications. Journal of Systems Architecture, 2017.

[111] Cagatay Sonmez, Atay Ozgovde, and Cem Ersoy. EdgeCloudSim: An Environment
for Performance Evaluation of Edge Computing Systems. Transactions on Emerging
Telecommunications Technologies, 2018.

105



[112] Fredrik Osterlind, Adam Dunkels, Joakim Eriksson, Niclas Finne, and Thiemo
Voigt. Cross-level Sensor Network Simulation with Cooja. In 31st IEEE Conference
on Local Computer Networks. IEEE, 2006.

[113] Christian Kunde and Zoltán Ádám Mann. Comparison of Simulators for Fog
Computing. In 35th Annual ACM Symposium on Applied Computing, 2020.

[114] Ruben Mayer, Leon Graser, Harshit Gupta, Enrique Saurez, and Umakishore
Ramachandran. EmuFog: Extensible and Scalable Emulation of Large-scale Fog
Computing Infrastructures. In IEEE Fog World Congress (FWC). IEEE, 2017.

[115] Antonio Coutinho, Fabiola Greve, Cassio Prazeres, and Joao Cardoso. FogBed: A
Rapid-prototyping Emulation Environment for Fog Computing. In IEEE Interna-
tional Conference on Communications (ICC). IEEE, 2018.

[116] Bukhary Ikhwan Ismail, Ehsan Mostajeran Goortani, Mohd Bazli Ab Karim,
Wong Ming Tat, Sharipah Setapa, Jing Yuan Luke, and Ong Hong Hoe. Evaluation
of Docker as Edge Computing Platform. In IEEE Conference on Open Systems
(ICOS). IEEE, 2015.

[117] Cedric Adjih, Emmanuel Baccelli, Eric Fleury, Gaetan Harter, Nathalie Mitton,
Thomas Noel, Roger Pissard-Gibollet, Frederic Saint-Marcel, Guillaume Schreiner,
Julien Vandaele, et al. FIT IoT-LAB: A Large Scale Open Experimental IoT
Testbed. In IEEE 2nd World Forum on Internet of Things (WF-IoT). IEEE, 2015.

[118] Luis Sanchez, Luis Muñoz, Jose Antonio Galache, Pablo Sotres, Juan R San-
tana, Veronica Gutierrez, Rajiv Ramdhany, Alex Gluhak, Srdjan Krco, Evangelos
Theodoridis, et al. SmartSantander: IoT Experimentation over a Smart City
Testbed. Computer Networks, 2014.

[119] Junyan Ma, Jin Wang, and Te Zhang. A Survey of Recent Achievements for
Wireless Sensor Networks Testbeds. In International Conference on Cyber-Enabled
Distributed Computing and Knowledge Discovery (CyberC). IEEE, 2017.

[120] Ziya Karakaya, Ali Yazici, and Mohammed Alayyoub. A Comparison of Stream
Processing Frameworks. In International Conference on Computer and Applications
(ICCA). IEEE, 2017.

[121] Sanket Chintapalli, Derek Dagit, Bobby Evans, Reza Farivar, Thomas Graves,
Mark Holderbaugh, Zhuo Liu, Kyle Nusbaum, Kishorkumar Patil, Boyang Jerry
Peng, et al. Benchmarking Streaming Computation Engines: Storm, Flink and
Spark Streaming. In IEEE 30th International Parallel and Distributed Processing
Symposium (IPDPS). IEEE, 2016.

[122] Henrique C. M. Andrade, Buğra Gedik, and Deepak S. Turaga. Fundamentals
of Stream Processing: Application Design, Systems, and Analytics. Cambridge
University Press, 2014.

106



[123] Fabian Hueske and Vasiliki Kalavri. Stream Processing with Apache Flink: Fun-
damentals, Implementation, and Operation of Streaming Applications. O’Reilly
Media, 2019.

[124] Apache Kafka Documentation. https://kafka.apache.org. Last accessed: 2021-01-29.

[125] Shusen Yang. IoT Stream Processing and Analytics in the Fog. IEEE Communica-
tions Magazine, 2017.

[126] Goiuri Peralta, Markel Iglesias-Urkia, Marc Barcelo, Raul Gomez, Adrian Moran,
and Josu Bilbao. Fog Computing Based Efficient IoT Scheme for the Industry 4.0.
In IEEE International Workshop of Electronics, Control, Measurement, Signals
and their Application to Mechatronics (ECMSM). IEEE, 2017.

[127] Philippe Dobbelaere and Kyumars Sheykh Esmaili. Kafka versus RabbitMQ: A
Comparative Study of Two Industry Reference Publish/Subscribe Implementations.
In 11th ACM International Conference on Distributed Event-Based Systems, 2017.

[128] Elarbi Badidi. Towards a Message Broker Based Platform for Real-time Streaming
of Urban IoT Data. In Computational Methods in Systems and Software. Springer,
2018.

[129] Aditya Eka Bagaskara, Setyorini Setyorini, and Aulia Arif Wardana. Performance
Analysis of Message Broker for Communication in Fog Computing. In 12th Interna-
tional Conference on Information Technology and Electrical Engineering (ICITEE).
IEEE, 2020.

[130] Ashish Thusoo, Joydeep Sen Sarma, Namit Jain, Zheng Shao, Prasad Chakka,
Suresh Anthony, Hao Liu, Pete Wyckoff, and Raghotham Murthy. Hive: A Ware-
housing Solution over a Map-Reduce Framework. Proceedings of the VLDB En-
dowment, 2009.

[131] Sanket Chintapalli, Derek Dagit, Bobby Evans, Reza Farivar, Thomas Graves, Mark
Holderbaugh, Zhuo Liu, Kyle Nusbaum, Kishorkumar Patil, Boyang Jerry Peng,
et al. Benchmarking Streaming Computation Engines: Storm, Flink and Spark
Streaming. In IEEE International Parallel and Distributed Processing Symposium
Workshops (IPDPSW). IEEE, 2016.

[132] Apache Hbase Documentation. https://hbase.apache.org. Last accessed: 2021-01-29.

[133] Apache Cassandra Documentation. https://cassandra.apache.org. Last accessed:
2021-01-29.

[134] The DataStax Blog: Multi-Datacenter Cassandra on 32 Raspberry Pi’s. https://
www.datastax.com/blog/2014/08/multi-datacenter-cassandra-32-raspberry-pis. Last
accessed: 2021-01-29.

107

https://kafka.apache.org
https://hbase.apache.org
https://cassandra.apache.org
https://www.datastax.com/blog/2014/08/multi-datacenter-cassandra-32-raspberry-pis
https://www.datastax.com/blog/2014/08/multi-datacenter-cassandra-32-raspberry-pis


[135] Ruben Mayer, Harshit Gupta, Enrique Saurez, and Umakishore Ramachandran.
Fogstore: Toward a Distributed Data Store for Fog Computing. In IEEE Fog World
Congress (FWC). IEEE, 2017.

[136] Alex Kaplunovich and Yelena Yesha. Consolidating Billions of Taxi Rides with
AWS EMR and Spark in the Cloud: Tuning, Analytics and Best Practices. In
IEEE International Conference on Big Data. IEEE, 2018.

[137] Docker Documentation. https://docs.docker.com/get-started/. Last accessed: 2021-
01-29.

[138] Saiful Hoque, Mathias Santos de Brito, Alexander Willner, Oliver Keil, and Thomas
Magedanz. Towards Container Orchestration in Fog Computing Infrastructures. In
IEEE 41st Annual Computer Software and Applications Conference. IEEE, 2017.

[139] Thomas Vanhove, Gregory Van Seghbroeck, Tim Wauters, Bruno Volckaert, and
Filip De Turck. Managing the Synchronization in the Lambda Architecture for
Optimized Big Data Analysis. IEICE Transactions on Communications, 2016.

[140] Apache Oozie Documentation. https://oozie.apache.org. Last accessed: 2021-01-29.

[141] Diego Ongaro and John Ousterhout. In Search of an Understandable Consensus
Algorithm. In 2014 USENIX Annual Technical Conference, 2014.

[142] Luiz F Bittencourt, Javier Diaz-Montes, Rajkumar Buyya, Omer F Rana, and
Manish Parashar. Mobility-aware Application Scheduling in Fog Computing. IEEE
Cloud Computing, 2017.

[143] Ayati Miatra and Sumit Kumar. Security Issues With Fog Computing. In 10th Inter-
national Conference on Cloud Computing, Data Science Engineering (Confluence),
2020.

[144] PeiYun Zhang, MengChu Zhou, and Giancarlo Fortino. Security and Trust Issues
in Fog Computing: A Survey. Future Generation Computer Systems, 2018.

[145] Sean Barker, Aditya Mishra, David Irwin, Emmanuel Cecchet, Prashant Shenoy,
and Jeannie Albrecht. Smart*: An Open Data Set and Tools for Enabling Research
in Sustainable Homes. SustKDD, 2012.

[146] Redowan Mahmud, Kotagiri Ramamohanarao, and Rajkumar Buyya. Latency-
aware Application Module Management for Fog Computing Environments. ACM
Transactions on Internet Technology (TOIT), 2018.

[147] Shreyas Badiger, Shrey Baheti, and Yogesh Simmhan. Violet: A Large-scale Virtual
Environment for Internet of Things. In European Conference on Parallel Processing.
Springer, 2018.

108

https://docs.docker.com/get-started/
https://oozie.apache.org

	Kurzfassung
	Abstract
	Contents
	Introduction
	Motivation and Problem Statement
	Aim of the Work
	Methodology and Approach
	Structure

	Background
	Internet of Things
	Fog Computing
	Big Data Analytics
	Lambda Architecture

	Related Work
	Distributed Stream Processing for the IoT and Fog Computing
	Lambda Architecture for Distributed Stream Processing
	Fog Computing Infrastructure
	Conclusion

	Requirements Analysis and Design
	Requirements
	Architecture

	Implementation
	Infrastructure Setup
	Development Operations
	Implementation of the Lambda Architecture
	Implementation of Non-Functional Requirements
	Limitations

	Evaluation
	Data Sets
	Motivational Scenario
	Testbed
	Topology
	Benchmarks
	Summary

	Conclusion and Future Work
	Discussion
	Future Work

	List of Figures
	List of Tables
	Acronyms
	Bibliography

