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Abstract
Usually, recommender systems are trained on a set of users and items and then 
used to recommend new user-item pairings among those seen during training. As 
users and items are added continuously, there is a pressing need to provide recom-
mendations for new users and items, i.e., for users and items not seen during train-
ing. Solutions to this problem exploit techniques like meta-learning or auxiliary 
information encoded in knowledge graphs to learn an “inductive bias”. Yet, most 
existing works can either recommend for new users or new items not seen during 
training but not both. Further, existing methods have rarely been compared to each 
other. Finally, existing evaluations of these methods use a random split of training 
data, and thus do not consider temporal splits of ratings in training and testing. 
This setting ensures testing is correctly performed on user interactions that actually 
occur after the training period. In this paper, we propose a framework for training 
and testing the methods on three real world datasets, and perform a deeper analysis 
of each dataset to better understand the effect of emerging popularity trends. As a 
result, our re-evaluation of state-of-the-art methods identifies strong architectures 
and solutions for inductive recommendation. We find that inductive methods that 
perform aggregation are able to outperform non-aggregating methods in all set-
tings; performances vary greatly across settings, pointing to new important research 
questions.

Keywords  Inductive recommendation · Cold-start · Recommender systems

1  Introduction

Most Recommender Systems (RSs) identify user preference patterns assuming 
that users with similar past behavior have similar preferences, e.g., users that have 
watched the same movies will be recommended similar movies in the future; this 
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approach is commonly referred to as Collaborative Filtering (CF) (Papadakis et 
al. 2022; Gao et al. 2023). Many recent works translates user and item data into a 
low-dimensional space (an embedding space), where the representation of a user is 
similar to the representations of the items that are more likely to be relevant to them. 
Many existing methods only work in a transductive setting, where it is assumed that 
all users and items have been seen during training (Hamilton et al. 2017; Zhang et al. 
2021). In contrast, in an inductive setting, the goal is to recommend for both users 
and items that were not part of the training set, which we call new users and items. 
This allows the model to perform predictions without retraining. This is fundamental 
in online recommendation scenarios where users and items are continuously added 
to the system. An inductive method therefore does not require retraining each time 
a new user, item, or rating is added in contrast to transductive methods; instead, it 
can immediately reason about the newly added information and provide predictions. 
Thus, an inductive method should, for example, be able to make recommendations 
for the new user “Max” in Fig. 1 without retraining. We note that the distinction 
between transductive and inductive settings mirrors the distinction between warm-
start and cold-start settings. In this paper, we refer to warm-start settings when there 
is abundant interaction data available for both users and items. In a cold-start setting, 
instead, a cold user or item is defined as having few interactions available. This set-
ting still allows a model to be trained on these users, items, and their interactions 
(Liu et al. 2020; Togashi et al. 2021). Therefore, in this paper, warm-/cold-start issue 
refers to which data is available to the system, while the transductive/inductive set-
ting refers to which data the system can access during training. The vast majority of 
systems are designed to work in warm-start transductive settings. Only few systems 
are also tested in warm-start inductive settings or cold-start transductive settings. 

Fig. 1  Left: A CG enhanced with KG information and annotated with temporal data, a new user Max 
has been added with new interactions. Right: The transductive setting, where we cannot recommend 
the new item (marked with *), and inductive setting, where we can
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Hence, we identify an important gap in studying systems designed specifically for 
inductive settings and in evaluating their performance in different forms of inductive 
settings. In the following, we therefore focus specifically on inductive settings, and 
for brevity, we will refer to new users and new items to distinguish users and items 
that have not been seen during training, while clarifying case-by-case how much and 
which type of information was indeed available either at training or inference time.

Inductive systems learn to process information available about users and items 
that is presented in many forms. Some inductive methods expect user-metadata to 
enhance predictive capabilities (Lee et al. 2019; Wang et al. 2021), which often 
implies access to sensitive demographic attributes or to other user-provided informa-
tion that is usually considered protected (and thus inaccessible in most cases) and that 
is almost never available in public training datasets. In other cases, systems model 
user-item interactions as a large bipartite graph, extracting subgraphs for all user-item 
pairs (Zhang and Chen 2019; Zhang et al. 2022). Extracting these subgraphs has been 
proven to not be scalable for top-k recommendation (Wu et al. 2022). Therefore, we 
exclude these methods from our study.

In this paper, we study inductive methods that rely only on interaction data or 
external knowledge about items and that are able to provide recommendations for 
new users and items with efficient inference mechanisms. Our extensive literature 
review identified inductive methods that can be grouped into two categories: (i) using 
learned embeddings of interaction data that can be used to generate embeddings for 
new users and items (Sun et al. 2019; Wu et al. 2022, 2021) or (ii) using external 
knowledge, such as textual descriptions or Knowledge Graphs (KGs) for recommen-
dation (Ying et al. 2018; Hamilton et al. 2017; Jendal et al. 2023). Further, in the 
evaluation of these methods, the splitting and study of inductive recommendation 
differ greatly and are based either (i) on a random selection of users considered new 
users (Jendal et al. 2023; Wu et al. 2022; Ying et al. 2018; D’Amico et al. 2023) or 
(ii) considering inductive users as all users with less than a given number of ratings 
(Wu et al. 2021). Previous works have shown that ignoring temporal information 
when splitting the dataset affects the RSs’ performance (Jeunen et al. 2018). Yet, 
existing inductive methods have not been studied on splits that consider the actual 
temporal distribution of user-item interactions, that is, where the ratings considered 
in the test set are all ratings that naturally occurred after those in the training set (see 
timestamps of Fig. 1), which is how an inductive method would be employed in prac-
tice. Therefore, in this paper, we present the first extensive study of inductive recom-
mender systems, where we split the data temporally over time, thus creating a test set 
for which all interactions occur after training interactions (Du et al. 2023). Using our 
framework,1 we propose the first in-depth study of the methods’ performance under 
three different conditions: new users and new items with few interactions, and also 
new items without any previous interaction. The contributions of this paper can be 
summarized as follows:

	● A comparative study of inductive methods capable of new user and item recom-
mendation, highlighting the differences in the methodology used and their limita-

1 ​h​t​t​p​s​:​​​/​​/​g​i​t​h​u​​b​.​c​o​​m​/​t​​h​e​i​s​j​​e​n​d​​a​l​​/​i​n​d​u​​c​t​i​​v​​e​-​r​e​c​o​m​m​e​n​d​a​t​​i​o​n​-​f​r​a​m​e​w​o​r​k.
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tions;
	● An in-depth exploration of datasets in three domains along with the first extensive 

study across the temporal dimension;
	● We compared for the first time state-of-the-art methods, not previously compared 

and new settings when faced with completely new items annotated only with 
metadata; and

	● An important set of new findings regarding the ability of aggregation-based 
methods to adapt to new trends.

Through the study, we find that: (i) prior evaluations failed to account for the tem-
poral ordering of ratings in inductive settings; and our re-evaluation proves that no 
single method performs best in all settings, (ii) aggregation of neighbors is important 
for inductive recommendation, (iii) the effect of popularity bias and temporal skew 
can influence the performance of methods, and (iv) when no ratings are available 
external knowledge can effectively be exploited for inductive recommendation.

2  Background and preliminaries

In this work, we consider RSs taking as input a set of users, a set of items, along with 
item descriptions and attributes, and their positive interactions (users rating restau-
rants, watching movies, or buying products). Both interactions and attributes can be 
modeled using graph structures. We therefore first formally define the graphs used 
to model the input data, followed by a definition of the problem. In our setting, we 
have a bipartite graph consisting of users and items that are connected if a user has a 
positive interaction (e.g., likes) with an item, as illustrated in Fig. 1. Formally, given 
the set of users U  and items I, the interaction matrix I∈{0, 1}|U|×|I|, having Iu,i=1 
if user u∈U  has liked item i∈I and Iu,i=0 if we do not have any information about 
the specific pair, i.e., if the user has never interacted with the item or negatively inter-
acted with the item. The bipartite graph, referred to as a Collaborative Graph (CG), 
can therefore be defined as Gb=⟨Vb, R⟩, where nodes V  are the users and items, and 
edges R={(u, i)|u∈U ∧ i∈I ∧ Iu,i=1} are the positive interactions between a user 
and an item. Some related work uses a KG, i.e., a heterogeneous graph contain-
ing entities and the semantic relations connecting them, to describe metadata about 
items. Consider, for instance, the top-right portion of the example in Fig. 1 represent-
ing entities from a movie streaming service. Here, nodes represent movies, actors, 
directors, and a taxonomy of genres, while edges represent how nodes are connected; 
e.g., “Inception” is connected to the genre “Heist” through relation “has genre” rep-
resented by the triple (Inception, hasGenre, Heist). Formally, we define a KG as a 
directed labeled multigraph identified by the triple G:⟨V, R, L⟩, where V  is the set 
of entities (nodes) in the graph, L is the set of labels for the relations, and the edges 
between entities are represented as R⊆ V×L×V .

To capture both the collaborative signal and the information about the items, the 
Collaborative Knowledge Graph (CKG) (Wang et al. 2019; Jendal et al. 2023) is a 
model integrating a bipartite interaction graph with a knowledge graph. For instance, 
the CKG in Fig. 1 represents the users “Alex” and “Max” connected to the movie 
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“Don Jon” by the likes relation. Then, given the matrix I and the KG G, the CKG 
Gc:⟨Vc, Rc, Lc⟩, is an extension of G, having Vc=V∪U , Lc=L∪{Likes}, and 
Rc=R∪{(u, Likes, i) | ∀u∈U , i∈I s.t. Iu,i=1}.

Every node n∈Vc is associated with a set of node features (Jendal et al. 2023; 
Ying et al. 2018). In practice, we assume a function X :Vc �→Rd, called the feature 
function, assigning a feature vector of dimension d to each node. This vector provides 
a d-dimensional encoding of the node’s contents, e.g., the word embedding of the 
textual description obtained from the literal values attached to the nodes (Hamilton 
et al. 2017). Hence, given an interaction matrix I, a feature function X , and KG 
information, we study recommender systems able to rank items i∈I based on a user 
u∈U . In practice, we model our task as a top-k recommendation problem. Thus, we 
aim at learning the model’s parameters Θ to parameterize a transformation function 
F :U×I�→[0, 1], such that ∀i, j∈I, FΘ(u, i) > FΘ(u, j) if it is more likely that the 
user u would prefer i over j than vice versa.

Finally, in the recommendation setting items I and users U  that were known when 
learning Θ, i.e., at training time, and those for which no information was known 
during training. We refer to the former as known users (sometimes transductive) 
UT  (items IT ) and to the latter as the new users UT̄  (items IT̄ ), with U=UT̄ ∪UT . 
Transductive methods can only recommend for users in the train set, while inductive 
methods can recommend for users in both sets. Typically, when a new user joins a 
platform, it is common practice to present them with an initial set of items to be rated. 
Thus, we consider new users for which, at inference time, we have some ratings, even 
though those ratings are usually few and sparse (Lee et al. 2019; Zhou et al. 2011; 
Wu et al. 2021). In any case, we never consider users for which no rating is known at 
inference time. Moreover, some new items IT̄ r⊂I can have interactions at inference 
time if they have been shown to some users to elicit initial ratings. However, when 
new items have just been added they do not have any ratings, and when we want to 
obtain a recommendation prediction for them, we refer to them as new items without 
ratings IT̄ or⊂I. Thus, the inductive settings can involve both items with ratings and 
without ratings, s.t. IT̄ =IT̄ or∪IT̄ r and IT̄ or∩IT̄ r=∅. In the right side of Fig. 1, we 
illustrate the difference between inductive and transductive recommendation. In the 
test set of the inductive setting, we see that some users and items are not present in 
the train set. Furthermore, we see no interactions were known for the item at the bot-
tom at both training and prediction time, thus this item is excluded in the transductive 
setting but is available for prediction in the inductive setting.

3  Related work

Traditionally, RSs take as input users, items, and known interactions between users 
and items, and then aim to predict new interactions among the same set of users and 
items (Cremonesi et al. 2010). Hence, the recommendation task can be seen either as 
a binary classification (e.g., will the user like this specific product?) or as a ranking 
task (e.g., which are the top-10 products that the user is most likely to buy next?). 
Past research has shown that the ranking task is the most practical and the most wide-
spread in practice (Cremonesi et al. 2010). We will focus on this task.
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Most recent RSs learn embeddings of users and items in a multi-dimensional 
space, expecting the similarity of vectors representing users and items reflect the 
likelihood of future interactions (Papadakis et al. 2022; Gao et al. 2023; Wang et 
al. 2019, 2019). These methods are called transductive, i.e., they embed each item 
within the same low-dimensional space during the training step and only compute 
vector similarity at inference time. Therefore, these techniques are unable to obtain a 
new representation for users and items that were not present during training, and thus, 
cannot generate predictions for unseen users or items.

In contrast, inductive methods learn during training how to aggregate data, repre-
senting features and interactions, such that they can generate vector-representations 
at inference time for new users and items (Ying et al. 2018; Wu et al. 2022). This 
capability is vital for real-world applications where new items are continuously added 
to the domain. In this study, we have analyzed state-of-the-art inductive methods for 
recommendations, and our analysis of the various strategies and design decisions 
employed is summarized in Table 1. In particular, we are interested in the methodol-
ogy used for training and generating new predictions, the information used, and the 
settings in which they can actually perform inductive recommendations.

Most inductive methods are based on known transductive techniques. Many of the 
transductive methods are based on matrix factorization (Zhou et al. 2011), attempting 
to reconstruct the rating matrix. To generalize this approach for inductive recom-
mendations, some methods use a quasi-inductive approach consisting of two parts: 
(i) a transductive part to obtain some initial embeddings and (ii) an inductive part 
where the method learns to generate embeddings for new users or items based on 
representations of known users and items (Wu et al. 2022). IDCF (Wu et al. 2021) 
uses this methodology to generate user embeddings using matrix factorization in the 
first phase and an attention mechanism to aggregate the learned user embeddings in 
the second phase. In the second phase, it can use any recommender to fine-tune the 
method, for example, using a Graph Neural Network (GNN) architecture and graph 
convolutions can help in sparse settings. Yet, this method is designed for a matrix 
completion task, which is a form of binary classification that leads to poor perfor-
mance in an item ranking setting (Cremonesi et al. 2010).

On the other hand, GNNs have been used in many settings exploiting their inherent 
ability to cluster densely connected nodes by aggregating information from both near 
and distant nodes (Wu et al. 2021). Specifically for recommendation, GNNs group 
users that exhibit similar preferences in the embedding space. A very prominent rec-
ommender using GNNs is LightGCN (He et al. 2020), which does not use linear nor 
non-linear layers but only graph convolutions. Yet, these methods are transductive 
and cannot recommend for new users or items. To alleviate this problem, INMO (Wu 
et al. 2022) uses a quasi-inductive approach, using a subset of users and items as 
representative nodes that all nodes aggregate for an initial representation, followed 
by multiple LightGCN layers for ranking. Yet, such approaches still rely on full graph 
convolutions.

GraphSAGE (Hamilton et al. 2017) was the first GNN to inductively represent 
unseen nodes for node classification. Instead of using key-node representations as 
previous methods, it aggregates node features, e.g., textual attributes. Later, it was 
adapted for the recommendation task in PinSAGE (Ying et al. 2018), using MapRe-
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duce to further scale the computation. Unfortunately, PinSAGE was designed for 
item-item recommendations, that is, assuming that we have boards of items and want 
to add a new item to a board. The method therefore does not explicitly handle user-
item ratings; instead, a user is represented as the average embedding of its ratings. 

Table 1  Related methods, the task they support among (C) node Classification, (R) Ranking, (P) rating 
Prediction, and (SR) Sequential Recommendation; where metadata is used for users, items, or external 
information (e.g, tags, KG); and the main architecture or learning methodology used

Inductive Metadata
Model Task User Item User Item External Architecture Main 

limitation
BERT4Rec (Sun et al. 2019) SR ✔ ✗ ✗ ✗ ✗ Transformer Cannot 

recom-
mend 
for new 
items

IDCF (Wu et al. 2021) P ✔ ✗ ✗ ✗ ✗ Matrix 
factorization

ReBKC (Hui et al. 2022) P ✔ ✗ ✗ ✗ ✔ Multi-headed 
attention

IGCCF (D’Amico et al. 
2023)

R ✔ ✗ ✗ ✗ ✗ GNN

BSARec (Shin et al. 2024) SR ✔ ✗ ✗ ✗ ✗ Transformer
LARA (Sun et al. 2020) R ✗ ✔ ✗ ✔ ✗ Adversarial 

learning
Cannot 
recom-
mend 
for new 
users

ICP (Zhang et al. 2021) R ✗ ✔ ✗ ✔ ✗ NN
GAR (Chen et al. 2022) R ✗ ✔ ✗ ✔ ✗ Adversarial 

learning
CVAR (Zhao et al. 2022) R ✗ ✔ ✔ ✔ ✗ Variational 

encoder
ALDI (Huang et al. 2023) R ✗ ✔ ✗ ✔ ✗ Student/teacher 

model
CGRC (Kim et al. 2024) R ✗ ✔ ✗ ✔ ✗ NN
IHM (Zuo et al. 2024) R ✗ ✔ ✔ ✔ ✗ GNN
MeLU (Lee et al. 2019) R (✔) (✔) ✔ ✔ ✗ Meta-learning Requires 

retraining 
for each 
new user

MetaCF (Peng et al. 2021) R (✔) (✔) ✗ ✗ ✗ Meta-learning
MetaKG (Du et al. 2023) R (✔) (✔) ✗ ✗ ✔ Meta-learning

IGMC (Zhang and Chen 
2019)

P ✔ ✔ ✗ ✗ ✗ Subgraph User-
item sub-
graphs 
has high 
construc-
tion cost

GIMC (Zhang et al. 2022) P ✔ ✔ ✗ ✗ ✗ Subgraph
PistGNN (Gong et al. 2024) P ✔ ✔ ✗ ✗ ✗ Subgraph
KGMC (Han et al. 2024) P ✔ ✔ ✗ ✗ ✗ Subgraph

DropoutNet (Volkovs et al. 
2017)

R ✔ ✔ ✔ ✔ ✗ NN Requires 
user 
metadataHeater (Zhu et al. 2020) R ✔ ✔ ✔ ✔ ✗ NN

PGD (Wang et al. 2021) R ✔ ✔ ✔ ✔ ✗ Student/teacher 
model

IHGNN (Cai et al. 2023) R ✔ ✔ ✔ ✔ ✔ GNN
GraphSAGE (Hamilton et 
al. 2017)

C (✔) ✔ ✗ ✔ ✗ GNN –

PinSAGE (Ying et al. 2018) R (✔) ✔ ✗ ✔ ✗ GNN w/ 
attention

INMO (Wu et al. 2022) R ✔ ✔ ✗ ✗ ✗ GCN
GInRec (Jendal et al. 2023) R ✔ ✔ ✗ ✔ ✔ GNN w/ gates
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IGCCF (D’Amico et al. 2023) also proposes using an item-item graph; however, here 
each edge has a weight based on the number of co-interactions between items. Fur-
thermore, IGCCF limits the edges to top-k, both for scalability and to reduce over-
smoothing. Similar to PinSAGE, the users are represented as average embeddings; 
however, in contrast to PinSAGE, items are represented as learned embeddings, and 
thus IGCCF cannot recommend for new items. In very sparse settings, the collabora-
tive signal may not be sufficient for recommendation. Similarly, ReBKC (Hui et al. 
2022) relies on KGs to make high-quality recommendations for new users; how-
ever, it cannot make recommendations for new items as it also relies on learned item 
embeddings. Instead, GInRec (Jendal et al. 2023) uses KG information and relation 
specific gates to aggregate information from neighboring nodes but does not depend 
on learned embeddings. Thus, it is one of the few methods that can recommend in 
all settings.

Other methods have been proposed for inductive matrix completion (Xu et al. 
2013; Jain and Dhillon 2013), many based on IGMC (Zhang and Chen 2019); they 
extract subgraphs around each user-item pair to obtain the necessary representations, 
passing such subgraphs through multiple layers of a GNN (Zhang et al. 2022; Gong 
et al. 2024; Han et al. 2024). Generating these subgraphs is prohibitively space- and 
time-consuming (Wu et al. 2022). Thus, they cannot efficiently produce user-item 
rankings, since a subgraph is generated for all user-item pairs. Even precomputed 
subgraphs are infeasible for relatively small datasets, as the space complexity, storing 
only edges, would be O((|I|+|U|)∗|I|∗|U|) in the simplest case of 1-hop neighbors. 
Further, these approaches are designed for the rating prediction task, and not for the 
ranking task.

Meta-learning focuses on learning from small amounts of data by learning to pre-
dict for different tasks independently, which can then be used to learn towards a more 
generalized objective (Finn et al. 2017). MeLU (Lee et al. 2019) proposes using 
meta-learning for inductive recommendation by exploiting user and item metadata. 
However, user metadata can be difficult to acquire, as the user may not wish to dis-
close such information (Aïmeur and Brassard 2013) and if present, is only filled out 
by a smaller subset of users (Rodriguez and Tommasel 2024). Instead of using meta-
data, MetaKG (Du et al. 2023) directly optimizes the learned user and item embed-
dings. Thus, for a new user or item, it directly optimizes these embeddings. For both 
models, the meta-learners retrain the model for each user, which requires both addi-
tional computational resources as well as storage, making it unscalable for larger 
datasets. The meta-learning can be replaced with user metadata (Volkovs et al. 2017; 
Zhu et al. 2020). For example, PGD (Wang et al. 2021) uses a user-item-attribute 
graph creating a denser graph. Additionally, for improved inductive capabilities, they 
introduce a student-teacher architecture, where the teacher is aware of both users and 
items, while the user/item students are unaware of each other. Alternatively, IHGNN 
(Cai et al. 2023) constructs a graph based on users, items, tags, and user/item attri-
butes, using user attributes to sample subgraphs for their representation. Contrary to 
the previous subgraph methods, these are only user-specific and can compute item 
rankings efficiently. However, these methods rely on user metadata.

BERT4Rec (Sun et al. 2019) is designed for sequential recommendation by apply-
ing the BERT transformer networks (Reimers and Gurevych 2019) to user interac-

1 3

   58   Page 8 of 33



Handling new users and items: a comparative study of inductive…

tion sequences, acting as a single graph convolutional layer. However, the method 
relies on the self-attention mechanism to capture both trivial and non-trivial patterns 
simultaneously. BSARec (Shin et al. 2024) instead extends the attention mechanism 
of the BERT transformer model by separating these two types of attention patterns. 
Yet, neither method can recommend new items, relying on trained item embeddings.

Multiple other works have been proposed for inductive item recommendation, 
ranging from multi-modal information aggregation in ICP (Zhang et al. 2021), adver-
sarial learning as GAR (Chen et al. 2022), or to variational autoencoders in CVAR 
(Zhao et al. 2022). Yet, all these methods use learned user embeddings and therefore 
cannot recommend for new users.

Recently, some inductive recommenders rely on LLM services or are based on 
conversations (Sanner et al. 2023). However, due to having to generate conversations 
or LLMs having seen the data during training, it is not possible to set up a fair com-
parison, and we exclude these methods from our study, as they require a completely 
different setup. Thus, among existing works (Table 1), we identify several with major 
limitations since they either (i) create subgraphs, which do not scale in the ranking 
task; (ii) use personal user data, which is almost never available; or (iii) solve a rat-
ing prediction task that offers sub-optimal performance in practice. Hence, our first 
finding is that, for new user and item recommendations, only GraphSAGE (Hamilton 
et al. 2017), PinSAGE (Ying et al. 2018), INMO (Wu et al. 2022), and GInRec (Jen-
dal et al. 2023) are applicable methods. All these methods are graph-based. Conse-
quently, we also include in our evaluation BERT4Rec (Sun et al. 2019) as a strong 
sequential recommender and IDCF (Wu et al. 2021) as a matrix factorization-based 
recommender, both capable of recommending for new users.

4  Inductive recommenders

In this section, we briefly introduce each method that we will be studying and 
describe their general methodology. For more details, we refer the reader to Appendix 
A, where they are more formally described, including how they generate inductive 
predictions and some of their internal mechanics.

BERT for Recommendation (BERT4Rec) (Sun et al. 2019) uses learned item 
embeddings passed through multiple layers of the BERT model. The method only 
uses the sequence of item interactions as information for ranking items, and it can 
represent any user with only a few interactions. Nonetheless, it cannot recommend 
new items that were not seen during training. Interestingly, BERT4Rec can be seen 
as a one-hop aggregation of neighbors, using the transformer architecture as an 
aggregator.

InDuctive Collaborative Filtering (IDCF) (Wu et al. 2021) is based on key and 
query users, meaning that the method uses a subset Uk⊆UT  of all users (key users) to 
make predictions for new users (query users) Uq=UT̄ . For each key user uk∈Uk and 
item i∈I, the approach learns embeddings using matrix factorization with GNNs. 
Fully connected neural networks are used for prediction. The method utilizes the new 
user’s interactions to find representative key-user representations, but is not designed 
for new items.
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Inductive Module for collaborative filtering (INMO) (Wu et al. 2022) extends the 
IDCF approach to handle both new users and new items, splitting both users and 
items into key and query sets. Thus, key items are defined as Ik⊆IT  and query items 
as Iq=IT̄ . Furthermore, instead of prelearning user and item embeddings, INMO 
uses a loss function that directly optimizes the initial key user and item embeddings. 
They learn a global template user euser and item eitem vectors, creating a baseline 
when there are few interactions. To generate final predictions, any recommender sys-
tem can be used, but LightGCN (He et al. 2020) is utilized in the paper.

PinSAGE (Ying et al. 2018) was inspired by GraphSAGE’s (Hamilton et al. 2017) 
inductive approach and sampling methodology for training on larger graphs. Graph-
SAGE uses GNNs and metadata, such as text, images, and node degrees, passed 
through the SOTA embedding tools, generating an embedding ei. It further uses 
neighborhood sampling during training to reduce computational costs. Instead of 
having a bipartite graph of users and items, PinSAGE uses an item graph, where 
co-interactions are used as edges. Originally, edges represented pins assigned to 
the same board. In both cases, the initial item representations allow for inductive 
recommendation.

Gated Inductive Recommender (GInRec) (Jendal et al. 2023) is also inspired by 
GraphSAGE. Instead of relying solely on user interactions, it aggregates KG infor-
mation through a relation-specific gating method. To handle new items, it uses item 
metadata such as text and node degrees as initial features, and introduces an autoen-
coder for dimensionality reduction of the textual embeddings as well as a gated GNN 
to capture high-order dependencies. Thus, the method can recommend for new users 
and items, using only item metadata, assuming the aggregation of user interactions is 
sufficient to obtain user embeddings.

5  Experiments

Inductive approaches are designed to provide recommendations for new users and 
items for which ratings are only known at inference time. In the following, we aim at 
answering the following questions: 
RQ1)	 How do methods perform overall?
RQ2)	 How do methods perform in an inductive user setting?
RQ3)	 How do new items affect methods’ performance?
RQ4)	 Can the methods recommend items without ratings?
RQ5)	 How does sparsity affect performance in transductive and inductive settings?
Datasets. To evaluate existing methods, we use three real-world datasets: (i) MovieL-
ens (ML) (Harper and Konstan 2015), a dataset with ratings about movies; (ii) Ama-
zon-Book (2014) (AB) (Ni et al. 2019), a dataset with reviews on books; and (iii) 
Yelp Dataset (YD),2 a dataset with reviews on businesses, such as restaurants. None 
of the datasets comes with an associated KG. We therefore use the MindReader KG 
(Brams et al. 2020) for the ML dataset, KG provided by KGAT (Wang et al. 2019) for 
the AB dataset, and for YD, we use Y2KG (Corfixen et al. 2023). These three graphs 

2 https://www.yelp.com/dataset/.
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are obtained by linking reviewed items to nodes in popular open-domain KGs, such 
as DBpedia and Wikidata. We note that for the Yelp KG, we remove items and edges 
connected to nodes of type Tip and Review, ensuring that we do not have any leakage 
of information between the training, validation, and test sets. Furthermore, the blank 
node path in the Yelp KG is transformed into edges to reduce the aggregation distances 
required. For example, if the path (business, hasMusic, BlankNode, hasdj, true) 
exists, we create the triple ⟨business, hasMusic, hasdj⟩, while if it was false, no 
path is created. In all cases, we keep only items (and thus ratings) mapped to their 
respective KGs, resulting in the statistics shown in Tables 2 and 3. For the CKG 
we add the inverse of each edge, e.g., (h, r, t)⇒(t, r′, h). For all datasets, we use a 
5-core subset and prune users whose rating times span less than 5 days, as these users 
do not capture rating interests over time. We create our own datasplit using time, and 
ratios 0.8: 0.1: 0.1 for training, validation, and test sets. As we use time for splitting, 
we can have new users and items in the test set not seen during training or validation, 
leading to the statistics shown in Table 2. Similar to previous evaluations (Lee et al. 
2019; Wu et al. 2022, 2021), all users are associated with at least a few ratings, simu-
lating new users being greeted with an initial page, where they are prompted to rate 
a few movies. These ratings are also selected based on time, using the oldest ratings 
as initial ratings. Thus, some new items may have ratings in our test set as we have 
sampled ratings for the users.

We perform an in-depth analysis of the datasets, since they were modified when 
connecting to the KGs and for better framing of the experimental results. First, we 
study the evolution of the most popular items over time (Fig. 2). The color of the 
line represents when an item entered the top-5 ranking, with purple being the earliest 
timestamp and red the latest. As expected, we see that new trends appear frequently 
for both ML and AB as new items are released. However, for YD, we observe that 
items have a more consistent popularity. Intuitively, a good restaurant is likely to 
maintain high popularity over a longer period than a good movie. This may indicate 

Table 2  Dataset properties: I: items, U: users, R: ratings, TR: ratings in test set, STime: is the skewness of 
the rating times using the Fisher-Pearson coefficient, OLO/NLO: average left-out ratings for Old and New 
users, OU/OI/NU/NI: Old and New test-set users and items, NI!R: new items without ratings

#I #U #R Density #TR STime
MovieLens 4,645 14,206 1,889,382 2.86E-02 499,040 0.26
Amazon Book 24,841 70,679 843,228 4.80E-04 322,048 −0.90
Yelp 77,319 174,840 2,428,509 1.80E-04 809,989 −0.50

OLO NLO #OU #OI #NU #NI #NI!R
MovieLens 5.61 110.38 13,377 4,379 829 51 19
Amazon Book 1.02 4.06 67,800 11,847 2867 210 99
Yelp 1.13 5.77 168,144 40,420 6696 1668 1173

#Entities #Relations #Relationships Density
MovieLens 14,062 8 100,719 2.88E-04
Amazon book 88,572 39 2,555,995 1.99E-04
Yelp 75,199 12 1,643,792 7.07E-05

Table 3  Statistics of the knowl-
edge graph
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that historical interactions are more important for the YD, compared to the other 
datasets. However, these plots do not indicate how popularity bias changes over time. 
Thus, we study the percentage of top-k items of a month that have been the most 
popular in any previous month (Fig. 3). Interestingly, we see that although new trends 
appear for ML in Fig. 2, many of the most popular items persist over time. For YD, 
there is a significant drop in the popularity around 2020, which we assume to be due 
to the COVID-19 pandemic. This would also explain the sudden influx of new busi-
nesses in the same period. The latter is illustrated by the sharp change to red rather 
than a gradual change as for the AB dataset. Furthermore, we study the skew of rat-
ings over time, where negative values indicate that most ratings occur late in time and 
inversely for positive values. STime clearly shows that most of the ML ratings occur 
early in the dataset, and late for AB, with YD having a similar but less extreme skew 
as AB. Based on this analysis, we identify an important finding: selecting train/test 
users and items by sampling users uniformly at random, as in related work (Wu et 
al. 2022; Jendal et al. 2023), and thereby ignoring the temporal dimension and skew, 
would effectively result in data leakage since information about future trends would 
be introduced in the training test.

Methods. Besides the aggregation-based methods described in Sect. 4, we com-
pare against three additional methods: (i) TopPop (Cremonesi et al. 2010), a simple 
non-personalized recommender that recommends the most popular items, where we 
tune the timespan of ratings used for predictions; (ii) PPR (Jeh and Widom 2003), 
performed over both the CG and CKG, with the latter allowing for new user and new 
item recommendations; and (iii) BPR-MF (Rendle et al. 2009), a reference transduc-

Fig. 3  Fraction of top-k items at each month that have been in top-k in any previous month with a 
moving avg. of 12 months

 

Fig. 2  Top-k items’ ratings per month with a moving avg. of 12 months
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tive method retrained on the dataset including the new users and their new ratings, 
as it is fast to train and is competitive to state-of-the-art methods. Furthermore, as 
in previous work (Wu et al. 2021), despite our best efforts, we were unable to train 
and test GIMC (Zhang et al. 2022) and IGMC (Zhang and Chen 2019) in the ranking 
settings due to their running time requirements, and therefore exclude these methods 
from our study.

Parameter settings. All models are implemented in PyTorch and optimized using 
the Adam optimizer3; we train with a batch size of 2048 for a maximum of 1000 
epochs, saving the best-performing state on the validation set and stopping after 50 
successive epochs without improvement, as in related work (Wu et al. 2022; Wang et 
al. 2019). For hyperparameter tuning, we employ Asynchronous Successive Halving 
(ASHA) (Li et al. 2020). We found that pruning parameter combinations too early led 
ASHA to discard promising combinations, and therefore set the minimum number of 
epochs to r = 4. The number of parameters configuration to try is set as R=64·HP  
as a function of the number of hyperparameter variables of a method, HP. We scale 
the number of configurations as, for example, BPR-MF only has two hyperparam-
eters, embedding dimensionality and learning rate, and INMO has an additional four, 
for a fairer comparison. Finally, we set the elimination rate η = 4 which is the default 
in the Optuna framework (Akiba et al. 2019), allowing for a larger initial search space 
without incurring excessive computational costs. We set the minimum and maximum 
values of parameters based on the values described in the original works.4 Further-
more, we employ a log-sampling approach when appropriate, such as for learning 
rate, ensuring low values are sampled more frequently.

Extracted features. Multiple methods use extracted features as initial embeddings 
for the items and entities. Here, we use the same form of features for all methods, 
namely extracted textual features as well as node degrees, ensuring comparability. 
In particular, the text supplied by the underlying KG is: for ML, the first paragraph 
of the Wikidata page of the entity; for AB the meta-text supplied in the dataset; and 
for YD we use review texts, ensuring that only reviews written within the current 
phase are used. We use Sentence-BERT (Reimers and Gurevych 2019) to generate 
textual embeddings via average aggregation. Only for descriptive entities (Vc \ I) of 
the KG, which often have very short textual descriptions, we follow previous work 
(Jendal et al. 2023) and further generate TransR (Lin et al. 2015) embeddings, ran-
domly splitting the KG into training and test sets, and using an early stopping of 50 
epochs. We, thus, assume descriptive entities to be non-changing across training and 
testing, i.e., no new descriptive entities are introduced at any time. All embeddings 
are normalized by centering around zero and scaling to unit variance. We use the 
embeddings used for training to generate the scaler and apply it to all embeddings.

Evaluation metrics. Following other evaluation methods (Wang et al. 2019), 
for each user in the test set, we rank all items not interacted with in the train and 
validation sets, only treating ratings in the test set as positive items. We measure 
NDCG, recall, precision, and coverage at 20, as well as PR-AUC, to evaluate the 

3 We tested the methods’ implementations also on the datasets reported in their evaluation, when possible, 
obtaining similar results.
4 We share the configuration file with all parameter options in the framework repository.
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ranking performance, reporting the average performance over all users. Let Iu be 
the top-k items recommended to a user u, s.t. we can formally define coverage as 

Cov@k =
∣∣⋃

u∈U
Iu

∣∣
|I| . Hence, a naive recommender, such as TopPop, is expected to 

perform poorly due to recommending the same set of items each time (Adomavicius 
and Kwon 2012). We further evaluate the methods’ ratio of relevant retrieved items 
and their ability to retrieve the items, as precision and recall, respectively. The former 
is the number of rel(i)=1 in the top-k list over all possible positives, while the latter 
is the fraction of positives in the top-k. For method performance at different ks we 
refer to Appendix B.

RQ1. In Table 4, we report the performance of the methods on all users and items 
instead of only new users and items. This setting allows us to observe the overall 
performance, considering both transductive and inductive users and items.

Graph-based methods seem the most robust in this setting. IDCF’s performance is 
similar to BPR-MF, likely due to IDCF’s use of matrix factorization as a base, with 
similar results shown in related works (Wu et al. 2022). IDCF’s limited performance 
can be further attributed to its loss function, which is based on matrix completion. 
Such a loss function has been shown to perform worse in top-k recommendation 
settings (Cremonesi et al. 2010). Furthermore, we see that INMO performs well on 
most datasets, only slightly outperformed by GInRec on the ML dataset. The ability 
to have learned embeddings seemingly allows for fine-grained recommendation, as 
INMO and BERT4Rec perform the best on most of the datasets. However, contrary 
to BPR-MF, these methods aggregate items to generate user representations, allow-
ing for increased recommendation performance. Even for methods using extracted 
features, the aggregation of neighbors greatly increases the performance over BPR-
MF for sparse datasets. Yet, when the dataset is dense and popularity-biased, a simple 
method such as BPR-MF may be sufficient for high-quality recommendation, as we 
see for ML.

BERT4Rec and GraphSAGE (GS-R in the table) have a consistently high cover-
age. However, GraphSAGE does not produce good rankings. The combination of 
high coverage and low ranking precision indicates that the recommendations are 
mostly random. Yet, for BERT4Rec, the ranking performance is consistently high 
while having many unique recommendations. Thus, even without using user profiles, 
only exploiting item sequences and the Cloze (Taylor 1953) learning procedure, this 
method is able to obtain high coverage and ranking performance.

PinSAGE, GraphSAGE, and GInRec are the only methods using extracted fea-
tures. As mentioned above, GraphSAGE is not able to extract good user representa-
tions. PinSAGE does not represent users directly; it instead uses an item-item loss 
function that is able to achieve competitive performance in this and subsequent 
experiments. Yet, neither of these methods can match the performance of the learned 
embedding methods on all datasets in the transductive setting, indicating the need for 
better features or better utilization of the extracted features. Notably, PinSAGE can 
outperform GInRec in YD while being outperformed in AB. This can be caused by 
multiple factors, such as YD having a less informative KG, different popularity bias, 
or GInRec being challenged by the higher sparsity in the dataset.

1 3
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Generally, for all methods, we see a very low precision, meaning very few of the 
top-20 items are relevant for any user. Assuming that the correct classifications are 
uniformly distributed across the test users, only ∼2 out of 10 users are served a rel-
evant recommendation in their top 20 for the AB and YD datasets. Thus, we highlight 
these datasets as the most challenging for state-of-the-art methods. We note that the 
low performance cannot be explained by a low number of positively rated items in 
the test set, as the recall is also low for all methods. Thus, there is still great potential 
for improvement on all datasets.

RQ2. To study the inductive setting, we have two experiments, first, studying the 
methods’ abilities to recommend all items to new users (Table 5) and second, rec-
ommending new items to new users (Table 6). For the former, we actually see an 
increase in performance compared to the overall performance on all users for all 
methods. Since we only sample a few ratings for prediction when given a new user, 
the number of left-out evaluation ratings can be much higher than for a user in trans-
ductive settings. We observe that the number of left-out ratings for new and old users 
in Table 2 is at least four times higher for new users on average. Thus, the random 
likelihood of being correct during testing is higher, due to the Random method’s per-
formance doubling for NDCG and AUC on ML.

The best-performing methods remain the same as in the transductive setting, 
with the only consistent deviation being the coverage metric. However, as for the 
transductive experiment, having high coverage but poor ranking capabilities is not 
a desired trait, as seen for GraphSAGE. Similarly to the transductive setting, for the 
larger, less popularity-biased datasets, learned embeddings seem to be very effective, 
as both INMO and BERT4Rec perform very well.

When recommending new items to new users (Table 6), we limit the ranked list to 
only contain new items (same in Tables 7 and 8), as we are interested in the methods’ 
abilities to rank new items, not how new items rank among items already seen in the 
training set. Furthermore, we exclude IDCF and BERT4Rec from all these new item 
settings, since they cannot make recommendations for new items.

Interestingly, when recommending new items to new users, we see a big drop in 
performance for INMO on the AB dataset. This is peculiar, since similar trends are 
not observed for ML or YD. Looking at Fig. 2, we see a large difference in the ending 
distribution of the popular items of AB compared to the other datasets. Furthermore, 
looking at Fig. 4IIb, we also see that the AB dataset has the fewest number of ratings 
for new users towards new items. Both of these could be reasons for the performance 
drop. However, we do also note that INMO has not been compared to PinSAGE 
before. Instead, the methods using extracted features excel, and even GraphSAGE 
is increasing its performance. Due to the popularity bias of the ML dataset, TopPop 
performs very well but is greatly outperformed in all metrics for the other datasets. 
Interestingly, the coverage shows that GInRec often retrieves more new items than 
PinSAGE, probably due to using a CKG.

RQ3. In the new item recommendation setting (Table 7), we have a similar perfor-
mance to that of the new user and item recommendation setting (Table 6). For the ML 
dataset, TopPop performs well within the ranking measures, having the best perfor-
mance for NDCG and AUC. However, ML is also the most popularity-biased dataset 
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(Fig. 3). This is probably the reason why GraphSAGE is also performing very well 
for this dataset and not others. Interestingly, for the AB and YD datasets, we see an 
increase in ranking performance for GInRec compared to the new user and item rec-
ommendation setting, even outperforming all other methods on the NDCG and AUC 
measures for AB, although it underperforms for YD. GInRec assumes no information 
about users while still representing them as nodes and using KG information, both of 
which may dilute the effect of the collaborative signal.

RQ4. In Table 7, we study the methods’ abilities to recommend for new items with-
out any ratings, ranking all new items as in the previous new item settings. This setting 
thus studies the methods’ abilities to recommend items regardless of the presence of 
interactions. We further do not test TopPop, which trivially cannot recommend with-
out ratings, and BPR-MF, for which no information can be gained without ratings. 
PPR-KG can use the KG information of the CKG, INMO uses the learned template 
representations, and the rest use extracted features for initial representations. First, 
we notice that for ML Random is well performing, indicating that this datasplit is not 
interesting to study. However, the two other datasets still provide some interesting 
insights. Both PinSAGE and INMO greatly decrease in performance, whereas GIn-
Rec excels. For both PinSAGE and INMO, new items without ratings are completely 
disconnected from the graph, relying purely on the initial embedding for PinSAGE or 
template embedding for INMO. Since an inherent part of graph convolutions over a 
CG is to group users and items that exhibit similar preferences and interactions, new 
items with few interactions would be aggregated or aggregate through multiple hops, 
gaining a similar embedding to other users and items. However, a new item without 
ratings has no neighbors and thus cannot aggregate. Therefore, it would likely be less 
similar than connected nodes. The rated items would be ranked higher because they 
have aggregated neighbor information, pushing down new unrated items. However, 
PPR, GraphSAGE, and GInRec all use KG information and are thus able to better 
rank completely unrated items. In particular, GInRec, which uses KG information 
and gates to adaptively select information based on relation types, performs better in 
this setting. Yet, all of these methods perform poorly in the other settings, meaning 
that there is currently no solution able to dynamically balance the influence of ratings 
and item descriptions across different use-cases.

RQ5. We evaluate the methods on different sparsity and popularity groups, study-
ing the AB and YD datasets, in both the overall (Fig. 4I) and new user and item (Fig. 
4II) settings. Some extended results are presented in Appendix B. To assess the abil-
ity to recommend items to users with varying numbers of initial ratings, we group 
users into bins such that each bin has an equal number of ratings (b and d) (Wang et 
al. 2019). Moreover, to study the methods’ capabilities to recommend to users with 
different popularity biases, we group users based on the percentage of ratings on the 
top 2% most popular items (a and c).

Focusing first on the overall setting (Fig. 4I), we find on AB b that INMO’s per-
formance drops at a quicker rate than other methods as the number of ratings per user 
increases. However, the method excels at recommending for popularity-biased users, 
consistently outperforming other methods as seen in a and c. BERT4Rec performs 
very well over all popularity and sparsity groups. Nonetheless, it exhibits a similar 
decrease in performance as INMO. Notably, for both PinSAGE and GInRec, there is a 
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slower decrease in performance over the different user groups (b and d). Despite this, 
these two methods show lower performance in the first bin, which encompasses the 
largest group and the users with the fewest ratings. IDCF fails to perform adequately 
on any dataset, clearly optimizing towards a popularity bias, correlating closely with 
TopPop’s performance in both the popularity and the number of rating studies. The 
methods perform worse for users with niche preferences (a and c). Yet, these users are 
not the users with the fewest number of ratings, as the methods’ best performances 
are often on the first bin in b and d. All methods are therefore reliant on the popularity 
of users to make high-quality recommendations.

When looking at new users and items (Fig. 4II), there is a dramatic change in per-
formance, especially for the AB dataset. We tried constructing 4 bins, but for both AB 
and YD, multiple bins had the same number of max ratings and are thus merged into 
the same bin. In particular, for the AB dataset, the number of ratings is significantly 
reduced compared to the transductive setting, with the first bin decreasing from hav-
ing 12 or fewer ratings to having only 2 or fewer ratings. We see that neither the 
popularity groups nor the number of ratings seem to have a large impact. Indicating 
that either methods are incapable of using all of the ratings or that the initial ratings 
are not indicative of users’ preferences.

Furthermore, as seen with BERT4Rec, a convolutional layer, and with PinSAGE, 
representing users as the average of item embeddings, is sufficient to achieve state-
of-the-art performance. Thus, to date, aggregation over ratings is the common para-
digm for state-of-the-art inductive recommendation.

6  Conclusion and future work

In this paper, we have studied multiple inductive recommenders, ranging from 
sequential recommenders to graph convolutions over CKGs. We demonstrated the 
shortcomings and advantages of the different kinds of architectures, when compared 
to simple baselines, summarized in Table 9. We showed that inductive recommenders 
using learned embeddings are powerful. However, they cannot perform in all set-
tings. We found that any form of aggregation is essential for inductive recommenda-
tion, with even a single convolution layer being sufficient, and interestingly, in most 
cases using learned embeddings is sufficient. We highlighted the different statistics 
of the datasets, the skewness of the rating distribution, the popularity bias, as well as 
the effects they have on the subsequent results. Furthermore, we study the methods in 
a variety of different recommendation settings and on different user groups. Overall, 
we conclude that more attention is needed on items without ratings and on users that 
do not adhere to the popularity biases. Thus, we advise considering temporal splits 
when studying methods in inductive settings. We highlight that we only study one 
type of extracted feature and text source per dataset. Thus, exploring ways to enhance 
performance for items without ratings, such as including item metadata or external 
knowledge, is an important direction of future work.
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Key findings Actionable insights Limitations
a) Very different rating dis-
tributions across datasets.
b) Aggregation is impor-
tant for high performance.
c) Learned embeddings 
perform best.
d) Better extracted features 
or use of these is required.
e) KG leads to better diver-
sity at the cost of ranking.
f) More focus on new 
items without ratings

a) Divide dataset into 
train/test based on 
time.
b) Use simple meth-
ods when having 
dense and popularity 
biased datasets.
c) Use learned fea-
tures if feasible.
d) Use external 
knowledge for new 
items

a) Varying 
quality of KG 
information, 
i.e., hand 
crafted (ML/
YK) vs. x-hop 
(AB).
b) Negative 
ratings are 
ignored

Table 9  Summarized findings 
and insights
 

Fig. 4  Figure a and c bin users based on the percentage of popular ratings with lowest percentage first; 
b and d bin users based on the number of ratings with each bin having an equal total amount of ratings. 
The grey bars are the number of users in each bin. Performance comparison with all users and items 
using NDCG@20. Second label line is only relevant for the “Overall setting”

 

A Inductive recommenders extended

In this section, we introduce each method that we will be studying. We describe 
formally how each method generates inductive predictions and only briefly describe 
internal mechanics that are not directly contributing to the method’s inductive 
capabilities.

BERT for Recommendation (BERT4Rec) (Sun et al. 2019) use learned item 
embeddings passed through multiple layers of the BERT model. The method only 
uses the sequence of item interactions as information for a ranking of items and it can 
represent any user with only a few interactions. Nonetheless, it cannot recommend 
new items that were not seen during training. However, as BERT is trained towards 
textual embeddings, the original loss function cannot directly be transferred to the 
recommendation setting. Thus, given a sequence of items [i1, . . . , in] representing a 
user’s historical interactions, with probability p, it applies masking for each item in 
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the sequence with probability p′ or, with probability 1 − p, only masks the final item. 
The first part is equivalent to the Cloze task (Taylor 1953), with the latter optimizing 
for sequential recommendation. For each timestep in the input sequence, a vector is 
computed representing the likelihood of an item being at that position, the loss is thus 
the negative log-likelihood between the output vector and real value. The method 
does not store any user profiles, using only a sequence of items, and can thus perform 
recommendations for new users with few ratings. Interestingly, BERT4Rec can be 
seen as a one-hop aggregation of neighbors, using the transformer architecture as an 
aggregator.

InDuctive Collaborative Filtering (IDCF) (Wu et al. 2021) is based on key and 
query users, which means that the method uses a subset Uk⊆UT  of all users (key 
users) to make predictions for new users (query users) Uq=UT̄ . For each key user 
uk∈Uk and item i∈I, they learn embeddings using matrix factorization using GNNs 
or dense neural networks for prediction. Assuming embeddings eu and ei for the user 
and items respectively, and the factorization model f, the pretraining loss is defined 
as:

	

1
|I|

∑
{(u,i)|Iu,i=1}

l(f(u, i), Iu,i)� (1)

where l is the cross-entropy loss function. Yet, this optimizes matrix completion 
instead of ranking, which can lead to worse performance (Jendal et al. 2023; Cre-
monesi et al. 2010). For inductive computations, a weighted edge cl

ukuc
 is learned 

between the user uk and a query user uq through multiple attention networks:

	

cl
ukuq

=
(al)⊤ [

Wl
qeuq

⊕ Wl
keuk

]
∑

u′
k

∈Ul
k
(al)⊤

[
Wl

qeuq ⊕ Wl
keu′

k

] ,� (2)

where al is an attention vector, Wl
q/k are trainable parameters, [. ⊕ .] denotes concat-

enation, l∈[1, . . . , L] is the lth head of L heads, and U l
k⊂Uk is a randomly sampled set 

of key users. Finally, the embedding of the query user uq given positive interactions 
with items Iuq ⊆I and item vectors ei is uq =

∑
i∈Iuq

ei, thus, representing a new 
user as an aggregation of the different subset representations:

	

êuq
= Wo




L⊕
l=1

∑

uk∈Ul
k

cl
ukuq

Wl
veuk


 ,� (3)

where Wo and Wl
v  are learnable parameters. The method utilizes the new user’s 

interactions to find representative key-user representations. However, this method 
can adopt this for new users but has not been designed for new items.

Inductive Module for collaborative filtering (INMO) (Wu et al. 2022), extends 
the IDCF approach to handle both new users and new items, splitting both users 
and items into key and query sets. Thus, key items are defined as Ik⊆IT  and query 
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items as Iq=IT̄ . Furthermore, instead of prelearning user and item embeddings, they 
propose a loss function directly optimizing the initial key user and item embeddings. 
They learn a global template user euser and eitem, creating a baseline when there 
are few interactions. Then, to generate embeddings for a user u or item i, the historic 
interactions are used as:

	
e′

u = 1
(|Iu ∩ IT | + 1)α

∑
i∈Iu∩Ik

ei + euser, � (4)

	
e′

i = 1
(|Ui ∩ UT | + 1)α

∑
u∈Ui∩Uk

eu + eitem, � (5)

where α is a denominator to stabilize training and Iu and Ui are the historical posi-
tive user and item interactions, respectively. We note that only interactions to key 
users and items can be aggregated. However, as both users seen during training and 
new users (resp. items) are represented as the sum of key-items (resp. users), the 
individuality of the key representations is lost. Thus, a self-enhanced loss is utilized 
to directly optimize key-user and item representations as:

	

∑
u∈UT

∑
i∈Iu∩IT

∑
j∈IT /Iu

ln σ
(
e⊤

u Wsei − e⊤
u Wsej

)
� (6)

The user e′
u and item e′

i embeddings generated using key representations can be used 
by any subsequent recommender. Specifically, INMO used multiple layers of Light-
GCN (He et al. 2020) modules using BPR as the main loss.

PinSAGE (Ying et al. 2018) was inspired by GraphSAGE’s (Hamilton et al. 2017) 
inductive approach and sampling methodology for training on larger graphs. Graph-
SAGE utilizes GNNs and meta-data, such as text, images, and degree of the node, 
passed through the SOTA embedding tools, generating an embedding ei. Instead of 
sampling all neighbors, they propose using neighborhood-sampling during training. 
However, instead of having a bipartite graph of users and items, PinSAGE utilizes an 
item graph, where co-interactions were used as edges, originally edges represented 
pins assigned to the same board. For example, in Fig. 1, “Inception” and “Don Jon” 
would have an edge, as both are liked by “Alex”. PinSAGE’s node embedding ini-
tialization is the same as GraphSAGE’s and these are then passed through multiple 
GNNs on a CG to generate the representation e′

i. However, since the original Pin-
SAGE was used for item-item recommendation, users are not explicitly represented. 
Previous works, represent a user’s historical interactions as eu=

∑
i∈Iu

e′
i, allowing 

the method to provide recommendations for both new users and items. Furthermore, 
since PinSAGE optimizes towards item-item similarity the loss is:

	

∑
(i,k)∈L

Ej∼P (i)max(0, eiej − eiek + ∆)� (7)
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where P (i) is the probability of selecting negative samples from i, ∆ is the margin 
for the ranking loss, and (i, k) ∈ L are co-occurance pairs.

Gated Inductive Recommender (GInRec) (Jendal et al. 2023) is also inspired by 
GraphSAGE. However, instead of relying solely on user interactions, it aggregates 
KG information through a relation-specific gating method. To handle new items, it 
uses meta-data such as text and node degrees as initial features, while it introduces an 
autoencoder for dimensionality reduction of the textual embeddings. Thus, given an 
entity ex ∈ V/U , with embedding ex∈Rd,:

	 e′
x = Encoder(ex), ẽx = Decoder(e′

x),� (8)

where Encoder:Rd→Rd′
, Decoder:Rd′→Rd, and d′<d. The distance between the 

input embedding ex and the reconstructed embedding ẽx is minimized in conjunction 
with the BPR loss function. Then the method employs multiple layers of GNNs over 
a CKG taking the entity embeddings e′

x and the user embeddings represented as zero 
vectors as input. Thus, the method can recommend for new users and items, using 
only item meta-data, assuming the aggregation of the users interactions is sufficient 
to obtain user embeddings.

B Extended experimental results

We observe an increase for GInRec on the ML dataset in Fig. 5. For ML dataset, 
the performance of most methods decreases for the last bin (b), meaning a lower cor-
relation between the most popular ratings and future predictions. Still, the inductive 
methods are the best performing in all bins with graph-based approaches performing 
best in all settings.

In Fig. 5a, d, and g, we study the methods performance at different k. We see 
INMO consistently obtaining the best results, only being challenged on the AB data-
set for top 1. Interestingly, for the ML dataset, the performance of the methods is 
highest at the smallest k = 1. This indicates that there are a few very easy-to-recom-
mend items that most users like. The trend only reverses when measuring at top-50, 
where we see a slight increase in performance for GInRec.

We study the performance of recommending new items to new users at different 
k in Fig. 6 a, d, and g. Here we again see the popularity bias of the ML dataset with 
non-personalized TopPop dominating. Yet, for the other datasets, the performance of 
inductive methods greatly outperforms the non-personalized method. When compar-
ing PinSAGE’s in this setting and in Fig. 4I, its performance seems to increase at a 
higher rate as the k increases, compared to other methods. In all experiments, the 
inductive methods using aggregation perform better or equal to the other methods. 
However, unlike in the new user setting, no single method consistently performs best 
across all datasets. Aggregation, especially in sparse datasets, seems crucial for good 
performance.

Seeing in Fig. 3 the popularity bias of ML and TopPop’s performance under the 
different popularity groups in Fig. 4II, it is clear that ML is the most popularity biased. 
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Furthermore, for this setting, we actually see that the second bin, (25 − 50], contains 
the largest amount of users, which is contrary to all other datasets and settings. Only 
for AB, do we see a slight increase in the number of new users rating previously 
popular items for the last bin.

Fig. 5  Figure a, d, and g are the performance at different k; b, e, and h bins users based on percentage 
of popular ratings with lowest percentage first; and c, f and i bins user based on number of ratings with 
each bin having an equal total amount of ratings. The grey bars are the number of users in each bin. 
Performance comparison with all users and items using NDCG@20
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C Confidence intervals

To better understand the performance and increase our ability to extrapolate from the 
results, we provide confidence intervals using bootstrapping with 100,000 samples, 
shown in Fig. 7 (Sakai 2006). Trivially, methods with little ranking difference, such 
as INMO and GInRec for ML perform similarly with large overlaps of their intervals. 
For this dataset it can be difficult to extrapolate much except which methods perform 
well. However, for the other dataset we see a clear distinction between the different 
methods, with little to no overlap. In most cases, we see no overlap with a confidence 
interval of 0.95 (seen as the black bar of each ‘violin’). Our extrapolated discussions 

Fig. 6  Figure a, d, and g are the performance at different k; b, e, and h bins users based on percentage 
of popular ratings with lowest percentage first; and c, f and i bins user based on number of ratings with 
each bin having an equal total amount of ratings. The grey bars are the number of users in each bin. 
Performance comparison with new users and new items using NDCG@20
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Fig. 7  Confidence interval calculated using bootstrapping for NDCG@20
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described in Sect. 5 are therefore robust for the given datasets, methods, and experi-
mental setup.

D Complexity analysis

For the complexity we are interested in the forward propagation/inference time. We 
present the complexities of all the methods described in Sect. 5 under Methods in 
Table 10. We define c as the number of heads, s as the sample size, n as the sequence 
length, and d as the dimensionality. Furthermore, for neighborhood sampling we 
define the n-hop complexity S =

∏L
l=1 Sl with Sl being the number of neighbors 

per layer, with L being the number of layers (or iterations for PageRank). Random, 
TopPop, PPR and BPR-MF does not generate any embeddings. TopPop just takes the 
k most popular and Random shuffles and returns the list. Most methods actually use 
BPR-MF for prediction, but use time generating the embeddings. Here GraphSAGE, 
GInRec. and PinSAGE have the same complexity except GraphSAGE and PinSAGE 
having to aggregate items for a user representation acting as an extra convolutional 
layer. IDCF first need to construct a user embedding before GNN propagation and 
same for INMO creating another layer as well. IDCF’s construction of user embed-
dings is based on multiple random samples of user profiles. If the number of samples 
are greater than the average user degree this becomes more complex than a convolu-
tion over the collaborative graph.

For prediction most methods have the same complexity, except BERT4Rec and 
IDCF. BERT4Rec outputs the ranked list with the multi-headed attention mechanism 
scaling with the square of the sequence length, while IDCF feeds user-item represen-
tations through a fully connected neural network. BERT4Rec is very dependent on 
the sequence length as it is quadratic to this, combining with the number of heads, it 
may quickly become more computationally expensive than being dependent on the 
number of users. For example, in the original paper they set c = 2 and n = 200 for 
the ML dataset leading to 2 · 2002 = 80000 > |I| in this setting (Sun et al. 2019).

Method Embedding Prediction
Random – O(|I|)
TopPop – O(1)
PPR – O|R|L
BPR-MF – O(|U||I|d)
GS-R O((S + |R|)d) O(|U||I|d)
IDCF O(csd + |R|Ld) O(|U||I|d2)
BERT4REC – O(|U|cn2Ld)
PinSAGE O((S + |R|)d) O(|U||I|d)
INMO O(|R|(L + 1)d) O(|U||I|d)
GInRec O(Sd) O(|U||I|d)

Table 10  Computational 
complexity of the methods 
for embedding generation and 
prediction
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