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Kurzfassung

Die Spike-Sortierung bezeichnet den Prozess der Detektion von Aktionspotenzialen in
extrazelluldren Ableitungen sowie deren Zuordnung zu einzelnen Neuronen. Sie stellt einen
zentralen Verarbeitungsschritt in der Computational Neuroscience dar. Mit der Einfiih-
rung hochdichter Siliziumsonden wie Neuropixels hat sich die Komplexitat dieser Aufgabe
deutlich erhoht. Klassische Spike-Sorting-Verfahren basieren auf Signalverarbeitung, Tem-
plate Matching, handgefertigten Merkmalen sowie heuristischen Clustering-Methoden.
Neuere Arbeiten legen nahe, dass sich Teile dieser Pipeline durch lernbasierte Modelle
ersetzen lassen; vollstdndig durchgangige End-to-End-Deep-Learning-Anséatze, die auf
realen extrazelluldren Daten trainiert werden, sind jedoch bislang nur unzureichend
untersucht.

In dieser Arbeit werden ein Spike-Detektor und ein {iberwachter kontrastiver Enco-
der entwickelt, die auf einer gemeinsamen Convolutional-Neural-Network-Architektur
basieren und unter schwacher Supervision mit Kilosort-2-Labels aus dem Allen Brain
Observatory Visual Coding Datensatz trainiert werden. Der Ansatz wird auf drei Genera-
lisierungsebenen evaluiert: auf den Trainingssonden (In-Distribution), auf einer innerhalb
derselben Aufnahmesitzung zuriickgehaltenen Sonde sowie auf einer Sonde aus einer
anderen Sitzung mit einem anderen Versuchstier. Der Detektor erreicht auf allen Sonden
einen F1-Score von =~ 60% und iibertrifft dabei konsistent eine Schwellenwert-basierte
Baseline bei identischer Vorverarbeitung; zudem generalisiert er ohne sondenspezifische
Anpassung auf neue Sonden. Der kontrastive Encoder, der ausgehend vom Detektor
mittels Batch-Hard-Triplet-Loss feinjustiert wird, verbessert auf allen getesteten Sonden
die k-Nearest-Neighbor-Genauigkeit gegeniiber dem Detektions-Backbone, wobei die
Zugewinne im Vergleich zu einer linearen PCA-Baseline gemischt und sondenabhéngig
ausfallen. Die Ergebnisse der Clustering-Stufe im Vergleich zu den Kilosort-Einheitslabels
deuten darauf hin, dass die gelernten Einbettungen zwar lokale, jedoch keine ausgeprégte
globale Struktur zur Trennung einzelner Neuronen aufweisen.

vii
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Abstract

Spike sorting refers to the process of detection action potentials in extracellular recordings
and their assignment to individual neurons. It is a foundational step in computational
neuroscience. This task’s difficulty has increased with the introduction of high-density
silicon probes such as Neuropixels. Classical spike sorters rely on signal processing,
template matching, hand-crafted features and clustering heuristics. Recent work has
shown that it could be beneficial to replace parts of this process with learned models, but
a full end-to-end deep-learning pipeline trained on real extracellular recordings remains
underexplored.

This thesis develops a spike detector and a supervised contrastive encoder that are
built on a shared convolutional neural network, trained under weak supervision on
Kilosort 2 labels from the Allen Brain Observatory Visual Coding dataset. The approach
is evaluated across three generalization tiers: in-distribution, within-recording-session
held-out, and a cross-session probe from a different animal. The detector achieves F1
score of ~ 60% on every probe, consistently improving on a threshold-only baseline that
shares its preprocessing steps, and transfers across probes without tuning per-probe.
The contrastive encoder, fine-tuned on top of the detector with batch-hard triplet loss,
improves k-nearest-neighbor accuracy over the detection backbone on every probe tested,
although the gain over a linear PCA baseline is mixed and probe-dependent. The results
of the clustering stage against Kilosort unit identity indicated that the embeddings
succeed in local but not global unit-discriminative structure.

ix
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CHAPTER

Introduction

Computational neuroscience contributes to our attempts to understand the brain as a
complex dynamical system using mathematical models, simulations, and data-driven
analyses of neural activity. At the same time, advances in neuroscience continue to inform
the development of artificial intelligence, creating a symbiotic relationship between the
fields. In this context, deep learning has emerged as a promising approach for automating
analysis and improving the interpretation of high-dimensional neural recordings [SM23|
ESDM23].

Neural signal recordings make it possible to study brain activity through the firing patterns
of individual neurons. However, obtaining clear single-neuron recordings is technically
challenging. In extracellular electrophysiology, measured voltage traces typically contain
overlapping contributions from multiple neurons mixed with background noise, so a clear
separation of the meaningful signal is necessary. Spike sorting is an automated process of
detecting action potentials in these recordings and assigning them to individual neurons,
an important step in many research tasks in the field of neuroscience [CC19].

Introduction of Neuropixels, high-density silicon probes, transformed the scale of brain
signal recordings by increasing the complexity and amount of gathered data [JSST17].
These probes allowed simultaneous dense recordings across multiple brain regions in
awake animals, creating opportunities for new areas of research. The upgraded generation
of Neuropixels 2.0 further developed this functionality, supporting probe implantation and
recordings in freely moving subjects through its miniaturized design [SALT21|. As these
devices record signal at very high sampling rates, manual analysis becomes impractical,
thus motivating the development of scalable and automated spike sorting pipelines.

Full automation of spike sorting pipeline remains an open challenge. Neuropixels probes
are not exempt to fundamental difficulties inherent to extracellular recordings. Tissue
movement relative to the probe during a session causes electrode drift, shifting the
apparent position of neurons across channels and distorting the waveform features used
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1.

INTRODUCTION

for spike sorting [BGY22]. Additionally, the high density of simultaneously active neurons
increases the probability of overlapping spikes, where two or more neurons fire within
the same short time window and their signals superimpose, making individual neuron
assignment even more challenging [CMBT17]. Another dominant issue is the absence of
universally accepted ground truth data, which complicates objective evaluation of the
quality of spike sorting methods, as the simultaneous intra- and extracellular recordings
are technically demanding and yield only small reference datasets ﬂm Despite
the availability of automated sorting tools, a manual curation step remains common in
practice, especially to generate ground truth; this process is time-consuming, subjective,
and limits the reproducibility of experiments [BGY22].

This thesis investigates advances in spike sorting with deep learning and aims to develop
a model for robust spike detection and clustering in real extracellular recordings of a
mouse brain from high-density Neuropixels probes using the data provided by the Allen
Institute via Allen Software Development Kit (Allen SDK) [{BS19).
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CHAPTER

Background

Spike sorting is as a central step in the analysis of extracellular electrophysiological
recordings. During the history of the computational neuroscience as a separate research
field, a wide range of algorithms has been developed to improve the accuracy, scalability,
and automation of sorters.

The state of the art. Traditional spike sorters such as Kilosort [PSK™16|, Moun-
tainSort [CMB™17], and SpyKING CIRCUS [YSET18| represent strong baselines for
large-scale high-density recordings. These methods generally rely on traditional signal
processing, classification and clustering technique rather than (deep-)learning-based mod-
els. Kilosort, for example, uses a template-matching framework that iteratively refines
waveform templates and utilizes them during the detection step to map them to individual
neurons [PSK™16]. MountainSort emphasizes automation and reproducibility through
clustering-based sorting without manual curation [CMB™17]. SpyKING CIRCUS further
develops the concept of template matching to achieve fast and accurate performance on
dense electrode arrays [YSET18]. More recently, Kilosort 4 introduced a graph-based
clustering approach, while continuing to use the drift correction strategy first developed
for Kilosort 2.5, which yields substantially better performance under non-stationary con-
ditions such as strong electrode drift and overlapping waveforms [PSPS24]. Despite their
strong reported performance, these classical spike sorters still rely heavily on heuristic
design choices and hand-crafted features for noise reduction, feature extraction, template
matching, and clustering. Their performance can degrade in domain-transfer evaluation
or under difficult conditions such as electrode drift, complex background noise patterns,
and increasing waveform overlap — challenges that become particularly pronounced in
large-scale high-density recordings such as ones produced by modern Neuropixels probes
[LIT™24].
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2.

BACKGROUND

Deep learning influence on spike sorting. Deep learning approaches have been
discussed as a promising alternative to template-matching and thresholding pipelines.
A typical spike sorting pipeline is composed of three sequential stages: spike detection,
feature extraction, and spike identification through clustering or classification [CC19].
These stages often depend on manually designed procedures, including fixed voltage
thresholds and clustering algorithms such as Gaussian mixture models [ZHW™25| or
PCA [PSK™16|. In contrast, neural network-based methods aim to learn discriminative
representations directly from raw or minimally processed waveforms, reducing dependence
on handcrafted features and improving robustness to noise and waveform variability.
A recent survey of deep learning approaches identifies spike detection, representation
learning, and clustering as the primary integration points for neural networks in spike
sorting pipelines [APCT25]. In particular, convolutional neural networks have shown
strong performance for spike detection and classification because they efficiently exploit the
spatiotemporal structure of extracellular recordings while remaining decently transferable
across datasets [MZRD24]. Other approaches suggest an alternative to feature extraction
techniques such as PCA with autoencoders for nonlinear representation learning, enabling
improved clustering for the last final stage of the spike sorting pipeline [MZRD24].
Hybrid convolutional-recurrent architectures have demonstrated encouraging results
on high-density multichannel recordings [RLNT20], while generative methods based
on adversarial and autoencoder frameworks have explored few-shot adaptation to new
recording conditions [WRS™19).

The ground truth availability problem. A major challenge shared by these ap-
proaches is the scarcity of labeled training data. Ground-truth neuron identities are
extremely difficult to obtain for real extracellular recordings, especially in high-density
settings, because simultaneous intracellular validation is technically demanding and typi-
cally results only in small reference datasets [MJLT20]. Three strategies have emerged
to address this. The first is simulation-based pretraining, in which large-scale synthetic
datasets generated from biophysically detailed neuron models provide full ground truth,
and a model pretrained on the simulation is transferred to real recordings zero-shot or
few-shot. SimSort [ZHW™25| demonstrates this at tetrode-scale inputs. The second is
self-supervised training on real data, in which the supervisory signal is derived from the
data itself, typically by treating different augmented views of the same waveform as a
positive pair and unrelated waveforms as negatives — this avoids identity labels entirely.
The third is weak supervision from existing sorters, in which the noisy and incomplete
output of an algorithm such as Kilosort is treated as a supervisory signal despite its
imperfections — this is the strategy adopted in the present work.

A complementary concern affects all simulation-based work: synthetic benchmarks may
not capture the full heterogeneity of biological neural data. Recent work by Laquitaine
et al. [LITT24] evaluated state-of-the-art spike sorters on a detailed cortical microcircuit
model with more than 30,000 biophysically simulated neurons. Modern sorters accurately
isolated only 10 to 15% of neurons within 50 um of the electrode shank, which contrasts
sharply with the substantially higher yields reported on simpler synthetic benchmarks.
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These findings demonstrate that neuronal heterogeneity and connectivity make spike
sorting considerably more difficult than standard evaluations suggest, and that sorting
errors propagate into downstream analyses of population coding.

Ongoing projects such as the Blue Brain Project' and the Open Brain Institute? are
developing increasingly realistic biophysical simulation environments that may support
more rigorous evaluation of spike sorting algorithms. Access to such models remains
constrained by computational requirements and the non-public status of the underlying
simulators, so the gap between benchmark performance and the true difficulty of dense
extracellular recording remains an open problem that is being actively researched.

Representation learning for spike clustering. Once a supervisory signal is available,
the embedding stage of a deep-learning sorter requires a training objective that produces
unit-discriminative geometry that can be simply described as "same-source spikes should
be close in the embedding space, and different-source spikes should be far apart". This
is the principle used in contrastive learning that has been applied to spike sorting by
some researchers. The framework supports several variants depending on where the pair
labels come from: self-supervised variants treat augmented views of the same waveform
as positive pairs (used by CEED [VLS™23| on real Neuropixels recordings); supervised
variants treat waveforms sharing an identity label as positive pairs (used by SimSort
[ZHW™25] on simulated data where the labels are exact, and in the present work where
the labels come from Kilosort and are weak). The triplet loss [HBL17] adopted in
this thesis is one specific implementation of the contrastive principle: for each anchor
waveform, the loss penalizes any case where a same-unit spike is farther from the anchor
than a different-unit spike.

Clustering in spike sorting. After waveforms have been detected and represented as
feature vectors, the final stage of any spike sorter is clustering: grouping waveforms that
originate from the same neuron. Classical sorters use a range of approaches including
k-means [PSPS24], Gaussian mixture models [SLASBT19]. Recent deep-learning sorters
have followed two patterns: SimSort [ZHW™25| fits a Gaussian mixture model with the
number of components set to the estimated unit count and reports Adjusted Rand Index
against ground truth as the primary identification metric, while CEED [VLS™23| uses
HDBSCAN on a low-dimensional UMAP projection of the learned embedding and reports
the same ARI metric. Both choices reflect different assumptions: GMM forces every
spike into a cluster and is appropriate when unit count is known; HDBSCAN supports a
noise label and is appropriate when the embedding contains low-confidence regions. We
experimented with both approaches in the present work for evaluation against Kilosort
unit identity.

"https://bluebrain.epfl.ch/
2https ://www.openbraininstitute.org/


https://bluebrain.epfl.ch/
https://www.openbraininstitute.org/
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CHAPTER

Related Work

This thesis is motivated by the growing body of research investigating deep learning
approaches for spike sorting, which have demonstrated strong potential for improving
efficiency and generalization in large-scale extracellular recordings [MZRD24]. In particu-
lar, recent work has shown that learned neural representations can reduce dependence on
hand-engineered feature extraction pipelines and improve performance under challenging
recording conditions. Moreover, a recent benchmark study of deep clustering methods fur-
ther supports the importance of jointly learned representations and clustering objectives
over the traditional two-step approach of handcrafted features followed by standard clus-
tering [APC™25]. Building on these developments, we explore a deep learning-based spike
sorting framework that incorporates contrastive representation learning for downstream
neuron clustering, combining recent in spike sorting architectures in a novel way.

Among learning-based detectors, YASS (Yet Another Spike Sorter) is an important early
model. It introduced a convolutional neural network for spike detection within a multi-
stage pipeline, but it did not replace the downstream clustering stage with a fully learned
representation learner [LCSRT17]. YASS relies on a "triage-then-cluster-then-pursuit”
strategy that prioritizes clean waveforms and handles difficult events later in the pipeline.
The authors also report that the method can use pre-existing sorted labels or synthetic
data for training, but this dependence on high-quality prior labels limits robustness
when the target recording conditions differ from the source data. In that sense, YASS
establishes the use of weak supervision for spike detection, but its clustering stage remains
largely classical rather than representation learning-based.

SpikeDeep-Classifier extends supervised deep learning for spike sorting by combining
automatic channel selection with a deep classification network. It reports successful
generalization across multiple datasets without manual tuning [SAD™21]. However, it
is still a supervised system, depends on labeled training data, and does not provide a
contrastive embedding space for downstream clustering. Its contribution is therefore

7
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3.

RELATED WORK

closer to learned detection and classification than to a unified detection-to-embedding
pipeline.

On the representation learning side, CEED ( Contrastive Embeddings for Extracellular
Data) is one of the most directly relevant prior work for the clustering component
of this thesis [VLST23]. CEED proposes a contrastive learning framework for high-
density extracellular recordings and shows that correctly designed architectures and
augmentations can produce representations that outperform specialized featurization
methods across multiple datasets, including Neuropixels recordings. Its augmentation
strategy improves robustness against amplitude fluctuations, additive noise, and channel
subset changes, all of which are relevant for extracellular data. At the same time, CEED
assumes pre-extracted waveforms as input and therefore does not provide a complete
detection-to-clustering pipeline. It also does not explicitly encode probe geometry as a
structured input to the model.

SimSort addresses lacking ground truth annotation from a different angle: rather than
learning from manually curated real recordings, it uses biophysically detailed neuron
simulations to generate large-scale synthetic training data with full labels, then pretrains
both a spike detector and a contrastive identification model that can be applied to real
recordings in a zero-shot manner [ZHW™25]. SimSort reports strong performance on
public benchmarks and demonstrates that simulation-driven pretraining can produce
robust waveform representations for clustering. However, the published model is trained
on tetrode inputs rather than high-density recordings, so it does not offer a complete
end-to-end Neuropixels pipeline. This makes it highly relevant as a methodological
precursor, but not directly sufficient for the setting considered in this thesis.

Several other recent works address closely related subproblems. E-Sort presents an end-to-
end pipeline with a neural network for multi-channel spike sorting that combines transfer
learning with post-processing, reducing labeling effort while maintaining competitive
accuracy on high-density probes [HW24]. PseudoSorter takes a self-supervised route,
generating pseudolabels from density-based clustering and refining the model iteratively
to reduce reliance on explicit supervision [BTM™25]. Both approaches are conceptually
adjacent to this thesis in their motivation to reduce manual annotation dependence.

As a non-learning baseline, Kilosort 4 represents the current state of the art for template-
based Neuropixels sorting, which is a competing approach in the field [PSPS24]. In
this thesis, we do not apply this most recent version as a scope limitation. However,
it predecessor, Kilosort 2, plays a vital role as a source of weak supervision labels for
training our CNN detector and as the primary baseline against which sorting quality
is evaluated. The accessibility of Kilosort-sorted labels via Allen SDK and its strong
features such as drift correction make it a viable source of ground truth [{BS19, PSK™16].

Taken together, the literature reveals a gap for our work. Contrastive spike sorting meth-
ods such as CEED and SimSort demonstrate the value of learned embeddings for clustering,
but they are either limited to representation learning without detection or trained on
lower-density tetrode inputs without a full Neuropixels pipeline [VLS™23||[ZHW™25].
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CNN-based detection methods such as YASS and SpikeDeep-Classifier establish the use
of learned detection with weak or supervised labels, but they pair this with classical

clustering or non-contrastive downstream processing [LCSRT17][SAD™21].

The references used in this chapter are summarized in Table 3.1. This thesis aims to
combine the methods from the previous research in spike sorting to explore potential
benefits of utilizing learnings from listed approaches.

Method Scale Detection Representation Supervision Pipeline

Kilosort4 HD Classical Template-match None (classical) End-to-end

YASS HD Learned Classification Supervised, real End-to-end

E-Sort HD Learned Classification Supervised + End-to-end
transfer, real

PseudoSorter HD Learned Density (pseudolabels) Self-supervised, End-to-end

BTM ™2 real

CEED [VLS*23 HD — Contrastive Self-supervised, Repr. only
real

SimSort Tetrode Learned Contrastive Supervised, End-to-end
synthetic

This thesis HD Learned Contrastive Weak labels, End-to-end
real

Table 3.1: Comparison of representative spike-sorting approaches. Scale: HD denotes
high-density probe support (e.g. Neuropixels). Detection: whether spike detection
is performed by a learned model, by classical signal processing, or omitted entirely.
Representation: form of representation used at the clustering stage. Supervision:
training signal and data source. Pipeline: whether the method covers detection through
unit assignment end-to-end.
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CHAPTER

Problem Definition

A central difficulty in spike sorting is the absence of reliable ground truth, as was
mentioned in previous chapters. In practice, labels are inferred by existing sorting
algorithms such as Kilosort, whose outputs inevitably contain errors, such as merged
units, missed spikes, and incorrect assignments |[LIT"24]. Therefore, any learning-based
approach trained on such data has to operate under weak supervision: labels are sound
approximations rather than exact ground truth, and a model can at best inherit the
assumptions of the sorter that produced its labels.

Two alternatives to weak supervision are available in principle. The first is supervised
training on synthetic recordings with full ground truth, where a model learns from bio-
physically simulated extracellular signals recording exact spike times by design. Realistic
synthetic data at high-density Neuropixels scale requires multi-compartment neuron
models embedded in highly realistic brain simulations [LIT™24], which entail substantial
computational cost and remain confined to specific infrastructures. Simulation-based
pretraining has been shown effective at the tetrode scale [ZHW™25], but a comparable
resource for high-density probes is not yet available on larger scale, and generating one is
out of scope for this work.

The second alternative is self-supervised contrastive learning on real recordings, in which
positive pairs are produced by augmentation rather than by supervision. CEED |[VLS™23|
demonstrates that this approach produces competitive representations on high-density
probe data, confirming that contrastive learning at this scale is feasible without simulated
supervision. CEED, however, operates on pre-extracted waveforms and does not provide
a detection stage.

In this work, we take the third path. The Allen Visual Coding Neuropixels dataset [fBS19]
offers real, high-density recordings at large scale, accompanied by weakly-supervised
Kilosort labels. The trade-off we face is evident: we accept known label imperfections in
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exchange for the ability to train a full spike sorting pipeline on the target data distribution,
with supervision available for both stages.

Beyond the supervision constraint, real extracellular recordings are a complex problem
to solve. Spikes are reflected across neighbouring channels with shapes that depend on
cell morphology and electrode geometry [BGY22]. Recordings are not stationary, and
electrode drift over the course of a session is apparent, distorting the waveform features
on which sorting depends [BGY22]. The high density of simultaneously active neurons
further increases the probability that two spikes fall within the same short time window
and overlap, making single-neuron assignment even more challenging [CMB™17|. These
properties together make generalisation across recording conditions difficult and motivate
evaluation across multiple probes and sessions.

The combination of these constraints exposes a gap in current spike sorting literature.
Existing methods can be classified as either classical template-matching approaches that
achieve strong empirical performance on real high-density recordings but rely on heuristic
design choices, or deep-learning methods that address parts of the pipeline but typically
in restricted settings.

The objective of this thesis is to develop and validate a spike-sorting framework for
Neuropixels recordings that offers and alternative to template-matching detection: a
learned spike detector, and combines it with contrastive representation learning for
downstream neuron (unit) clustering. The framework is trained under weak supervision
from Kilosort labels on real Neuropixels data [fBS19].

Research Questions The work is organized around three research questions covering
the main pipeline stages.

RQ1. How does a CNN-based spike detector trained under weak supervision compare to
a thresholding baseline and Kilosort ground truth?

RQ2. How well does a learned detector trained on one set of probes generalize to held-out
probes from different brain regions and to recordings from a different animal of the same
species?

RQ3. To what extent does a supervised contrastive encoder improve unit-discriminative
representations compared to PCA and CNN-backbone baselines?
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CHAPTER

Methodology

5.1 Data

We work with the Allen Institute’s Neuropixels 1.0 Visual Coding dataset, which provides
high-density extracellular electrophysiological recordings from various region of a mouse
brain [fBS19]. The raw extracellular voltage traces are publicly hosted on the Allen
Brain Observatory AWS S3 repository. Additionally, processed and spike-sorted data is
stored in the Neurodata Without Borders (NWB) format to ensure standardized data
organization and reproducibility across experiments [TGY™15]. The data is accessible
through Allen SDK.

FEach probe contains 384 recording channels along a single shank, enabling simultaneous
monitoring of hundreds of neurons with micron-scale spatial resolution at a high sampling
rate of 30 kHz. Spike sorting for this dataset was performed using Kilosort 2, an algorithm
that combines template matching with drift tracking to achieve accurate and efficient
spike detection in dense neural recordings [PSPS24]. In this thesis we use the spike-sorted
output provided by the Allen Institute as the ground truth for model development. Given
the proven competitive performance of the Kilosort family of algorithms, we treat these
spike assignments as highest-quality standard for extracellular electrophysiological data
that is practically available for the scope of this thesis.

5.1.1 Unit Quality Filtering

The NWB metadata of the recordings includes per-unit quality metrics derived from
the spike-sorted output. For the purpose of constructing supervised training labels, we
apply a quality filter as supported by [fBS19] that retains only units satisfying all of the
following criteria:

13
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e presence_ratio > 0.9: the unit fired in at least 90% of equally-spaced temporal
bins across the recording, indicating stability over time;

e isi_violations < 0.1: fewer than 10% of inter-spike intervals violate the
absolute refractory period (< 1.5ms), indicating a well-isolated single unit [HMK11];

e nn_hit_rate <0.9 and nn_miss_rate <0.1: nearest-neighbor metrics on the
spike waveform features, indicating that the cluster is well-separated from neigh-
boring units in feature space.

This quality filter is applied exclusively for construction of the training set and unit
selection for the contrastive encoder. The evaluation of the detector against ground truth
is performed without filter application, i.e. against the complete set of Kilosort units
regardless of quality score. This is the standard practice in the spike sorting literature
and ensures that the reported recall is not artificially inflated by restricting the ground
truth to only the easy units, while using only clean data for spike examples [BHG™20).

5.1.2 Signal Alignment

To align spike times from the Allen SDK with sample indices in the raw binary recordings,
a cross-correlation formula was used to estimate the stable offset for each probe. Retrieved
spikes were collected across all units to form an aggregate event train, while voltage
transients were identified in the raw continuous data by thresholding the per-sample
channel mean against its 99.9th-percentile deviation. Both series were binned into
histograms at 0.1 ms resolution, and their cross-correlation was computed in the frequency
domain. The lag maximizing the correlation within a +£10s search window was taken as
the probe-specific offset, which was subsequently subtracted from all NWB-derived spike
times prior to waveform extraction and clustering.

We performed a visual sanity check by overlaying our extracted mean waveforms against
the mean waveforms stored by the Allen SDK in the unit metadata (Figure |6.1). The
two reconstructions differ in filtering (the AllenSDK waveforms are computed on the
bandpass-filtered signal used by Kilosort, ours from the raw integer ADC values) and in
sub-sample alignment (the AllenSDK waveforms are averaged with per-spike sub-sample
correction, ours at integer Kilosort sample indices), so the overlap is not always exact. We
use this overlay as a check that the alignment of correctly transferred Kilosort timestamps
onto raw sample indices for each probe. Probes 083, 090, 094, 097, and 104 pass this
check on both visual and quantitative inspection. Probe 087 shows misalignment that
could not be solved with tuning of the cross-correlation approach. Therefore, we exclude
it from training and evaluation as a conservative choice.
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Figure 5.1: Schematic pipeline overview. Panel 1: MAD threshold and CMR are
applied to raw extracellular voltage to produce spike candidates; then the windows
around the spikes are extracted for training dataset construction: positives, noise-offset
negatives, and threshold-crossing negatives. Panel 2: at inference, candidates are cropped
to 12-channel 91-sample multichannel windows (same as during training) and classified
spike-versus-noise by a CNN with convolutional feature extraction, global average pooling,
and a binary output. Panel 3: detected waveforms are SVD-denoised and re-encoded
through the same CNN backbone, warm-started from the detector and fine-tuned with
triplet loss on Kilosort 2 unit identities. Panel 4: the resulting embeddings are projected
to 2D with UMAP and clustered with HDBSCAN to inspect putative unit assignments.

5.2 Dataset Construction

5.2.1 Waveform Windows

The raw spike-band voltage is a continuous (Ngamples X 384) array of integer values stored
as a memory-mapped flat file. For a deep learning model to work, it must first be
converted into a fixed-size tensor representation. We extract a short window of raw
voltage centered on each candidate event, yielding a two-dimensional input of shape
(K x L) per example, where K is the number of electrode channels and L is the temporal
window length in samples.

The temporal window is defined by L = pre + post 4+ 1 = 91 samples, corresponding
to 30 samples (1.0ms) before and 60 samples (2.0ms) after the spike, giving a total
duration of 3.03 ms. This asymmetric window is motivated by the shape of extracellular
action potentials: the trough (the large negative deflection used for detection) typically
occurs within the first millisecond of the spike, while the after-depolarization and after-
hyperpolarization components extend for one to two milliseconds afterwards [BGY22
Buz04]. The same window dimensions are used throughout the project.

15



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

5.

METHODOLOGY

16

5.2.2 Spatial Neighborhood: Channel Selection

Each action potential activates a spatially localized neighborhood of electrodes. A single-
unit waveform is visible as a coherent deflection on a small cluster of nearby channels,
with amplitude falling steeply with distance from the neuron’s soma [Buz04]. Extracting
all 384 channels per spike would flood the input with near-zero traces that carry no
information and waste memory.

For each labeled or detected unit, we instead extract the 12 channels whose electrode
coordinates are closest in Euclidean distance to the peak channel of the unit. The
number of channels was determined by running experiments as described in the next
chapter. We did not test beyond a 21-channel neighborhood due to substantial increase
in required computational power and lack of theoretical [Buz04] or practical [VLS™23]
justification for larger windows. The peak channel is defined as the channel on which
the unit’s template has the largest peak-to-trough amplitude and is the product of the
Kilosort output in the labeled data. The peak channel is always placed at index 0 in
the neighborhood, ensuring a consistent reference point across examples. Each training
example therefore has input shape (12 x 91).

5.2.3 Positive Examples

Positive examples are constructed directly from the ground truth spike times provided
by Allen SDK. For each unit that passes the quality filter, we convert its spike times
from seconds to sample indices by multiplying by the 30 kHz sampling rate and rounding.
For each spike, we extract the raw voltage window as described before. To limit memory
usage and reduce the dominance of high-firing-rate units, we cap the number of spikes
drawn per unit at 2000, subsampled uniformly at random.

Kilosort’s timestamps coincide with the raw voltage trough on the peak channel to within
sub-sample precision, so no per-spike convention correction is required at training time.
However, the within-probe dispersion of trough offsets is substantial (std ~ 12 samples),
and at inference time the detector recenters its detections on the raw voltage minimum
within a small search window.

We apply a temporal jitter augmentation during training: the extraction center for each
positive example is shifted by a random integer drawn uniformly from [—20, +20] samples,
applied independently for each spike. The ground truth time (used for evaluation)
is recorded separately and is not modified; only the window boundaries are shifted.
With £20 samples of jitter the training distribution covers approximately 1.6 standard
deviations of the within-probe trough-offset dispersion, which is sufficient to prevent the
detector from learning a fixed within-window spike position.

5.2.4 Negative Examples

The detector must learn to distinguish genuine spike events from the noise signal, including
events that have large-amplitude threshold crossings in extracellular recordings, such
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5.2. Dataset Construction

as noise bursts, motion artifacts, and waveforms from distant neurons. We construct
negative examples from two sources.

Threshold-crossing negatives. The most informative negatives for a threshold-based
detector are windows extracted at time points where the raw voltage crosses the detection
threshold but no real spike is present. Such events would be misclassified as spikes by
a pure threshold detector and the CNN must learn to reject them. We scan the raw
signal on each unit’s peak channel for threshold crossings. The threshold is estimated
as 3 x MAD on the raw signal. We include double the amount of threshold-crossing
negatives per positive example. These negatives teach the model to reject the shapes
that resemble genuine spikes on each specific channel, which is the primary failure mode
of threshold-based detection.

Noise-offset negatives. A second type of negative is constructed by taking each
positive example’s spike time and drawing a window from 30 seconds later in the recording.
The 30-second offset places the noise window far outside any plausible correlation with
the original spike event while keeping the spatial context (same channel neighborhood)
identical to the positive. This ensures that the background noise statistics of the negative
match those of the positive, preventing the model from exploiting differences in noise
level rather than waveform shape. One noise-offset negative is generated per positive.

Class composition. The resulting dataset contains positives, threshold-crossing neg-
atives, and noise-offset negatives, giving a negative-to-positive ratio of approximately
3:1. No random background windows are included in the final training configuration,
as ablations showed they provided no additional benefit beyond the two negative types
describedabove.

The 3:1 negative-to-positive ratio reflects a design choice rather than the true class
distribution of the raw signal (which is approximately 6000:1). This structured balance
ensures the model receives meaningful gradient signal from both classes throughout
training without requiring oversampling or rejection sampling of the full recording.

5.2.5 Input Normalization

Raw extracellular voltages vary substantially across channels due to differences in electrode
impedance, local tissue conductivity, and recording depth. A model trained on un-
normalized raw inputs would be sensitive to absolute amplitude scale rather than waveform
shape, limiting its ability to generalize across channels and recording sessions.

We apply per-channel z-score normalization within each waveform window: for each
example, independently for each of the K = 12 channels, we subtract the channel’s
mean voltage across the L = 91 time points and divide by its standard deviation (with a
small additive constant ¢ = 1076 for numerical stability). This produces an input tensor
X € RE*L in which each channel has zero mean and unit variance within the window.

17
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This makes the model invariant to slow amplitude drift across the recording, which is
the appropriate choice for a spike detector. The same normalization is applied during
training and inference, ensuring consistency between the distributions seen by the model
at training and deployment time.

5.3 Train / Validation Split

The dataset splitting of the training data is performed by contiguous recording time
rather than by random example shuffling. The first 80% of the recording by sample index
constitutes the training set; the final 20% constitutes the validation set.

We construct three evaluation sets to address the research questions of this thesis: (i) an
in-session, time-based validation set (the final 20% of the training probes’ recordings);
(ii) a within-session held-out-probe set (one entire probe from the training session that
the model never sees during training, addressing within-session generalization); (iii) a
cross-session held-out set (one probe from a different session and animal, addressing
cross-animal generalization).

The split boundary is defined in terms of the raw recording length in samples, not the
number of examples. This ensures a stable, reproducible boundary regardless of how
many spikes each unit fires. Each example is assigned to train or validation based on its
window start sample rather than its ground-truth spike time. This matters for noise-offset
negatives: because they are extracted 30 seconds after their paired positive, a positive
spike near the 80% boundary may produce a noise-offset negative in the validation half
of the recording, and incorrectly splitting by spike time would assign both the positive
and the negative to the training set.

5.4 CNN Classifier

5.4.1 Architecture

The detector is a one-dimensional convolutional neural network that maps each normalized
waveform window X € REXL to a scalar logit, subsequently passed through a sigmoid to
produce a spike probability. The temporal dimension L = 91 is treated as the sequence
axis and the K = 12 channels serve as the input feature dimension.

The network consists of three components: a convolutional encoder, a global pooling
operation, and a linear classification head. The encoder is a stack of Njayers identical
blocks, each comprising a one-dimensional convolution, batch normalization for stable
training of the convolutional stack [[S15], a rectified linear activation, and a dropout layer
for regularization [HSK™14]. The number of output filters doubles at each successive
block, capped at 256, so that deeper layers capture increasingly abstract features while
model size remains controlled. All convolutional kernels share the same width and use
symmetric zero-padding on both sides. We do this to preserve the temporal dimension
throughout the encoder, allowing the receptive field to grow linearly with depth without
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5.4. CNN Classifier

changing the output sequence length. At the end, global average pooling collapses the
91-sample window, producing a fixed-length feature vector that summarizes the encoder’s
response without learning any specific within-window position. The resulting vector is
passed to a single linear layer that projects to a scalar output. This decision follows the
network-in-network design [LCY14], which replaces parameter-heavy "flatten + fully-
connected layer" construction in image classification with a parameter-light pooling-based
alternative.

The winning architecture identified by the hyperparameter sweep uses 4 layers, 128 base
filters, kernel width 5, and dropout rate 0.2.
5.4.2 Training Objective
The network is trained with binary cross-entropy with logits:
L = BCEWithLogitsLoss(y,y; w4 ) (5.1)

where wy = N_ /N, is the positive class weight computed from the training split of each

run, with Ny and N_ denoting the counts of positive and negative examples respectively.

Combining the sigmoid with the cross-entropy in a single numerically stable operation
avoids gradient underflow near the saturation regions of the sigmoid [PGM™19]. The
positive weight w4 up-scales the gradient contribution of each positive example so that
the total gradient from positive and negative examples is balanced, compensating for the
3:1 class imbalance in the training set [JK19].

5.4.3 Optimization

The model is optimized with Adam [KB14] using a learning rate of 3 x 10~* and weight
decay A = 1075. The learning rate is annealed over training with cosine annealing
[LH17], decaying from 3 x 10™* to a minimum of 10~5 over T} .x = 60 epochs. Gradient
norms are clipped to a maximum of 1.0 at each update step to prevent large gradient
events during early training [PMBI13]. Mini-batches of 256 examples are constructed by
sampling uniformly over the concatenated multi-probe training set. Since examples from
different probes are present within each batch, the model receives signal from diverse
brain regions and noise environments simultaneously.

5.4.4 Model Selection

We chose validation precision at recall > 0.90 (P@QR90) as our primary target metric. It
is chosen as the model-selection criterion because it directly reflect the target of spike
detection: at a guaranteed recall of at least 90% of ground-truth spikes, it rewards the
highest precision achievable, penalizing models that inflate recall by accepting excessive
false positives. Area under the receiver operating characteristic curve (AUC-ROC) was
logged as a secondary diagnostic but is not used for model selection.

Training is run for 60 epochs. The number of epochs was established empirically. The
best checkpoint is used for all subsequent evaluation.

19



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

5.

METHODOLOGY

20

5.5 Inference Pipeline

The trained classifier operated on fixed-size waveform windows. To produce spike
detections from a continuous multi-hour recording, the classifier is embedded in an
event-driven pipeline that locates candidate spikes on the raw signal and applies the
classifier only at those positions. The classifier itself is unchanged from training; what
differs at inference is the source of the windows it sees and what is done with its outputs.
This event-driven design, in which a cheap candidate generator proposes events and a
learned classifier scores them, is the standard pattern for deep-learning spike detection
on high-density probes [PSPS24, [ZHW 25| and is what makes the approach feasible at
Neuropixels scale.

Bandpass filtering. The raw signal is filtered online using a 4th-order Butterworth
bandpass filter (passband 300 to 6000Hz). This is consistent with methodology in
other spike sorters such as [ZHW™25] and is rooted in established practices in the field
[QNBS04, BGY22]. The bandpass removes the low-frequency LFP component below
300 Hz and high-frequency noise above 6000 Hz, both of which are typically uninformative
for spike detection. Importantly, bandpass filtering is applied only for threshold estimation
and crossing detection, i.e. waveform windows passed to the CNN are extracted from the
raw signal, exactly matching the training distribution.

Common Median Reference (CMR). After bandpass filtering, the per-timestep
median across all 384 channels is subtracted from each timestep. This Common Median
Reference (CMR) step removes any signal component common to all channels simultane-
ously (e.g. movement artifacts, electrical interference). CMR is preferred over the more
common Common Average Reference (CAR) for spike detection because the median is
robust to large single-channel transients caused by genuine spikes, which would otherwise
bias the reference signal and inflate the threshold estimate [RGP09].

MAD-based per-channel threshold. Each channel’s noise level is estimated as the
Median Absolute Deviation (MAD) of the filtered, CMR-corrected signal on a 30,000-
sample window drawn from the quarter-point of the recording. The per-channel threshold
is set at 4 x MAD/0.6745, where the factor 0.6745 converts MAD to a Gaussian-equivalent
standard deviation [QNBS04]. Threshold crossings are detected as samples where the
filtered signal falls below threshold, since the spike signal is negative in the recording.

Per-channel refractory suppression. After detecting threshold crossings, a per-
channel refractory filter retains only the first crossing within each 1ms window, sup-
pressing the multiple consecutive crossings that arise from the trough of a single spike.
This 1 ms window is shorter than the 1.5 ms biological absolute refractory period used in
quality filtering, because here we are merely suppressing oscillation around the trough of
a single spike [Buz04].
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CNN classification. FEach surviving threshold crossing is the center of a candidate
event. The 12-channel 91-sample raw waveform window around each candidate is
extracted and z-scored per channel, using the same window dimensions and normalization
as in training. The trained CNN classifier processes these windows in mini-batches in
evaluation mode and without gradient computation, producing a single sigmoid score per
candidate. A candidate is classified as spike if its score exceeds 0.7, selected during the
architecture sweep for its precision-recall trade-off on the validation set.

Detection recentering. FEach surviving detection is recentered on the raw voltage
minimum within 410 samples of the candidate position on the peak channel. This aligns
detector output to the trough convention used by downstream evaluation and reduces
sample-level timing variability.

Global cross-channel Non-Maximum Suppression (NMS). Because a single
action potential can be recorded in several spatially adjacent channels simultaneously, each
would generate an independent threshold crossing and, after classification, an independent
spike. A global non-maximum suppression step removes cross-channel duplicates: for
each pair of detections within 45 samples of each other whose peak channels are spatially
adjacent, only the higher-scoring detection is retained.

5.6 Spike Identification: Contrastive Encoder

Following spike detection, the set of extracted waveforms must be clustered into groups
corresponding to individual neurons. This is a representation learning problem: the goal
is to produce an embedding in which waveforms from the same neuron are geometrically
compact and well-separated from other neurons without access to ground-truth cluster
identities at deployment. We approach this using supervised metric learning on the
quality-filtered ground-truth units available from Kilosort.

5.6.1 Waveform Preprocessing

SVD denoising. Each raw waveform window W € RE*E (time x channels) is denoised
by truncated singular value decomposition prior to embedding. Retaining only the top
3 singular values suppresses noise while preserving the low-rank structure of the action
potential.

Per-channel normalization. After denoising, the waveform is transposed to (K x L)
(channels-first) and each channel is independently normalized to zero mean and unit
variance, consistent with the normalization applied during detector training and ensuring
that the encoder receives inputs from the same distribution at both training and inference.

Data augmentation. Three augmentations are applied independently to each wave-
form during training to encourage the encoder to learn features that are invariant to
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physiologically plausible sources of waveform variability. The augmentation set follows
SimSort [ZHW 25|, with hyperparameter ranges chosen to match the noise and amplitude
variability characteristic of the Neuropixels recordings rather than tetrode simulations.
This approach differs from CEED’s augmentation set, which adds collisions and channel
subsetting; channel-related variability has already been addressed by the fixed 12-channel
neighborhood selection [VLS™23].

o Amplitude scaling: the waveform is multiplied by a scalar drawn uniformly from
(0.7,1.3). Real extracellular waveforms from a single unit show amplitude variability.
The +30% range matches the convention used by SimSort [ZHW™25] and CEED
[VLS™23].

o Additive Gaussian noise: independent Gaussian noise scaled to 5 to 20% of the
waveform’s own standard deviation is added to the full (L x K) tensor, simulating
residual background noise after bandpass filtering.

e Temporal jitter: the waveform is circularly shifted by a random integer from
[—5, +5] samples along the time axis, simulating sub-millisecond imprecision in
spike detection relative to the true trough. The encoder uses a smaller jitter
range than the detector (+5 vs £20) because it operates on detection-recentered
waveforms which already have small residual jitter from the recentering step.

Augmentations are applied only during training; inference uses the unaugmented denoised
waveform.

5.6.2 Encoder Architecture

The encoder is composed of two components: the trained convolutional network and a
nonlinear projection head. The CNN is the one we used for spike detection, initialized from
the best-checkpoint detector weights. A forward hook on the input to the backbone’s final
linear layer captures the 256-dimensional global-average-pooling feature vector during
each forward pass. The projection head is used exclusively during training and discarded
at inference. Here we follow the architecture designed in the SimCLR paper [CKNH20)]
that showed good results for generalization.

The model is initialized from the detector checkpoint rather than from random weights,
constituting a warm start. This warm-start strategy has two motivations. First, the
detector already encodes waveform morphology in order to distinguish spikes from noise;
the contrastive fine-tuning needs only to sharpen intra-class similarity and inter-class
separation on top of the learned representation. Second, fine-tuning from a task-relevant
initialization reduces the training epochs required and reduces the risk of collapsing the
useful detection features.
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5.6.3 Training Objective: Batch-Hard Triplet Loss

The encoder is trained with the batch-hard triplet loss [HBL17]. For each anchor spike,
the loss selects the hardest positive (the same-unit spike farthest from the anchor) and
the hardest negative (the different-unit spike closest to the anchor) within the mini-batch:

Yi

|l — mi - + 5.2
= A|Z[max Iz —25ll2 — min ;2 +a] (5.2)

where [-]4 is the hinge, & = 1.0 is the margin, and A excludes anchors with no positive
partner in the batch. By always selecting the most difficult valid triplet per anchor,
batch-hard mining guarantees a non-trivial gradient at every step [HBL17], which is
an important property given that our training set is limited to a small number of
quality-filtered real units, where random or semi-hard sampling could quickly exhaust
the informative triplets and slow down convergence.

5.6.4 Optimization

Training proceeds in two sequential phases to prevent the randomly initialized projection
layers from corrupting the waveform representations already learned by the convolutional
layers during detection training.

In the first 5 epochs, the convolutional layers are frozen and only the projection layers are
updated. The frozen layers are held in evaluation mode so that their batch normalization
statistics and dropout behavior are unaffected by the different mini-batch distribution of
the clustering training set. This allows the projection layers to align with the existing
convolutional geometry before any of those weights are modified.

In the second phase, all layers are trained jointly. To prevent forgetting of the detection
features, the convolutional layers are assigned a learning rate of 5 x 1075, The projection
layer has the learning rate of 1073. Both rates are annealed with cosine decay [LH17] over

2 X Nepochs steps with a minimum of 1076, Gradient norms are clipped to 1.0 throughout.

The best checkpoint is selected by within-evaluation-set k-NN accuracy, evaluated every
5 epochs.

5.6.5 Train / Validation Split

The encoder is trained on 70% of the quality-filtered ground truth units and evaluated
on the remaining 30%, split by a stratified shuffle based on the quality score across
three equal-count tiers. This stratification ensures that units from all difficulty levels
(well-isolated, borderline, and drifting) are present in both the training and evaluation
sets, solving the problem of over-representing best quality units that would bias the
evaluation.
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5.7 Evaluation Metrics

5.7.1 Classifier Training

During training, the primary model selection criterion is precision at recall > 0.90
(PQRY0): the maximum precision achievable while recovering at least 90% of positive
examples, read from the precision-recall curve. This targets the high-recall target that
is appropriate for spike detection, where missing spikes is more costly than accepting
some false positives. Area under the ROC curve (AUC-ROC) is logged as a secondary
diagnostic.

5.7.2 Detection

Detector outputs are evaluated against the complete set of Kilosort units without quality
filtering, using greedy one-to-one neighbor matching: each detection is assigned to the
closest ground-truth spike within a tolerance window, with each ground-truth spike
matchable at most once. Aggregate precision, recall, and F1 are computed from the
resulting counts.

The matching tolerance is fixed at £15 samples (£0.5ms), the SpikeInterface default
[BHG™20]. This window is consistent with the identified standard deviation of trough
offsets relative to the recorded Kilosort spike time and absorbs the central convention
shift on every probe with substantial margin.

Per-unit recall is additionally reported in two forms. Strict recall counts only detections
credited to a given unit by the one-to-one matcher. Tolerant recall counts any detection
falling within the tolerance window of each ground-truth spike, regardless of matcher
assignment.

5.7.3 Clustering

Embedding quality is evaluated under two protocols. The primary metric is within-
evaluation k-NN accuracy on held-out evaluation units. It measures whether same-unit
spikes are nearest neighbors in embedding space and depends only on the relative geometry
of points produced by the encoder, not on any downstream clustering algorithm.

To test whether the embedding supports unsupervised partition recovery, the same
embeddings are additionally clustered against Kilosort unit identity under two algorithms.
Gaussian Mixture Models with n_ components set to the per-probe Kilosort unit count
follow the SimSort evaluation protocol [ZHW*25]; HDBSCAN on a 10-dimensional UMAP
projection follows CEED [VLS™23]. Both report Adjusted Rand Index, per-cluster purity,
and per-unit completeness against ground truth.
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CHAPTER

Experimental Setup

6.1 Overview

The experiment is organized around two sequential tasks. The first is spike detection:
given the continuous raw voltage signal, identify the set of time points at which an action
potential occurred on each electrode channel, without knowing in advance how many
neurons are present or what their waveforms look like. The second is spike identification:
given the set of detected spike events, assign each event to one of an unknown number of
putative single units based on the similarity of their extracted waveform shapes.

These two tasks are handled by separate models whose designs, training procedures, and
evaluation strategies differ. The detector is a supervised binary classifier trained with
ground-truth spike labels; the sorter is a self-supervised representation learner whose
quality is assessed by clustering purity and agreement with the Kilosort labels. This
chapter documents the concrete decisions made in building each component.

6.2 Session and Probe Selection

All experiments use session 756029989 from the Allen Visual Coding Neuropixels
dataset. Within this session we worked with up to six probes, each targeting a distinct set
of brain regions spanning visual cortex (VISp, VISam, VISI, VISal, VISrl), hippocampus
(CA1, CA3, DG), subiculum (SUB), lateral geniculate nucleus (LGd), thalamic nuclei
(VPM, TH), and midbrain structures (APN, MB). The diversity of brain regions has the
consequence of spiking cell morphology variability in the dataset [BHM™04]. Training
and evaluating across heterogeneous recording sites provides a stronger test of a detector’s
ability to generalize than a single-region experiment would. Figure 6.1] visualizes the
mean waveforms within the probes differentiated by brain region. The overlapping lines
confirm the alignment of our extracted raw data with the mean waveforms within the
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Mean waveforms per probe and region

Figure 6.1: Mean waveforms per brain region across all included probes. Overlapping
lines confirm alignment between raw extracted waveforms and Allen SDK reference

waveforms. Probe 087 is excluded due to misalignment.
AllenSDK metadata. This analysis guided our selection of the training and test probes.
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6.3. Synthetic Data Validation

6.3 Synthetic Data Validation

Before working with real recordings, the entire pipeline was validated on a simpler
synthetic recording with full ground truth. The synthetic experiment inly confirms that
the implementation behaves correctly under conditions where the answer is fully known.
It does not serve as a benchmark, and no quantitative results are derived from synthetic
data.

The simulated recording consists of action potentials generated by 10 units and Gaussian
noise on a 32-channel probe with 30 kHz sampling rate over 60 seconds that we generate
using MEArec [BE21] via the Spikelnterface Python toolbox [BHG™20]. The units are
deliberately stratified into difficulty tiers: easy (more than 100 pV peak amplitude),
medium (50 to 100 xV), and hard (less than 50 ©V). Two units are placed on the same
peak channel to expose the pipeline’s ability to separate co-localized neurons. CMR
is disabled because the simulated noise is independent across channels; the spatially
correlated noise that motivates CMR on real probes is absent here by design.

Two evaluation regimes were run on this simulated data:

o Time split (80/20 by time, all units present in both splits): a sanity check
confirming that the detector and encoder train correctly. The pipeline reached
near-perfect AUC and F1, confirming that the implementation behaves as intended
on labels we trust. This synthetic-data validation was performed before any work
on the Neuropixels recordings began.

o Unit split (units 0 to 6 in train set, units 7 to 9 held out): the model is tested on
units whose waveforms it has never seen. This strategy is the design template later
applied to the real-data sorter.

Hyperparameters that succeeded on the synthetic data defined the starting point for real-
data sweeps, with the explicit understanding that real recordings demand larger filters,
more layers, and longer training. The synthetic experiment is therefore an implementation
validator only.

6.4 Baseline: Threshold-only Detector

The CNN detector is benchmarked against a threshold-only baseline that shares its
preprocessing. We apply CMR, MAD thresholding, per-channel and global non-maximum
suppression, and trough recentering identically to the CNN pipeline. The baseline omits
only the CNN classification step, accepting every threshold crossing that survives NMS
as a detection.

The purpose of this experiment is to isolate the contribution of the learned CNN
classifier to detection quality. Many spike sorters in the literature use thresholding with
sophisticated preprocessing as their only detection step, so a substantial fraction of our
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6. EXPERIMENTAL SETUP
detector’s precision could in principle come from the preprocessing rather than from
the learned classifier. By ablating only the CNN measures the improvement directly
attributable to the learned step. The baseline is run on the same probes, with the same
MAD threshold, and evaluated with the same 15-sample matching window used for the
CNN, so that the results are comparable.
6.5 Binary CNN Classifier: Architecture Search
We selected a set of parameters informed by common practices in the literature and our
synthetic-data validation, and performed a grid search across them; the final search space
is documented in Table 6.1. Each sweep was built on the fixed values established by the
previous one, rather than running a single exhaustive sweep, both to keep the runtime in
check and to allow earlier sweeps to inform the ranges explored in later ones.
All runs used the same 80,/20 temporal split of the probe 083 dataset and were tracked via
Weights & Biases. Validation AUC-ROC was used as the ranking metric for architecture
comparison in preference to threshold-dependent measures such as F1 or PQR90 [SR15].
Once the architecture was fixed, the final model was selected based on highest PQR90,
directly targeting the high-recall models that are required for spike detection. In addition
to model parameters, architectural decisions such as the number of selected neighboring
channels and the MAD multiplier threshold were also part of the experimental sweeps
both on baseline beforehand and CNN later on.
Table 6.1: Parameters swept across the sequential grid searches. Each sweep built on the
fixed values established by the previous one.
Sweep Parameter Values
Input configuration Spatial neighborhood size (channels) 5,9, 12
Kernel size 5, 11, 21
. Number of layers 2,4
CNN Architecture Base filter count 64, 128, 256
Learning rate 0.0003, 0.0001, 0.00001
Detecti tors MAD threshold multiplier 2.0, 2.5, 3.0, 3.5, 4.0
CLOCLION PATAIELELS & 1 imum CNN score 0.4, 0.5, 0.6, 0.7
Samples before event 30
Samples after event 30, 60
Threshold-crossing negatives per positive 0, 2
Random background windows per positive 0,1,2
Dataset construction Noise-offset negatives excluded, included
! Maximum spikes per unit 2,000
Temporal jitter augmentation 20 samples
Train / validation split 80% / 20% by time
Dropout 0.2
Batch size 256
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6.6. Spike Detector: Final Model Training

The winning architecture can be seen in Table|1. It uses a kernel size of 5, 4 convolutional
layers, and a base filter count of 128, yielding 829,825 parameters and an effective
receptive field of 17 samples. It achieved validation AUC of 0.9705 and P@QR90 of 0.8012
on the architecture sweep, and was subsequently retrained on three probes (083, 090,
and 094) for 100 epochs with the full dataset of 941,580 training and 233,569 validation
examples.

The next-best configuration matched this kernel size and depth but doubled the base filter
count to 256, reaching AUC of 0.9712 at substantially higher parameter cost. Within the
tested range, additional capacity beyond the chosen 128-filter, 4-layer design produced
no measurable gain; the more compact model was therefore preferred.

6.6 Spike Detector: Final Model Training

The final three-probe training yields a slight reduction in metrics compared to the single-
probe sweep (AUC 0.9690 vs. 0.9705; PQR90 0.7917 vs. 0.8012), reflecting the larger
spread of waveform distributions and noise statistics introduced by training on probes
090 and 094 alongside 083. This is the expected cost of cross-region training.

The final model was trained on probes 083, 090, and 094, providing 147 quality-filtered
units from the brain regions VISam, CA1, APN, VISp, SUB, MB, VISI, and DG. Probe
087 was excluded due to the clock alignment failure described previously. Probe 097 was
later also excluded because its increasing electrode drift toward the end of the recording
disproportionately affected its validation split, a consequence of the 80/20 temporal
boundary, making it an unreliable signal for model selection.

6.6.1 Dataset Construction and Training

For each training probe, the threshold for generating threshold-crossing negatives was
computed as 3 times the median per-channel MAD on the raw int1l6 ADC signal.
The 80/20 temporal split was computed per-probe and then concatenated, ensuring
every validation example comes from the last 20% of its own recording. The combined
dataset consisted of 941,580 train and 233,569 validation examples at a positive rate of
approximately 25%.

Training ran for 100 epochs with cosine learning rate annealing [LH17]. The best
checkpoint was selected by PQR90on the combined validation set, saved at epoch 61
with validation P@QR90 of 0.7917.

6.6.2 Inference

The trained classifier is applied to extracted fixed-size waveform windows. To produce
spike detections from a continuous multi-hour recording, the classifier is embedded in
an event-driven pipeline that locates candidate events on the raw signal and applies the
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(c) Validation P@QR90 over training steps,
showing rapid early improvement followed
by convergence.

(d) Training loss curve showing monotoni-
cally decreasing train loss.

Figure 6.2: Evaluation figures from the winning configuration of the binary classifier.
Trained on three probes (760640083, 760640090, 760640094); 12 channels, kernel
size 5, 100 epochs.

classifier only at those positions. The classifier is unchanged from training; what differs
at inference is the source of the windows it sees and what is done with its outputs.

This event-driven design, in which a cheap candidate generator proposes events and a
learned classifier scores them, is the standard pattern for deep-learning spike detection
on high-density probes [PSPS24], [ZHW*25] and is what makes the approach feasible at
Neuropixels scale: the classifier is invoked roughly 200 million times per probe rather
than the trillions of windows a dense sliding-window scan would require.

At inference, bandpass filter and CMR are applied before threshold scanning. The MAD is
estimated on the filtered signal rather than the raw signal, ensuring the threshold reflects
the true spike-band noise floor. Waveform windows passed to the CNN are extracted
from the unfiltered raw signal, maintaining consistency with the training distribution.

At inference we use a higher MAD multiplier than during training, 4 instead of 3, because
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6.6. Spike Detector: Final Model Training

the inference threshold is computed on the filtered and referenced signal, which has a
lower and more consistent noise floor than the raw signal. During our experiments, the
higher threshold multiplier consistently led to higher precision at negligible recall trade-off.
The 12-channel, 91-sample raw waveform window around each surviving candidate is
extracted and z-scored using the same channel selection and normalization as in training,
then scored by the trained CNN in evaluation mode and without gradient computation.
A candidate is retained if its score exceeds 0.7.

6.6.3 Pipeline Stages and Filter Behavior

The detection pipeline is sequential, with each step refining the output of the preceding
one. Figure 6.3 shows the candidate count at each stage on probe 083, plotted on a
logarithmic scale, alongside the Kilosort ground-truth count for reference.

Detection pipeline funnel — probe 760640083

234.75M

108

Count

20.30M 20.30M 20.30M

7] . 10 10 4 9.68M
Threshold CNN passed Per-channel After Global GT spikes
€rossings (score>=0.7) NMS recenter NMS (45smp)

Figure 6.3: Detection pipeline funnel on probe 760640083. Candidate counts at each
stage of the cascade, on a logarithmic scale. The CNN classifier accounts for most of the
filtering (91.4% of threshold crossings rejected); explicit per-channel NMS and recentering
do not change the count because the refractory constraint is enforced during scanning;
global cross-channel NMS removes spatially duplicated detections of the same spike,
accounting for the second-largest reduction. The final count is shown beside the Kilosort
GT count for reference.

The pipeline begins with threshold crossings. The bandpass-filtered and common-median-
referenced signal is scanned channel by channel for signal exceeding 4 times the per-channel
MAD, with a per-channel refractory period of 30 samples (1 ms) enforced during scanning.
On probe 083 this produces 234.75 million candidates over the full recording, an order
of magnitude more than the true spike count.

CNN classification is the dominant filter in the pipeline. Each candidate is centered into
a 91-sample window (30 pre-spike and 60 post-spike) over its 12 nearest channels and
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scored by the trained model; candidates with score at least 0.7 are retained. This stage
rejects over 90% of the candidates, confirming the design intent.

Then, per-channel non-maximum suppression pass is applied at 30 samples, followed by
trough recentering within 10 samples. Because the same refractory constraint is already
enforced during the initial scan, the NMS pass removes essentially nothing; it is retained
as a safety check against edge-case duplicates rather than as an actual filter. Recentering
does not alter the number of detections, only their sample indices.

Global non-maximum suppression with a 45-sample (1.5 ms) cross-channel window col-
lapses spatially redundant detections of the same spike on neighboring channels, retaining
the highest-scoring detection within each window. This stage removes approximately half
of the remaining candidates, reflecting the multi-channel footprint of individual spikes on
a dense Neuropixels probe. A single neuron typically registers on three to five adjacent
channels, all of which produce CNN-positive candidates that must be collapsed into one
event.

The pipeline yields 9.68 million final detections against 8.34 million Kilosort ground-truth
spikes on probe 083, a 16% surplus consistent with the precision reported in the results.

6.6.4 Spike Detector Evaluation

The detector was evaluated on five probes representing three generalization tiers:

1. within-distribution: validation sets from probes 083, 090, and 094;
2. within-session: held-out probe 104, not seen during training;

3. cross-session: probe 757984813 from session 751348571, which has the same
recording structure as the training data but stems from a different animal of the
same species.

Evaluation was conducted against the complete Kilosort output without quality filtering,
using greedy one-to-one nearest-neighbor matching, as per Spikelnterface convention
[BHG™T20).

6.7 Clustering Experiment Design

The clustering stage is evaluated through a three-tier process that progressively isolates
the contribution of supervised representation learning. Each tier is based on the same
set of waveforms. The only thing that varies between tiers is the embedding. Fixing the
rest of the pipeline across tiers is needed for a fair comparison of embedding quality.

The overall architecture, SVD-denoised waveforms passed through an encoder that
produces a fixed-dimensional embedding, is inspired by the design of SimSort [ZHW T 25].
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6.7. Clustering Experiment Design

The encoder here departs from SimSort in three respects: it is supervised on Kilosort
quality-filtered unit labels rather than trained zero-shot on a synthetic corpus; it uses
batch-hard triplet mining [HBLI7] rather than the contrastive setup SimSort applies
on simulated data; and it adopts a convolutional backbone over 12-channel Neuropixels
neighborhoods rather than a transformer over 4-channel tetrode inputs. SimSort is
referenced as design inspiration rather than as a benchmark.

6.7.1 Embedding Tiers

The three tiers are defined as follows:

1. PCA baseline: linear dimensionality reduction (64 components) on z-scored,
flattened waveforms. This tier carries no learning and quantifies how much structure
is recoverable from raw waveform variance alone.

2. CNN backbone: the input to the spike detector’s final linear layer, that is, the
256-dimensional global-average-pooling feature vector. The detector was supervised
on a binary task and was never given unit identity, so any unit-discriminative
structure visible at this layer is a byproduct of binary detection supervision rather
than explicit metric learning.

3. Supervised contrastive encoder: the same convolutional backbone warm-started
from the detector checkpoint and fine-tuned with batch-hard triplet loss on Kilosort
quality-filtered unit labels. This is the only tier where the objective is explicitly to
differentiate between spikes from different units.

The three tiers show different approaches with varying complexity: Tier 1 quantifies
what is recoverable from raw signal variance; Tier 2 quantifies the additional structure
deduced by binary detection supervision; Tier 3 quantifies the marginal contribution of
an objective that explicitly targets unit identity.

6.7.2 Encoder Training and Evaluation

The encoder is trained on probe 760640083 only and then applied without fine-tuning
to every other probe under evaluation. The encoder is evaluated on the same three
generalization tiers used for the detector.

Encoder training uses only Kilosort units that pass quality filtering, eliminating multi-unit
and noise contamination from the supervisory signal. Within those units a 70/30 split
is performed at the unit level rather than the spike level: held-out units never appear
during training, so within-evaluation metrics directly measure the representation’s ability
to separate previously unseen neurons rather than its ability to memorize spike-level
features.
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6.7.3 Clustering Evaluation

Local geometry: k-NN accuracy. The primary metric for cross-tier comparison is
within-evaluation k-NN accuracy (k=>5, cosine metric, stratified 50/50 cross-validation,
mean over five splits). It measures whether same-unit spikes are nearest neighbors in
embedding space, computed on held-out evaluation units only so that it cannot be inflated
by overfitting to training labels. The metric depends only on the relative geometry of
points produced by the encoder, not on any downstream clustering algorithm, threshold,
or hyperparameter, which makes it directly comparable across the three tiers.

Global geometry: discrete clustering. To test whether the embedding supports
unsupervised clustering, we additionally apply two clustering algorithms against the
Kilosort unit identity labels. We tried Gaussian Mixture Models with n__components
set to the per-probe Kilosort unit count following the SimSort approach [ZHW™25| and
HDBSCAN on a 10-dimensional UMAP projection following CEED [VLS™23|. The two
strategies play complementary roles: GMM forces every detection into a cluster, making
its metrics appropriate for evaluation against Kilosort ground truth, while HDBSCAN’s
density-based assignment with a noise label allows points in uncertain regions to remain
unclassified, useful for visualizing where the embedding does and does not support cluster
boundaries.

NMI diagnostic. The local-vs-global evaluation strategies are extended by a normal-
ized mutual information (NMI) diagnostic computed on probe 083.

NMI is computed between projector HDBSCAN cluster identity and 4 candidate variables:
GT unit identity, brain region, probe depth and CNN detection score. The diagnostic
asks what variable the embedding does organize around when unit identity is not the
answer.

For qualitative inspection, per-probe embeddings are projected into two dimensions
using UMAP [MHMIS] on a subsample of spikes (cosine metric, n_neighbors = 30,
min__dist = 0.05). Points are colored by ground-truth unit identity, making it visible to
the reader where same-unit spikes cluster cleanly in the learned space and where they
overlap with neighboring units (Figure 7.3).
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CHAPTER

Results

The spike sorter is evaluated in three stages: binary spike classification on held-out
validation examples, full-recording detection performance against Kilosort ground truth,
and clustering quality of detected waveforms across the three embedding tiers.

7.1 Binary Classifier

The final binary classifier was trained on 80% of recordings from probes 083, 090, and
094 and validated on the other 20%. The best checkpoint, selected by PQR90, was
reached at epoch 61 and achieved AUC of 0.969 and PQR90 of 0.792. Training and

validation curves are shown in Figure 6.2,

The architecture sweep located a plateau within the swept range. The next-best swept
configuration matched the chosen kernel size and depth but used 256 rather than 128
base filters; it reached AUC of 0.971 at a much higher parameter count.

7.2 Spike Detector

Full-recording detection performance is reported in Table |[7.1. The matching tolerance is
fixed at 15 samples (0.5 ms), the SpikeInterface default [BHG™20).

F1 score is consistently in the 0.62 to 0.64 range across all five probes, including the
cross-session probe 813. The same parameters generalize without per-probe fine-tuning,
indicating that the detector has learned features tied to the local waveform structure of
a spike rather than to probe-specific noise statistics or mean waveform shapes.

Two probes deviate from a balanced detection-to-GT count, in opposite directions. Probe
094 yields 20% more candidates than ground truth (7.52M vs. 6.27M), giving the lowest
precision (0.579). This probe lies primarily in dense visual cortex (VISp) and the over-
count might reflect multi-unit activity that got discarded in the process of generating
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the ground truth. Probe 813 reverses the pattern (11.58M vs. 14.49M, lowest recall at
0.577). The cause is matcher saturation, not under-detection: with 136 units in a single
probe, more GT spikes fall within 15 samples of one another than the greedy one-to-one
matcher can resolve. This results in real detections being classified as false negatives.
The high precision is consistent with this, since detections that do match are reliable.

Table 7.1: Full-recording detection performance across five probes. Greedy one-to-one
matching at 15 samples tolerance.

Probe Units Nar Nget Precision Recall F1

083 107 8.34M  8.83M 0.615 0.650 0.632
090 82  6.13M  6.35M 0.609 0.631  0.620
094 96  6.27TM  7.52M 0.579 0.694 0.631
104 39  3.58M  4.14M 0.596 0.689  0.639
813 136  14.49M 11.58M 0.722 0.577 0.642

Comparison with the threshold-only baseline. The CNN improves F1 by 0.19 on
probe 083, 0.33 on probe 104 and probe 813 (Table 7.2). On unit-dense probes (083,
813), the threshold baseline’s low recall reflects amplitude-ranked NMS: when several
spikes occur within the deduplication window, only the largest-amplitude candidate
survives, and many genuine smaller-amplitude spikes are discarded. The CNN re-ranks
candidates by spike-likeness rather than amplitude, so smaller spike-shaped waveforms
survive the same NMS step. On the unit-sparse probe 104, the candidates are instead
dominated by noise crossings: few real spikes exist in general, so the loss to NMS is not
as severe. CNN then improves both precision and recall by filtering out noise rather than
by re-ranking spikes.

Table 7.2: Threshold-only baseline. Same preprocessing and operating point as the CNN
detector, no CNN classification. Tolerance 15 samples.

Probe Precision Recall F1

083 0.715 0.324  0.446
104 0.305 0.313  0.309
813 0.775 0.195 0.311

Figure [7.1] shows a 500 ms window of bandpass-filtered voltage on probe 083 with
Kilosort GT spikes and CNN detections overlaid. Detections concentrate on the active
depth bands; the inactive middle band (approximately 1000 to 1800 pm) is correctly
detection-free. Detected spikes do not always overlap with the Kilosort GT marker on
the same channel. This is consistent with how Kilosort assigns peak channels — the peak
channel of a unit is the average across all of that unit’s spikes, but the CNN detector
finds the peak channel of each individual spike. Drift, bursting, and waveform variability
cause the per-spike peak to migrate across neighboring channels even when the unit
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7.3. Per-Unit Detection Coverage

assignment is correct. The visual mismatch in Figure [7.1]is therefore often a property
of this representation and not a detection error, which is what the (tolerant) recall
evaluation accounts for.

Zoarmed voltage + spikes
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Figure 7.1: Detection-voltage overlay on probe 760640083, 4.0 to 4.5 s. Red dots mark
Kilosort GT spikes, purple crosses mark CNN detections. Light blue lines represent
channels that are missing from the Allen SDK metadata. The exact number of channels
is not 384 but 374 for the session.

7.3 Per-Unit Detection Coverage

Aggregate F1 averages over millions of spikes and is dominated by high-firing-rate units.

The per-unit view in Table |7.3| reports two recall variants. Strict recall counts only
detections credited to the correct unit by one-to-one matching; tolerant recall counts any
detection within 15 samples regardless of attribution. Greedy one-to-one matching is
implemented as a single sweep through detections in score order, assigning each to the
closest unmatched GT spike within tolerance window.

Median tolerant recall is between 0.8 and 0.9 on every probe, including the cross-session
probe 813. Median strict recall is consistently lower at 0.63 to 0.74. The fraction of
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units with median strict recall above 0.50 exceeds 78% on every probe; the fraction above
0.90 never exceeds 5%.

The strict-tolerant gap scales with unit count. When two GT spikes from different
units fall within 15 samples on neighboring channels, the matcher must choose: the
highest-scoring detection claims its closest GT spike, and a second nearby GT spike from
a different unit is treated as a false negative even when both detections are real and
well-localized. As probe unit count grows, such conflicts grow with density, which is why
probe 813’s 0.276 strict-tolerant gap is more than three times that of probe 104’s 0.093.

Table 7.3: Per-unit "strict" and "tolerant" median recall at 15 samples tolerance. Almost
no units have strict recall > 90.

Probe Units Med. strict Med. tolerant >0.90 >0.70 > 0.50

083 107 0.683 0.855 0% 42% 84%
090 82 0.645 0.795 0% 38% 78%
094 96 0.736 0.882 1% 56% 88%
104 39 0.741 0.834 5% 51% 79%
813 136 0.627 0.903 0% 23% 85%

7.4 Clustering

Embedding quality is evaluated under two protocols. Within-evaluation k-NN accuracy
(k=5, cosine, stratified 50/50 cross-validation, mean over five folds) measures local
geometry, answering the question "are the spikes from the same unit nearest neighbors?"

Discrete clustering against Kilosort unit identity, performed with GMM (n_ components
set to the Kilosort unit count (matching SimSort [ZHW™25]) and HDBSCAN on a 10-
dimensional UMAP projection (matching CEED [VLS™23]), measures global geometry,
answering the question "are the spikes from the same unit in the same cluster?"

7.4.1 Local geometry: k-NN accuracy
Results across the three tiers are reported in Table 7.4.

Contrastive supervision improves over the CNN backbone on every probe. The triplet
encoder reaches 0.481 vs. 0.398 on probe 083, 0.798 vs. 0.592 on probe 104, and 0.600
vs. 0.428 on probe 813. The two tiers share architecture and warm-start weights and the
only difference is the training objective. The improvement is therefore attributable to the
geometry of the feature space, not its content. The encoder already extracts spike-like
features because it managed to detect them, but those features are organized for a binary
classification decision rather than for unit discrimination. The triplet objective re-shapes
the feature space so that within-unit pairs are nearest neighbors and between-unit pairs
are not, without changing what is being represented [KTW™20)].
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Against PCA, the picture is mixed. Triplet loss beats PCA by 0.135 on probe 083 (0.481
vs. 0.346), falls 0.020 below PCA on probe 813 (0.600 vs. 0.620), and loses to PCA
on probe 104 (0.798 vs. 0.924). PCA’s lead on this probe is potentially an effect of a
small-unit-count effect. With only 21 units in the evaluation set, the linear component
space is already sufficient to separate them — there is little geometric structure left for
a learned encoder to add. The triplet encoder pays off when many units are present,
as reflected in the other two probes. Each additional unit makes the linear separability
assumption weaker and the learned non-linear metric more useful.

After 5 epochs of frozen-backbone, projector-only training, accuracy on probe 083’s
held-out units reaches 0.42. Joint fine-tuning lifts this to a peak of 0.517 at epoch 20,
after which performance gradually declines (Figure 7.2). The result is consistent with
the contrastive-learning observation that the projection head carries most of the metric
structure [CKNH20]. In effect, the backbone already provides discriminative features;
the projector learns a near-linear transformation that aligns those features with the
unit-identity metric.

Table 7.4: Within-evaluation k-NN accuracy across three embedding tiers. 5-NN cosine,
stratified 50/50, 5 folds, on held-out evaluation units. Standard deviations are over the 5
folds.

Probe Method k-NN accuracy

PCA 0.346 + 0.003
083 CNN backbone  0.398 £ 0.003
Triplet encoder 0.481 + 0.001

PCA 0.924 4+ 0.001
104 CNN backbone  0.592 + 0.003
Triplet encoder  0.798 4+ 0.005

PCA 0.620 £ 0.002
813 CNN backbone  0.428 4+ 0.002
Triplet encoder  0.600 £ 0.002

7.4.2 Global geometry: discrete clustering

ARI against Kilosort unit identity is at floor under both clustering protocols, on every
probe, for every embedding tier. Across 18 probe-embedding-clusterer combinations the
maximum ARI recorded is 0.0046; most values are indistinguishable from zero. Per-cluster
purity stays below 0.20 for both clusterers across all conditions. The two clusterers
agree: none of the embeddings, not PCA, not the CNN backbone, not the triplet encoder,
recovers Kilosort unit identity at the global level.

The local-vs-global discrepancy (high k-NN accuracy alongside near-zero ARI) is the
central observation of the clustering experiments. The triplet objective shapes the
embedding so that within-unit pairs are nearest neighbors, but it does not require that
within-unit pairs share a connected dense region. The encoder chooses to complete its
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Figure 7.2: Triplet encoder validation accuracy on probe 083. Within-eval k-NN accuracy
on the 17 held-out units, evaluated every five epochs.

training objective by producing an embedding where same-unit spikes are close to some
same-unit spike but not necessarily to all others, which density-based clustering cannot
recover.

To diagnose what the embedding learns, we computed normalized mutual information
(NMI) between projector HDBSCAN cluster identity and four candidate variables (GT
unit identity, brain region, probe depth in 50 um bins, and CNN detection score) on all
three evaluation probes (Table [8.1). The outcomes suggest that depth was a favored
factor for the training probe, but the other evaluated probes do not support this finding.
More details are in the Discussion chapter.

7.4.3 Embedding visualization

Figure [7.3 shows a 100,000-spike subsample from each probe under each embedding,
projected to two dimensions with UMAP [MHM18| and colored by automatic HDBSCAN
IMHATT| cluster identity. HDBSCAN is used here only to color the visualization, not to

compute any reported metric.

The three-tier comparison shows that each tier captures different structure in the same
waveforms, and reading them together reveals what each feature space encodes. PCA
captures dominant linear axes of variance. On the smaller probe 104 (21 units) the
64 PCA components are sufficient to separate units cleanly; on 813 (73 units) partial
structure emerges; on the multi-region probe 083 (54 units) PCA produces a single
broad region with shallow internal gradient. The CNN backbone is most revealing on
probe 083 — the training probe of the binary classifier, where one would expect the
cleanest representation. Yet the embedding fragments into many small disconnected
regions rather than aligning with units. On the held-out probes the same backbone
collapses into two or three mega-clusters. The contrast suggests that the backbone has
learned fine-grained features on its training data but those features are organized in a way
that the binary detection objective rewards (amplitude, peak channel, regional position)
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7.4. Clustering

rather than along unit identity. The triplet encoder produces denser and more numerous
cluster regions than either baseline on probes 083 and 813; on probe 104 the triplet
UMAP collapses to a single dense region in 2D, consistent with PCA’s k-NN advantage
there. The encoder has learned a finer representation than the baselines provide, one that
supports the higher k-NN accuracy in Table 7.4, without aligning its density structure to
unit boundaries. The local-vs-global discrepancy is real and consistent across all three
tiers.

7 /’/ {
(a) 083 GT (b) 083 PCA (c) 083 CNN (d) 083 Triplet
5 ‘é"i\? - o
e TN
(e) 104 GT (f) 104 PCA (g) 104 CNN (h) 104 Triplet
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Figure 7.3: Embedding comparison across probes 083 (top), 104 (middle), and 813
(bottom). The first column shows the Kilosort GT layout colored by unit identity; the
remaining columns show embeddings from PCA, the CNN backbone, and the contrastive
triplet encoder, projected to two dimensions with UMAP and colored by automatic
HDBSCAN cluster identity (light gray: HDBSCAN noise). The GT panels show that
same-unit spikes are not visibly grouped under any embedding, consistent with the
near-zero ARI. PCA shows discrete clusters on probe 104 (panel f) and partial structure

on probe 813 (panel j), consistent with its k-NN accuracy on those probes (Table 7.4).

The triplet encoder produces substantially more cluster structure on the training probe
083 (panel d) than on held-out probes (h, 1).
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7.5 Summary

The CNN detector achieves F1 score of ~ 60% on all evaluated probes, and improves
on the threshold-only baseline by up to 0.33 F1. This can be attributed to reshaping
the candidate pool after spatial deduplication rather than only by filtering noise. Per-
unit detection coverage is high according to the tolerant recall metric 0.79 to 0.90 but
noticeably lower in the strict recall, where the gap between the rwo scaled with unit
count per probe.

The contrastive encoder wins over the CNN backbone on every probe in terms of k-NN
accuracy and transfers across probes without fine-tuning. Compared with PCA the
success is mixed: the encoder outperforms PCA on the validation probe, falls narrowly
behind on a cross-session probe, and loses on a lower-unit-count same-session probe.

ARI against Kilosort unit identity remains around zero across all probes, all embedding
tiers, and all tested clustering methods, indicating that the embedding helps with local
but not global unit-discriminative structure.

These results suggest the following interpretation: weak supervision on Kilosort labels is
sufficient to train a detector that generalizes across probes and animals, and to train an
encoder whose local geometry is unit-discriminative. It has not been proven sufficient for
learning a global unit clustering.
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CHAPTER

Discussion

The pipeline produces useful detections and a measurably better clustering embedding
than the established non-trivial baseline on the in-distribution probe, but the conditions
under which those numbers hold need clarification. This chapter discusses (i) the absence
of independent ground truth, (ii) the limited role played by synthetic data, (iii) the
assumptions embedded in the evaluation procedure, (iv) the absence of drift correction,
and (v) the local-vs-global discrepancy in the clustering results.

Algorithmic ground truth. Both training labels and the evaluation reference are
produced by Kilosort 2, and the unit quality metrics used for filtering training units are
sourced from the same Allen SDK pipeline. This makes the supervision loop circular:
a detector that perfectly reproduces Kilosort’s omissions would receive a higher score
than a theoretically perfect detector that recovered the spikes Kilosort missed. The Allen
quality filter narrows training units to those passing strict isolation and stability criteria,
but does not address the underlying design problem. Evaluating against the unfiltered
Kilosort output is a deliberate choice on our part to avoid the further inflation that
quality-filtered evaluation would produce, but it does not change the fact that Kilosort
defines the ceiling.

A natural solution to this problem is independent ground truth, most credibly generated
by paired recordings in which a single neuron’s spike train is recorded intracellularly while
the extracellular signal is recorded on the same probe. Such datasets exist at small scale
and limited probe diversity; SpikeForest [MJL™20] catalogues the state of this corpus,
and none of its constituent datasets provide enough labelled spikes across enough sites to
train a deep model end-to-end. Within the constraints of public, large-scale Neuropixels
data, the use of Kilosort labels was the best source of supervision at this scale.

Synthetic data is a limited alternative. Realistic synthetic recordings would
in principle resolve the ground truth problem: simulated extracellular signals from
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biophysically detailed neurons have the benefit of labelled spike times by design. The
synthetic experiments in this thesis used SpikeInterface and MEArec [BHG™ 20, [BE21],
which is sufficient for pipeline validation but does not capture the complexity of real
neural recordings and their artifacts. The synthetic data used here therefore plays the
role of a sanity check on the implementation, not a substitute for Kilosort ground truth
in training. The recent SimSort framework |[ZHW™25] demonstrates that simulation
pretraining at scale is viable, but there is currently no equivalent dataset for high-density
probes.

Evaluation assumptions. The detection metrics depend on a spike-time convention.
Kilosort timestamps the template-match peak; the detector here reports the raw voltage
trough on the peak channel. Reporting at 15 samples tolerance follows the Spikelnterface
convention [BHG™20], but a strict exact-match evaluation would score lower.

Per-unit recall also depends on the matching procedure. The greedy one-to-one matcher
used here forces a single ground truth spike per detection. On dense probes, this places
more matcher decisions in conflict and decreases strict recall in a way that depends on
unit count rather than on detector behavior, as the strict-tolerant gap in Table 7.3 shows.
A different matching protocol (for example allowing multi-assignment within tolerance)
would produce different numbers without any change to the detector. We have reported
both strict and tolerant recall to make this dependence visible, but neither metric is a
probe-independent measure of the detector alone.

No drift correction in the detector. Neuropixels recordings drift over their duration,
and some spike sorters include explicit motion-correction steps [PSPS24, [BGY22]. Probe
motion of tens of micrometres displaces a unit’s waveform across the electrode array,
changing both the channel of maximum amplitude and the shape of the multi-channel
signature. Our pipeline does not implement motion correction.

Detection is in principle robust to this: the CNN sees a 12-channel local neighborhood
and is trained on spikes sourced from the full recording duration, so within-probe drift is
partly absorbed by the training distribution. The contrastive encoder is more vulnerable.
The same unit drifting from one peak channel to an adjacent one presents as two different
multi-channel waveform shapes, and the encoder has no mechanism to map them to
the same embedding. Probe 097 was excluded from training precisely because its drift
concentrated in the validation half of the recording would have penalized model selection
unfairly. For the probes that were included, the lack of drift correction is a methodological
gap that likely contributes to the clustering inconsistency reported below.

Local geometry without global clusterability. The clustering results in Chapter
Results contain a discrepancy worth interpreting. Within-evaluation k-NN accuracy
shows that the contrastive encoder produces useful local geometry on every probe, with
same-unit spikes consistently appearing as nearest neighbors. ARI against Kilosort unit
identity, in contrast, remains at floor across all probes, all embedding tiers, and both
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GMM and HDBSCAN clustering. The triplet loss enforces local pair constraints but does
not constrain whether each unit’s spikes occupy a single connected region of embedding
space.

We computed normalized mutual information (NMI) to diagnose what the embedding
focuses on. NMI was compared between on 4 candidate variables: GT unit identity, brain
region, probe depth (binned at 50 um), and CNN detection score. The results are shown
in Table 8.1.

Table 8.1: NMI between projector HDBSCAN cluster identity and candidate organizing
variables, per probe. Higher NMI means the variable better predicts cluster identity.

Variable 083 (train) 104 (within-session) 813 (cross-session)
GT unit identity 0.0017 0.0013 0.0075
Probe depth 0.1462 0.0003 0.0014
Brain region 0.0690 0.0001 0.0004
Detection score 0.0095 0.0002 0.0016

The pattern differs between the training and held-out probes. On probe 083, depth
dominates with NMI 0.146 against a GT-unit NMI of 0.0017, an 86x ratio. On the
held-out probes 104 and 813, depth NMI collapses to near-zero levels (0.0003 and 0.0014)
while GT unit identity becomes the top variable, albeit at low absolute values (0.0013
and 0.0075).

We read this as evidence of a probe-specific shortcut. On the training probe, the encoder
fulfills the triplet objective by organizing the embedding around probe depth. Spikes
from the same Kilosort unit are at the same depth, so a depth-organized embedding
satisfies most same-unit pair constraints without the encoder learning fine waveform
morphology. On held-out probes this behavior does not transfer: the depth-region-unit
correlations differ, and depth NMI collapses. What survives is a weak unit-discriminative
signal that emerges as the top variable on both held-out probes without being strong
enough to support discrete clustering. This is consistent with the k-NN accuracy, which
transfers usefully across probes and animals despite the weak global structure.

A complementary experiment confirmed the same picture from a different angle. Clus-
tering the 128-dimensional projector head output (normally discarded at inference) at
matched HDBSCAN parameters on probe 083 produces 165 clusters compared to 11 for
the backbone embedding, with a small per-cluster purity gain (0.078 vs. 0.072) but no
ARI gain.

The contrastive embedding is a similarity space rather than a clustering space, and its
training-probe geometry is partly probe-specific. This finding bounds the contribution of
the clustering work in this thesis: the encoder is useful for nearest-neighbor retrieval but
not for unsupervised cluster recovery.
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Scope of the results. All numbers reported in this thesis are obtained on two sessions
and seven probes sourced from the Allen Visual Coding Neuropixels 1.0 dataset [[BS19).
The detector transfers consistently across probes and across one cross-session, cross-animal
recording within the same species. The contrastive encoder transfers usefully relative to
the detection backbone in the same regimes, while showing reduced or no gain over a
linear baseline outside its training distribution and no gain at all under discrete clustering.
We cannot make grounded claims about transfer beyond the dataset: different probe
geometries (Neuropixels 2.0, non-Neuropixels HD-MEAs), different recording conventions,
different species, or different reference sorters are all outside the experimental scope.
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CHAPTER

Conclusion

This thesis studied deep learning applied to spike sorting of high-density Neuropixels
recordings, where training relies only weakly on spike sorter-derived ground truth labels.
The spike sorting pipeline consists of two stages, both sharing a CNN backbone: a binary
spike detector trained, and a supervised contrastive encoder producing discriminative
embeddings for the detected waveforms. The pipeline was trained and evaluated with
the Allen Brain Observatory Visual Coding dataset under three generalization levels:
in-distribution probe, a held-out probe within the same session, and a probe from another
animal of the same species. Below are the answers to research questions defined in the
chapter Problem Definition.

RQ1. The learned detector outperformed a threshold-only baseline that shared its
preprocessing. On the validation set of the training probe 083 it reached F1 score of
0.632 (evaluated against the full Kilosort ground truth), compared with 0.446 for the
pure thresholding baseline. The improvement across all test probes was between 0.19
and 0.33 F1.

RQ2. The detector generalized across probes and across animals, without retraining or
fine-tuning per probe. The within-session held-out probe 104 and the cross-session probe
813 achieved an F1 of about 0.6, as expected by the training-probe range. The detector
was able to generalize to other recording densities, brain regions and a different animal.

RQ3. The supervised contrastive encoder achieve higher k-NN accuracy than the
CNN backbone on every test probe, meaning it managed to learn unit-discriminative
representations. However, contrastive encoder was not automatically the best in all
experiments. The comparison with PCA reveals that, although the encoder improved on
PCA on the training probe, it performed worse on the cross-session probe and on the
small same-session probe 104. We conclude that the contrastive objective adds value
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most clearly where linear methods saturate, and less where the unit population is small
enough for raw waveform variance to reliably discriminate the units.

Discrete clustering against Kilosort unit identity did not recover unit identity at the
global level: ARI remained near zero across all probes, all embedding tiers, and both
clustering algorithms. A diagnostic based on NMI identified probe depth as a candidate
organizing factor on the training probe, but this pattern did not replicate on the held-out
probes.
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CHAPTER

Future Work

The directions described in this chapter follow from the limitations identified in Chapter
Discussion, in particular the depth-shortcut diagnostic and the absence of independent
ground truth.

Independent ground truth. The source of supervision, Allen Institute’s metadata
and Kilosort labels, is the binding constraint on the strength of every claim in this thesis.
Running the same evaluation against paired intra- and extracellular recordings [MJL™20)],
even at small scale, would benchmark our detector against Kilosort itself rather than
against Kilosort’s output, and would test the detector’s ability to recover real spikes that
Kilosort missed. The available paired datasets do not contain enough labeled spikes to
retrain the model end-to-end, but they are sufficient for evaluation.

Simulation pretraining at high-density scale. SimSort [ZHW™25] demonstrated
simulation-pretrained spike sorting at the tetrode scale. An equivalent corpus for Neu-
ropixels geometries does not yet exist. Once a biologically realistic large-scale simulated
benchmark becomes available, such as the one described in [LITT24], the supervised
contrastive stage in this pipeline could be replaced with simulation-pretrained represen-
tations. This would directly test whether weak supervision from an existing sorter is the
limiting factor or whether the architecture itself is.

Drift correction. One of the most apparent gaps between the proposed solution
and state-of-the-art spike sorters is the absence of explicit motion correction [PSPS24]
BGY22]. Adding a drift correction step upstream of the detector would address the
contrastive encoder’s vulnerability to within-probe drift, which is likely to improve
clustering consistency on longer or less stable recordings. This is independent of the
depth-shortcut intervention above and addresses a different failure mode (motion-induced
multi-channel waveform changes rather than supervisory shortcut).
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Clustering objectives that align density with identity. The contrastive encoder
used here optimizes nearest-neighbor geometry, which is what k-NN accuracy measures.
The depth-shortcut diagnostic shows this is not the same property as producing embedding
densities that correspond to single real neurons. A future encoder trained with an objective
that explicitly couples density with identity, for example variants that combine triplet loss
with a clustering-aware regularizer, would be a more direct test of whether the learned
representation can support an end-to-end unsupervised sorting stage rather than only a
supervised one.



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

CHAPTER

Summary

This thesis tested the ability of a deep-learning model to perform spike sorting on high-
density Neuropixels recordings under weak supervision from existing sorter outputs. We
explored the idea that the gap between classical template-matching pipelines and learned
representations can be closed when the only available supervision is the output of another
sorter rather than synthetic or expertly labeled ground truth. The work was structured
around three research questions covering detection quality, detection generalization, and
unit-discriminative representation learning.

We developed a pipeline that combines a binary convolutional spike detector with a
supervised contrastive encoder, both built on a shared CNN backbone. Both stages were
trained on real Neuropixels recordings from the Allen Brain Observatory Visual Coding
dataset, using Kilosort 2’s spike labels and per-unit quality metrics as the supervisory
signal. The detector classifies waveform windows extracted at threshold-crossing positions
as spike or non-spike. The encoder, warm-started from the detector and fine-tuned with
batch-hard triplet loss on quality-filtered units, produces embeddings in which same-unit
spikes are pulled together and different-unit spikes are pushed apart. Detection and
clustering are evaluated across three generalization tiers: in-distribution, within-session
held-out, and a cross-session probe from a different animal of the same species. Matched
preprocessing and evaluation protocols are used throughout to ensure fair comparison.

Overall, the learned detector consistently outperforms a threshold-only baseline that
shares its preprocessing, and its F1 score remains stable across all test probes despite
the differences in their recorded settings. This generalization is obtained without probe-
specific retraining or fine-tuning, indicating that the features the detector learned are
not limited to the specific brain regions or sessions in its training data. Contrastive
encoder produced embeddings that better discriminate units than the CNN backbone, as
measured by k-NN accuracy, and this applied to all evaluated probes. The advantage
over the PCA baseline without training depends on the probe: the contrastive encoder
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SUMMARY
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performed better in dense probes, tied with PCA on a cross-session probe, and lost to
PCA on a small probe from the same session as the training probe.

The local embeddings the encoder produces do not sufficiently support neuron clustering
against Kilosort unit identity. Adjusted Rand Index against ground truth remained very
close to zero on all probes, all embedding tiers, and clustering methods. A diagnostic
based on normalized mutual information identified probe depth as the principal factor
that the contrastive embedding is capitalizing on for the training probe, an order of
magnitude stronger predictor of cluster identity than unit identity itself. This pattern did
not continue on held-out probes, so the depth "shortcut" does not transfer, and a weak
unit-discriminative signal emerges instead. The contrastive embedding is therefore more
useful for nearest-neighbor retrieval rather than clustering in the unsupervised setting.

Additional limitations of the work are addressed explicitly: the algorithmic ground truth
used for supervision is generated by another spike sorter, the pipeline contains no drift
correction, and synthetic data was used as a sanity check on the implementation rather
than as a substitute for Kilosort ground truth in training.

The contribution of this thesis is a fully learned, end-to-end spike-sorting pipeline
that can be trained on real high-density data with weak supervision and that delivers
consistent detection quality across probes. The this also documents the conditions under
which a contrastive embedding adds unit-discriminative structure beyond detection-only
supervision and the conditions under which it does not.
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Overview of Generative Al Tools
Used

Generative Al tool Perplexity was used as a supplement for initial research for academic
papers on the relevant topics in neuroscience and deep learning. Generative Al tools,
particularly Claude Sonnet 4.6 and ChatGPT 5.2, were used to assisst prototyping and
debugging specific errors. Final code was written and tested by the author. Generative Al
tools were not used for generating the text of this thesis, except for help with formatting
of tables and spell checks.
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with convolutional feature extraction, global average pooling, and a binary
output. Panel 3: detected waveforms are SVD-denoised and re-encoded
through the same CNN backbone, warm-started from the detector and fine-
tuned with triplet loss on Kilosort 2 unit identities. Panel 4: the resulting
embeddings are projected to 2D with UMAP and clustered with HDBSCAN
to inspect putative unit assignments. . . . . . . ... ...

Mean waveforms per brain region across all included probes. Overlapping
lines confirm alignment between raw extracted waveforms and Allen SDK
reference waveforms. Probe 087 is excluded due to misalignment. . . . . .

Evaluation figures from the winning configuration of the binary classifier.
Trained on three probes (760640083, 760640090, 760640094); 12 chan-
nels, kernel size 5, 100 epochs., . . . . . . . . . . ... ... L.

Detection pipeline funnel on probe 760640083. Candidate counts at each
stage of the cascade, on a logarithmic scale. The CNN classifier accounts
for most of the filtering (91.4% of threshold crossings rejected); explicit per-
channel NMS and recentering do not change the count because the refractory
constraint is enforced during scanning; global cross-channel NMS removes
spatially duplicated detections of the same spike, accounting for the second-
largest reduction. The final count is shown beside the Kilosort GT count for
reference. . . . . . .o

Detection-voltage overlay on probe 760640083, 4.0 to 4.5 s. Red dots mark
Kilosort GT spikes, purple crosses mark CNN detections. Light blue lines
represent channels that are missing from the Allen SDK metadata. The exact
number of channels is not 384 but 374 for the session.) . . . . . ... ...
Triplet encoder validation accuracy on probe 083. Within-eval k-NN accuracy
on the 17 held-out units, evaluated every five epochs.|. . . . . .. . . ...

15

26

30

31

37

40

95



Die approbierte gedruckte Originalversion dieser Diplomarbeit ist an der TU Wien Bibliothek verfligbar

The approved original version of this thesis is available in print at TU Wien Bibliothek.

[ 3ibliothek,
Your knowledge hub

7.3 Embedding comparison across probes 083 (top), 104 (middle), and 813

o6

(bottom). The first column shows the Kilosort GT layout colored by unit
identity; the remaining columns show embeddings from PCA, the CNN
backbone, and the contrastive triplet encoder, projected to two dimensions
with UMAP and colored by automatic HDBSCAN cluster identity (light gray:
HDBSCAN noise). The GT panels show that same-unit spikes are not visibly
grouped under any embedding, consistent with the near-zero ARI. PCA shows
discrete clusters on probe 104 (panel f) and partial structure on probe 813
(panel j), consistent with its k-NN accuracy on those probes (Table 7.4). The
triplet encoder produces substantially more cluster structure on the training
probe 083 (panel d) than on held-out probes (h,1). . . ... .... ...
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Appendix

Final hyperparameter configuration

Table 1: Full hyperparameter tuning configuration for the binary CNN classifier.
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Parameter Value
Architecture

Kernel size 5
Number of layers 4
Base filter count 128

Waveform length
Spatial neighbourhood

91 samples (3.03 ms)
12 channels

Samples before event 30 (1.0ms)
Samples after event 60 (2.0ms)
Dropout 0.2
Total parameters 829,825
Training

Epochs 100
Batch size 256
Learning rate 3x 1074
Weight decay 107°
Positive class weight 2.97
Training examples 941,580
Validation examples 233,569
Training probes 083, 090, 094
Dataset construction

Threshold-crossing negatives per positive 2
Random background windows per positive 0
Noise-offset negatives included
Maximum spikes per unit 2,000
Temporal jitter augmentation +20 samples
MAD threshold multiplier 3x
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