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Kurzfassung

Dark Patterns sind Interfacedesigns, die Nutzer*innen zu Entscheidungen verleiten, die sie
nicht beabsichtigt haben. Die bisherige Forschung zu Dark Patterns konzentrierte sich fast
ausschließlich auf grafische Benutzeroberflächen (GUIs), obwohl E-Commerce zunehmend
über Chatbots und andere konversationelle Benutzeroberflächen (CUIs) abgewickelt wird.
Ob Nutzer*innen dieselbe Manipulation unterschiedlich wahrnehmen, wenn sie in einer
Konversation statt auf einer Webseite auftritt, wurde bisher nicht direkt untersucht. Diese
Arbeit berichtet über eine Within-Subjects-Studie mit 22 Teilnehmer*innen, die jeweils
16 E-Commerce-Szenarien bewerteten. Die Szenarien umfassten vier Dark-Pattern-Typen
(Obstruction, Confirmshaming, Forced Action und Sneaking) in GUI und CUI, jeweils
in einer manipulativen und einer neutralen Version. Die Teilnehmer*innen bewerteten
Vertrauen, Frustration, Komfort, Verwirrung, Transparenz, Manipulationswahrnehmung
und Wiedernutzungsbereitschaft auf fünfstufigen Likert-Skalen, beschrieben auffällige Ele-
mente in eigenen Worten und gaben nach einem Debriefing an, ob sie die jeweiligen Muster
bemerkt hatten. Halbstrukturierte Interviews mit drei Teilnehmer*innen ergänzten die
Ergebnisse qualitativ. Der Modalitätseffekt hängt vom Mustertyp ab. Obstruction und
Sneaking wurden in CUI als signifikant negativer wahrgenommen: geringeres Vertrauen
(Effektstärken r = .76 und r = .69), höhere Frustration, stärkere Manipulationswahrneh-
mung und geringere Wiedernutzungsbereitschaft. Forced Action zeigte den umgekehrten
Effekt: Die CUI-Version wurde als komfortabler bewertet (r = .47), und nur 25% der
Befragten identifizierten die erzwungene Datenerhebung in ihren offenen Antworten,
verglichen mit 74% in GUI. Confirmshaming zeigte keinen Modalitätsunterschied. Post-
Debriefing-Selbstberichte überschätzten die Erkennungsraten um etwa 27 Prozentpunkte.
Die Gegenüberstellung mit den Likert-Werten vor dem Debriefing reduzierte diese Infla-
tion für die meisten Muster auf nahezu null. Diese Ergebnisse sprechen dagegen, CUI
pauschal als manipulativer als GUI zu betrachten. Der Effekt ist musterspezifisch, und
bei Forced Action verstärkt das Konversationsformat die Manipulation nicht, sondern
verbirgt sie.
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Abstract

Dark patterns are interface designs that steer users toward choices they did not intend to
make. Research on dark patterns has focused almost entirely on graphical user interfaces
(GUIs), but e-commerce increasingly happens through chatbots and conversational user
interfaces (CUIs). Whether users perceive the same manipulation differently when it
arrives through conversation rather than a webpage has not been tested directly. This
thesis reports a within-subjects study (N = 22) in which each participant evaluated 16
e-commerce scenarios covering four dark pattern types (Obstruction, Confirmshaming,
Forced Action, and Sneaking) across GUI and CUI, each in a dark and a neutral version.
Participants rated trust, frustration, comfort, confusion, transparency, manipulation
perception, and willingness to return on five-point Likert scales, described anything
unusual in their own words, and reported post-debrief whether they had noticed each
pattern. Semi-structured interviews with three participants provided qualitative depth.
The modality effect depends on the pattern. Obstruction and Sneaking were perceived
as significantly worse in CUI: lower trust (r = .76 and r = .69), higher frustration,
stronger manipulation perception, and less willingness to return. Participants described
chatbot obstruction as rudeness and chatbot sneaking as betrayal of conversational
trust. Forced Action went in the opposite direction: the CUI version was rated as more
comfortable (r = .47), and only 25% of respondents identified the forced data collection
in open-ended responses, compared to 74% for GUI. Several participants praised the
dark scenario as helpful. The conversational format turned sequential data extraction
into what felt like competent customer service. Confirmshaming showed no modality
difference. Post-debrief self-reports inflated detection rates by roughly 27 percentage
points. Cross-referencing with pre-debrief Likert scores collapsed this inflation to near
zero for most patterns. Forced Action was the exception: debriefing produced a genuine
detection gain, suggesting that naming the pattern helped participants recognise what
they had experienced. These findings argue against treating CUI as uniformly more
manipulative than GUI. The modality effect is pattern-specific, and for at least one
pattern, the conversational format does not amplify the manipulation but conceals it.
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CHAPTER 1
Introduction

1.1 Motivation
When you try to cancel a subscription online, the interface sometimes fights back. The
“cancel” link is buried three pages deep. The confirmation button is grey and small while
a bright “Keep My Plan” button dominates the screen. A chatbot asks you to explain
your reasons, offers you a discount, asks again, transfers you to a specialist, and then asks
you to start over. These are not accidents. They are dark patterns: interface designs that
steer users toward choices they did not intend to make, such as continuing a subscription
they wanted to end, sharing personal data they meant to keep private, or paying fees
they did not notice [BLSD23, MAF+19].

Dark patterns are well-documented. In 2019, Mathur et al. [MAF+19] crawled approxi-
mately 11,000 shopping websites and found 1,818 dark pattern instances across 1,254
sites. Di Geronimo et al. [DGBF+20] found that 95% of 240 popular Android apps
contained at least one. A 2022 European Commission behavioural study reported that
97% of the most popular websites and apps used by EU consumers deployed at least
one dark pattern [CfJC22]. The most common were hidden information, preselection,
nagging, difficult cancellations, and forced registration.

Dark patterns are also, in principle, illegal. The EU Digital Services Act (Article 25)
prohibits online platforms from using interfaces that deceive or manipulate users [dsa22].
The General Data Protection Regulation requires freely given, specific, and informed
consent. The Unfair Commercial Practices Directive covers misleading and aggressive
commercial practices. Yet the 97% prevalence figure comes from three years after the
GDPR took effect and the same year the DSA was adopted. The law exists. The patterns
persist.

So far, both the research and the regulation share a blind spot: they focus almost entirely
on graphical user interfaces. Websites. Apps. Screens with buttons and checkboxes
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1. Introduction

and dropdown menus. But e-commerce increasingly happens through conversation.
Chatbot-facilitated retail spending reached $12 billion globally in 2023 and is projected
to grow to $72 billion by 2028 [Jun23], driven by the integration of large language
models into customer-facing commerce. Customer service chatbots handle cancellations,
shopping assistants recommend products, and LLM-powered tools guide users through
checkout. These are conversational user interfaces (CUIs), and the same dark patterns
that appear on websites can appear in them too. Traubinger et al. [THG+23] found
Obstruction, Confirmshaming, and Forced Action in real chatbot complaint data. Adam
and Benlian [AB24] showed that chatbot-style interactions can raise email disclosure
rates from 4% to 32% compared to equivalent web forms.

The reason the modality might matter is not just cosmetic. There are theoretical reasons
to expect that conversation changes how manipulation works. The Computers Are Social
Actors (CASA) paradigm [NM00] established that people automatically apply social
norms to computers that exhibit social cues, even when they know the computer is not
a person. A chatbot that deflects a cancellation request is not just a poorly designed
interface; it is being rude, and the user responds accordingly. Gricean conversational
pragmatics [Gri75] add another layer: in conversation, speakers are assumed to provide
complete and relevant information. Users do not audit each turn for omissions the way
they might scan a checkout page for hidden fees. The conversational format creates a
specific vulnerability to information-hiding that may not have an equivalent in graphical
interfaces.

What we do not know is whether these theoretical differences translate into measurable
perception differences when the same manipulation is held constant. The research that
exists on dark pattern detection [BBRR+21, DGBF+20, S+26] was conducted within
individual modalities: GUI studies show participants static interfaces, CUI and LLM
studies show participants conversations. Based on literature review, nobody has shown
the same person the same manipulation in both formats and measured whether the
modality changes what they see, how they feel, and whether they would walk away. That
is the gap this thesis fills.

1.2 Problem statement
The HCI literature provides three ingredients that have not yet been combined. First, GUI
dark patterns are well-catalogued, with large-scale prevalence data [MAF+19, DGBF+20,
GPC+21] and experimental evidence that they change behaviour [LS21]. Second, CUI
dark patterns have been documented in real chatbot interactions [THG+23], and exper-
imental work has shown that conversational style changes manipulation effectiveness
through social presence [AB24]. Third, user perception research [BBRR+21, OGC+22,
S+26] has established that dark pattern detection varies by pattern type and that
awareness does not reliably predict resistance.

What is missing is a direct, within-subjects comparison of how users perceive the same dark
patterns across GUI and CUI. Gunawan et al. [GPC+21] compared dark patterns across
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1.3. Research questions

desktop, mobile web, and mobile app for 105 services, but did not include conversational
interfaces and did not measure user perception. Traubinger et al. [THG+23] confirmed
that GUI dark patterns exist in chatbots, but studied complaint data rather than
controlled perception. Adam and Benlian [AB24] demonstrated that the conversational
medium changes disclosure behaviour, but did not study whether users recognise the
extraction as manipulative. Shi et al. [S+26] studied perception of LLM dark patterns,
but without a GUI comparison condition.

I think there are two reasons the gap has persisted. The first is disciplinary. GUI dark
pattern research grew out of a web-measurement community [MAF+19, GPC+21] and CUI
research emerged more recently within conversational AI venues [THG+23, MDSM22].
The communities cite each other but rarely run joint studies. The second reason is
methodological. Constructing matched stimuli that hold the manipulation constant while
varying only the modality is hard, because each modality requires different craft. A
Confirmshaming button and a Confirmshaming chatbot message look nothing alike, and
arguing they implement “the same” manipulation requires careful operationalisation.
This thesis takes on both problems.

There is also a perception puzzle that makes the comparison worth doing carefully.
Bongard-Blanchy et al. [BBRR+21] surveyed 406 participants and found that people
are generally aware that online designs try to influence their behaviour. But this
general awareness did not translate into reliable detection of specific patterns, and even
participants who detected a dark pattern still reported being influenced by it. Their
title captures the finding: “I am definitely manipulated, even when I am aware of it.” If
awareness does not protect users in GUI, what happens in CUI, where the social dynamics
of conversation add an entirely different set of pressures? Does the conversational format
make the gap between awareness and resistance wider, narrower, or does it depend on
the pattern?

The regulatory context adds urgency. The European Commission’s proposed Digital
Fairness Act, announced in the 2026 Commission Work Programme, is intended to
address manipulative digital practices such as dark patterns, addictive design, and unfair
personalisation practices [Eur26]. As conversational and AI-driven systems become
increasingly integrated into digital services, these concerns are likely to extend beyond
traditional graphical interfaces.

1.3 Research questions
The thesis addresses three research questions.

RQ1: Operationalisation. How can the dark patterns identified in both GUI and
CUI settings (Obstruction, Confirmshaming, Forced Action, and Sneaking) be mapped
to analogous static scenarios so that they are comparable across modalities?

RQ2: Modality effects on perception. How do people experience these dark patterns
differently when they encounter them in a GUI-driven e-commerce setting versus a

3



1. Introduction

CUI-driven one?

• RQ2a: Are manipulative tactics noticed differently across each modality?

• RQ2b: How do dark patterns affect trust and emotional responses across modali-
ties?

• RQ2c: What are the behavioural intents in each modality (for instance, completing
a task or abandoning it)?

RQ3: Post-debrief recognition gap. Does the gap between spontaneous detection
and post-debrief recognition differ across modalities?

1.4 Key terms
Four terms recur throughout this thesis and are defined here.

Dark patterns are user interface designs that trick people into actions they did not
intend [BLSD23]. I use a hybrid framework: Gray et al.’s [GKB+18] strategy-level names
(Obstruction, Sneaking, Forced Action, and Confirmshaming, which Gray et al. classify
under Interface Interference) with Mathur et al.’s [MAF+19] operational definitions. The
framework and selection rationale are developed in Chapter 2.

GUI (Graphical User Interface) refers to any interface where interaction happens
through visual elements: buttons, forms, menus, links, and page layouts. In this thesis,
GUI scenarios are static web page mockups.

CUI (Conversational User Interface) refers to any interface where interaction
happens through dialogue [McT17]. This includes text chat, voice, and messaging,
whether powered by rule-based systems, LLMs, or human agents. The dark patterns
studied here operate because of properties of the conversational format (turn-taking, social
norms, temporal information flow) rather than the underlying technology [MDSM22]. In
this thesis, CUI scenarios are static chatbot mockups.

Disengagement refers to the behavioural intention to stop using a service, measured
through the Likert item “I would use this service again.” It captures stated intent, not
observed behaviour. As the interview data will show, “leaving” sometimes means avoiding
the chatbot rather than abandoning the service, a distinction the Likert item cannot
capture on its own.

1.5 Contributions
This thesis makes three contributions.

First, it provides the first within-subjects comparison of dark pattern perception across
GUI and CUI using matched stimuli and the same participants. Sixteen controlled
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1.6. Thesis outline

e-commerce scenarios (four patterns × two modalities × dark and neutral conditions)
were constructed from documented real-world cases and evaluated by 22 participants,
answering RQ1.

Second, it demonstrates that the modality effect depends on the dark pattern type,
answering RQ2. Obstruction and Sneaking were perceived as worse in CUI, with large
effect sizes on trust, frustration, and willingness to return. Forced Action went largely
undetected in CUI, with participants praising the dark scenario as “smart and efficient.”
Confirmshaming showed no modality difference. This argues against blanket claims about
CUI being “more manipulative” and in favour of pattern-specific analysis.

Third, it shows that post-debrief self-reports of dark pattern recognition are unreliable
without triangulation, answering RQ3. Cross-referencing pre-debrief Likert scores with
post-debrief recognition claims revealed that taking self-reports at face value inflated
detection rates by approximately 27 percentage points.

1.6 Thesis outline
Chapter 2 reviews the literature on dark patterns in GUIs, CUIs, and LLM-based systems,
covering definitions and taxonomies, empirical prevalence, user perception research, and
the theoretical frameworks (CASA paradigm, Gricean pragmatics) that explain why the
modality should matter. It closes by identifying the research gap and justifying the
selection of four patterns.

Chapter 3 describes the study design: the within-subjects experimental structure, the
scenario construction process from real-world evidence to matched stimuli, the survey
instrument and its evolution through pilot testing, the interview design, and the data
analysis approach.

Chapter 4 reports the findings. After validating the stimuli through manipulation checks,
it presents pattern-by-pattern results combining Likert comparisons, open-ended response
coding, and interview excerpts. Cross-pattern comparisons and post-debrief recognition
analyses follow.

Chapter 5 interprets the results through the theoretical frameworks from Chapter 2, iden-
tifies three distinct modality mechanisms (amplification, invisibility, and independence),
compares findings to prior work, and draws design and policy implications.

Chapter 6 summarises findings per research question, restates contributions, and suggests
directions for future work.
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CHAPTER 2
Related Work

Chapter 1 laid out the practical stakes of this thesis: dark patterns remain prevalent
in European e-commerce despite a regulatory framework that has begun to bite, and
the legal instruments that address them target graphical interfaces almost exclusively.
The chatbot literature has begun to flag risks that map onto these same regulatory
concerns, including manipulation through conversational retention loops [THG+23],
socially aggressive tactics that exploit anthropomorphic cues [ALVK24], and elevated
personal data disclosure driven by conversational reciprocity [AB24]. Whether these
patterns operate differently when users encounter them through conversational rather
than through graphical interfaces is an empirical question the HCI literature has only
recently begun to address [THG+23, AB24, S+26].

Several indirect lines of evidence suggest they do: the conversational format changes
behavioural outcomes [AB24], and social cues trigger automatic responses that bypass
deliberative attention [NM00]. Detection has been studied within individual modal-
ities [BBRR+21, OGC+22, S+26], but no study has compared detection rates across
GUI and CUI using the same participants and matched stimuli. The tools researchers
have built for studying dark patterns were designed for graphical interfaces: automated
crawlers that parse web-page structures [MAF+19], screenshot-based perception stud-
ies where participants view static interfaces [BBRR+21, DGBF+20], and taxonomies
organized around visual elements such as button labels, font sizes, and page layouts
[BLSD23, GKB+18]. These tools have produced a rich body of findings but they do not
transfer easily to conversation, where manipulation happens across dialogue turns rather
than across visual cues and elements. What exists so far on conversational dark patterns
is smaller in volume, younger in publication date, and structurally different in the kinds
of claims it can support. Direct documentation exists [THG+23], experimental evidence
on modality effects exists [AB24], and perception studies on adjacent modalities, such as
voice interfaces and LLMs, exist [OGC+22, S+26], but to the best of my knowledge, based
on literature review, nobody has yet brought these together into a direct comparison
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2. Related Work

of how users recognise, emotionally respond to, and intend to disengage from the same
manipulation across both modalities using the same participants. That is the gap this
thesis fills.

The chapter proceeds in six sections. Section 2.1 traces how the definition of dark
patterns evolved from designer tricks on websites to modality-agnostic strategies that now
include emergent LLM behaviours, and explains why this thesis uses a hybrid framework
(Gray et al. [GKB+18] strategy names, Mathur et al. [MAF+19] operational definitions).
Section 2.2 reviews empirical evidence on dark pattern prevalence in graphical user
interfaces. Section 2.3 turns to conversational user interfaces, where the evidence is
thinner but the theoretical grounding is rich. Section 2.4 briefly covers LLM-specific
dark pattern research, which is peripheral to the main study but extends the argument
forward. Section 2.5 reviews user recognition and awareness across modalities. Section 2.6
identifies the research gap, explains the pattern selection, and describes how each of the
four selected patterns operates differently across GUI and CUI.

2.1 Dark Patterns: Definitions and Taxonomies
Harry Brignull coined “dark patterns” in 2010 on a self-published website, describing
user interface designs that trick people into actions they did not intend, such as buying
products, subscribing to services, or sharing personal data [BLSD23]. The term named a
phenomenon UX practitioners recognised but had no shared vocabulary for, and it was
quickly adopted in both industry and academic discourse [GKB+18, MAF+19].

Academic engagement began almost immediately. Conti and Sobiesk [CS10], writing
independently at the WWW conference the same year, developed a taxonomy of “ma-
licious interface design techniques” from a computer security perspective, with eleven
categories including Confusion, Obfuscation, and Exploiting Errors. They explicitly
distinguished their work from security attacks on the computing platform (phishing,
spyware, vulnerability exploits), arguing that the malicious designer targets the human
user rather than the machine [CS10]. Both early contributions centred designer intent.

The first move away from this intent-centred view came from Gray et al. [GKB+18],
whose CHI paper remains a widely cited academic taxonomy. Analysing 118 practitioner-
documented artifacts collected from Brignull’s site and from Reddit, they applied grounded
theory to produce five strategy-level categories: Nagging, Obstruction, Sneaking, Interface
Interference, and Forced Action. These are not operational descriptions of what a pattern
looks like on screen, but higher-order descriptions of what the designer is trying to
achieve. Obstruction covers any technique that makes a process harder than it needs
to be, whether that is a buried cancel link or a multi-step confirmation flow. Sneaking
covers hiding or delaying information, whether that is small grey text or a checkbox
pre-ticked below the fold. The strategies do not specify an interface; they specify a goal.

Gray et al. did not write their paper with cross-modality research in mind; they were
responding to a practitioner corpus dominated by web examples, and their examples are
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almost all visual. Later work adopted the strategy-level framing across different interface
types, which is part of why it has been adopted so widely [GPC+21, DGBF+20, THG+23].

A year later, Mathur et al. [MAF+19] took the field in a different direction. Their
crawl of approximately 11,000 shopping websites, discussed in more detail in Section 2.2,
produced a taxonomy organised around measurable characteristics rather than designer
intent. They proposed five attributes: a dark pattern is asymmetric (creates unequal
choices), covert (users do not realise they are being influenced), deceptive (misrepresents
information), information-hiding (withholds relevant facts), or restrictive (limits available
choices). A chatbot that withholds pricing information until after the user has committed
to a purchase is information-hiding, and this is true regardless of whether a designer
deliberately coded that behaviour or whether it emerged from a conversational flow
template. This characteristic-based approach is useful for the present work because it
describes what a pattern does to the user’s decision environment rather than what it
looks like, which is what a cross-modality comparison requires.

Mathur et al. [MKM21] formalised this further in a subsequent CHI paper by mapping out
two dimensions: how a pattern modifies the user’s decision space, and how it manipulates
the flow of information. The two-dimensional framework separates mechanism from
appearance. The same manipulation can look like a pre-checked checkbox in a GUI and
like a casual follow-up question in a chatbot, but what matters for classification is the
underlying mechanism, not the visual form.

For conversational interfaces specifically, Mildner et al. [MDSM22] proposed adapting
Mathur et al.’s characteristic framework rather than developing CUI-specific categories.
Their argument, developed in a short provocation paper at the CUI conference, is that the
functional characteristics (asymmetric, covert, deceptive, information-hiding, restrictive)
translate across modalities even when the surface implementation changes completely. A
registration wall on a website and a series of personal questions from a chatbot are visually
nothing alike, but both are restrictive and asymmetric in the same way. I treat this paper
as providing the theoretical warrant for comparing GUI and CUI implementations of the
same pattern type, which is the design principle behind the 16 scenarios in Chapter 3.

The most recent definitional shift comes from Shi et al. [S+26], who extended the concept
to LLM-based systems. They characterised LLM dark patterns as "manipulative or
deceptive interaction strategies, whether intentional or emergent, that steer users toward
beliefs, decisions, or behaviours they would not otherwise adopt." Two aspects of this
formulation are worth flagging. First, it drops the requirement of deliberate designer
intent, because in LLM-based systems manipulative behaviours can emerge from training
data, reinforcement learning from human feedback, or deployment decisions rather than
conscious design [K+25]. Second, it focuses on observable user impact rather than on
proving malicious intent, which aligns with the regulatory direction of the EU Digital
Services Act and the forthcoming Digital Fairness Act.

This thesis uses a hybrid framework. I take the five strategy names from Gray et al.
[GKB+18] because they are widely recognised terminology in HCI and because their
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strategy-level framing is what makes cross-modality comparison coherent. I take the
operational definitions from Mathur et al. [MAF+19] because these describe characteristics
observable in both modalities. Where the two frameworks overlap (Obstruction, Sneaking,
Forced Action all appear in Gray, and all map to Mathur’s restrictive, information-hiding,
and asymmetric characteristics), I use Mathur’s operational criteria to decide whether
a specific case counts as an instance. One consequence of this hybrid is that Hard to
Cancel, a named pattern type in Mathur et al. but not a top-level strategy in Gray
et al., gets treated as a subtype of Obstruction in my analysis. I return to this in
Section 2.6. A second consequence is that Nagging, one of Gray’s five strategies, falls out
of scope because it requires temporal repetition across multiple interactions and cannot
be operationalised as a static scenario.

For the purposes of cross-modality research in this thesis, the reframing from "what does
the pattern look like" to "what is the designer trying to achieve" is useful because it makes
the concept more portable. A strategy like Obstruction is implemented very differently
in a chatbot than on a website, but the underlying goal (asymmetric friction between
wanting to leave and being able to) is the same.

Table 2.1 maps the four selected patterns (see Section 2.6 for the selection rationale)
across all taxonomies discussed in this section.

2.2 Dark Patterns in Graphical User Interfaces
The empirical study of dark patterns began with graphical interfaces and remains most
developed there. GUI dark patterns operate through spatial affordances: page layout,
visual hierarchy, font size, colour contrast, and navigation architecture. What the user
can see, how it is arranged, and which elements are emphasised all become levers for
manipulation.

2.2.1 Prevalence on the Web and Mobile
Mathur et al. [MAF+19] ran the largest measurement study to date. Using an automated
crawler built on OpenWPM, they visited approximately 11,000 shopping websites, anal-
ysed around 53,000 product pages, and manually annotated candidate instances identified
by their detection pipeline. They found 1,818 dark pattern instances across 15 types
and 7 categories on 1,254 websites (roughly 11.1%). More popular sites, measured by
Alexa rank, were more likely to deploy dark patterns, consistent with the hypothesis that
commercial pressure drives deployment, as well as the argument of Liguri et al. [LS21]
that dark patterns are “presumably proliferating because firms’ proprietary A-B testing
has revealed them to be profit maximizing” . They also discovered 22 third-party vendors
selling dark patterns as a service, which shows the patterns are not idiosyncratic choices
by individual designers but productised components available off the shelf [MAF+19].

Mathur et al.’s dataset covered 15 distinct dark pattern types. The most frequently
observed were scarcity cues and social proof notifications. Among the types later relevant
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Table 2.1: How the four selected patterns appear across taxonomies and modalities.
Cells show the term each taxonomy uses; “—” indicates the pattern is not covered.
GUI-focused taxonomies appear above the divider, CUI and LLM taxonomies below.

Taxonomy Mod. Obstruction ConfirmshamingForced
Action

Sneaking

Brignull (2010)
[BLSD23]

GUI Roach Motel Confirmshaming Forced
Continuity;
Friend Spam

Hidden Costs;
Sneak into
Basket

Conti & Sobiesk
(2010) [CS10]

GUI Forced Work;
Restricting
Functionality

— Coercion Obfuscation

Gray et al. (2018)
[GKB+18]

GUI Obstruction Interface
Interference
(subtype)

Forced Action Sneaking

Mathur et al.
(2019) [MAF+19]

GUI Hard to
Cancel (31
sites)

Confirmshaming
(169 instances,
164 sites)

Forced
Enrollment (6
instances)

Hidden Costs
(5); Sneak into
Basket (7);
Hidden
Subscription
(14)

Traubinger et al.
(2024) [THG+23]

CUI Obstruction
(5 complaints)

Confirmshaming
(1)

Forced Action
(2)

—

Alberts et al. (2024)
[ALVK24]

CUI — Playing on
emotions;
Passive-
aggressive

— —

Kran et al. (2025)
[K+25]

LLM — — — Sneaking (up
to 79%)

Shi et al. (2026)
[S+26]

LLM — Simulated
Emotional
Intimacy

— Brand
Favoritism

This thesis GUI +
CUI

Obstruction ConfirmshamingForced
Action

Sneaking
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to this thesis (see Section 2.6 for the selection rationale), Confirmshaming appeared in 169
instances across 164 websites, Hard to Cancel (classified under Obstruction in this thesis)
across 31 sites, Sneaking subtypes (Hidden Costs, Sneak into Basket, Hidden Subscription)
across 26 instances combined, and Forced Enrollment in 6 instances [MAF+19]. These
counts reflect one domain; subsequent work on mobile applications found several of these
patterns, particularly Forced Action, at much higher rates [DGBF+20].

2.2.2 Behavioural Effectiveness

Luguri and Strahilevitz [LS21] provided the first controlled experimental evidence that
dark patterns change behaviour. In a study using a representative American sample,
acceptance of a data-protection plan rose from 11.3% in the control condition to 25.4%
under mild dark patterns and 37.2% under aggressive ones, with the aggressive condition
more than tripling the control rate [LS21]. They also found that aggressive dark patterns
triggered a backlash effect: users who recognised the manipulation reported lower trust
and greater anger [LS21]. This backlash finding matters for the present thesis because it
suggests that detection does not simply neutralise manipulation but actively reverses its
valence.

Di Geronimo et al. [DGBF+20] extended measurement work to mobile applications. They
analysed 240 popular Android apps (30 in each of eight Google Play categories) using a
cognitive walkthrough method, which let them observe patterns that unfold over multiple
interactions. They found that 95% of apps contained at least one dark pattern, with an
average of seven instances per app [DGBF+20]. The most common types were Nagging,
Preselection, and False Hierarchy.

2.2.3 Cross-Modality Evidence

Gunawan et al. [GPC+21] conducted the first large-scale cross-modality comparison.
They studied 105 popular services across three platforms (desktop web, mobile web,
and mobile app), applying a 50-pattern codebook through manual coding of recorded
interactions. Their total count of 2,320 dark pattern instances is one of the largest
single-study figures in the current literature [GPC+21]. The central finding is that
the same service often implements the same manipulation differently depending on the
modality. A registration dark pattern might appear as a popup on the desktop site
and as a full-screen overlay in the mobile app. This suggests that modality shapes dark
pattern deployment rather than just providing a different surface for identical designs.
Gunawan et al.’s study is the closest methodological precedent for the present thesis. It
also reveals, by its omission, the scope of the gap: their comparison stayed within visual
modalities. Conversational interfaces were outside their scope, and they did not measure
user perception at all.
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2.3 Dark Patterns in Conversational User Interfaces
Research on dark patterns in CUIs is much younger, smaller in volume, and structurally
different in the kinds of claims it supports. I organise the available evidence into three
areas: empirical documentation of CUI dark patterns, experimental evidence of modality
effects, and theoretical accounts of why CUIs may be vulnerable to different kinds of
manipulation.
Before reviewing the evidence, I need to clarify how “CUI” is defined in this thesis.
Following McTear [McT17], I use CUI to cover any interface in which interaction hap-
pens through dialogue: text chat, voice, messaging. This includes rule-based chatbots,
LLM-powered assistants, hybrid systems, and live chat with human agents. The dark
patterns studied here operate because of properties of the conversational format (turn-
taking, social norms, temporal information flow) rather than because of the underlying
technology [MDSM22]. The distinction that matters is modality, not technology.

2.3.1 Empirical Documentation of CUI Dark Patterns
Traubinger et al. [THG+23] published the first systematic empirical study of dark patterns
in chatbots. They built the ChIPS dataset by collecting 69 user complaints about chatbot
interactions from three sources: relevant subreddits, Brignull’s deceptive.design Hall
of Shame, and the U.S. Consumer Financial Protection Bureau complaint database.
Two coders applied a 20-label scheme covering all deceptive.design pattern types plus
additional categories for usability smells, novel chatbot-specific patterns or cases that
could not be determined [THG+23].
Their results establish two things. First, five established GUI dark pattern types appear in
real chatbot interactions: Nagging, Confirmshaming, Hard to Cancel, Forced Action, and
Obstruction. Occurrence counts in the corpus are small (Obstruction was most frequent
with 5 instances, the others one or two), but this reflects the size of the complaint corpus
rather than prevalence in the wild. Second, they did not define any novel chatbot-specific
dark patterns, a result consistent with Mildner et al.’s [MDSM22] argument that CUI
dark patterns are adaptations of GUI patterns rather than a new category. Both findings
are relevant to the present thesis: the first confirms that cross-modality comparison is
warranted, the second supports the decision to use the same pattern framework across
modalities.
Traubinger et al. also flagged a methodological difficulty that I think deserves more
attention than the authors gave it. Of 69 complaints, 24, which is a big number
compared to 1-2-5 occurrences of the defined dark patterns, could not be assigned a
dark pattern label because intentionality could not be established from self-reported
user accounts [THG+23]. In chatbot contexts, the line between a dark pattern and a
usability problem is harder to draw than in GUIs. A user who complains about being
trapped in a cancellation loop might be experiencing deliberately engineered Obstruction
or a poorly designed decision tree that accidentally dead-ends them. The ChIPS coding
scheme cannot reliably distinguish between these, and neither can the user.
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Concrete examples from the ChIPS corpus illustrate what the documented patterns
look like in practice. Modern Milkman’s cancellation chatbot guilt-tripped users who
tried to cancel a milk subscription by quoting statistics about plastic waste and asking
them to ‘“keep fighting the good fight against nasty single-use plastics” (Confirmsham-
ing) [THG+23]. An internet service provider’s chatbot redirected cancellation attempts
to other contact channels (Hard to Cancel) [THG+23]. A WhatsApp business chatbot
required users to opt in to “alerts and updates” before any services could be used (Forced
Action) [THG+23]. In each case, I would argue that the conversational format is doing
real work. The guilt in Modern Milkman is addressed to the user in the second person
rather than printed on a button, which, following CASA [NM00] which I’ll go into in the
following sections, is likely to trigger a stronger social response. The ISP retention loop
cycles through turns that each individually sound reasonable, making the overall pattern
harder to recognise than a visually cluttered cancellation page.

This has a design implication for the present thesis: if I want to test whether users
recognize Obstruction in a CUI, I need stimuli where the manipulation is unambiguous,
which means constructing them myself rather than fully relying on real-world complaints.
The stimulus construction process is described in Chapter 3.

2.3.2 Experimental Evidence of Modality Effects
Adam and Benlian [AB24] provided the most direct experimental evidence that the
conversational medium changes the effectiveness of manipulation. They compared non-
conversational web forms against conversational-style interactive decision aids across a
randomised field experiment (N = 386) and a follow-up online experiment (N = 182).
Their 2 × 2 design crossed two dialogue features: conversational style (turn-by-turn
interaction) and reciprocation triggers (the system discloses information before asking the
user for theirs). Outcome measures included email disclosure and mediating perceptions
of social presence and privacy concerns [AB24].

Results converged across both studies. In Study 2, the baseline group (no conversational
style, no reciprocation) disclosed their email at 4%. Adding conversational style alone
raised this to 11%. Combining conversational style with reciprocation triggers raised
it to 32%, an eight-fold increase over baseline [AB24]. Both conversational style and
reciprocation independently predicted higher disclosure, and the combination produced
an additional joint effect [AB24]. Adam and Benlian attribute both effects to increased
social presence: when the interface feels like a conversation, users apply human social
norms of reciprocity and consistency [AB24, Cia09].

The theoretical framework Adam and Benlian draw on is Cialdini’s [Cia09] social influence
principles, particularly consistency and reciprocity. Once users answer an initial innocent
question (“What brings you to our store today?”), they feel committed to continuing
the interaction. When the chatbot provides information before requesting it, users feel
socially obligated to reciprocate [AB24, Cia09]. These mechanisms do not operate in the
same way on a web form, where no turn-by-turn exchange is taking place.
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Adam and Benlian’s work is the most directly relevant experimental precedent for the
present thesis. They showed that combining conversational style with reciprocation
triggers increased email disclosure from 4% to 32% [AB24]. What they did not measure
is whether users perceived the conversational requests as manipulative. Their outcome
variables were disclosure behaviour and mediating perceptions of social presence and
privacy concern, not dark pattern recognition. The present thesis asks a different question:
not whether CUI extracts more disclosure, but whether users recognise the extraction as
a dark pattern when it happens.

2.3.3 Theoretical Accounts of CUI Vulnerability
Two theoretical frameworks help explain why CUIs may be vulnerable to social manipu-
lation in ways GUIs are not.

The first is the Computers Are Social Actors (CASA) paradigm, originating with Nass
and Moon [NM00]. CASA established that people automatically apply social rules and
expectations to computers that exhibit social cues, even when they know the computer is
not a social actor. Social language triggers social response patterns: politeness, reciprocity,
guilt. The “mindlessness” in Nass and Moon’s title refers to the fact that this response
is not under deliberate control [NM00]. People apply politeness norms to machines
automatically, and later report being aware that the machine is not a social actor, but
the automatic response still governs their behaviour in the moment.

Alberts et al. [ALVK24] extended CASA to a broader range of “interfaces that act socially,”
documenting how conversational agents use anthropomorphic language to trigger what
they call “bad social actor” effects. Their paper identifies four manipulative social tactics:
playing on users’ emotions, being pushy, mothering users, and being passive-aggressive.
Examples include notifications that say “I miss talking to you!” or “Do you not like
me anymore?” [ALVK24]. One reading of Alberts et al.’s findings is that the warmth
and friendliness of a chatbot are not separate from its manipulative capacity but the
precondition for it: the same social responsiveness that makes conversational agents
pleasant to use is what makes social manipulation possible.

The second framework is Gricean conversational pragmatics [Gri75]. In conversation,
speakers are assumed to follow cooperative maxims, particularly to be relevant, truthful,
and appropriately informative. Listeners use these maxims to interpret what is said and
to infer what is left unsaid [Gri75]. Applying Gricean pragmatics to chatbot interactions
suggests that users do not systematically audit each turn for omissions the way they might
scan a checkout page for hidden fees. The assumption of conversational completeness
creates a vulnerability to information-hiding that operates differently from its GUI
equivalent. On a web page, hidden fees are spatially concealed but co-present on the
screen; in a chatbot, they can be temporally separated across turns, making comparison
harder because earlier turns leave working memory as the conversation progresses.

Owens et al. [OGC+22] provide a parallel case from voice interfaces. Their expert panel
identified six properties of voice that enable deceptive design, including the inability
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to scan or scroll back through audio, mandatory sequential processing, and the social
qualities of a speaking voice [OGC+22]. Several of these properties arguably apply
to text-based CUIs as well, though Owens et al. themselves focused on voice. Their
user study (N = 93) found that 41% of responses rated deceptive voice scenarios as
problematic, while 85% rated non-deceptive scenarios as unproblematic [OGC+22].

2.4 Dark Patterns in LLM-Based Systems
A third strand of research examines dark patterns in large language models specifically.
This literature is very recent and lies at the periphery of the present thesis, which focuses
on the modality question rather than on LLMs per se. Two studies set the scope of what
is currently known.

Kran et al. [K+25] developed DarkBench, a benchmark for measuring how often language
models produce dark pattern behaviours. The benchmark contains 660 prompts across
six categories: Brand Bias, User Retention, Sycophancy, Anthropomorphism, Harmful
Generation, and Sneaking (subtly reframing user prompts during summarisation or
rephrasing). They tested 14 language models from five providers and found that sneaking
was the most prevalent pattern across models, appearing in up to 79% of conversations
overall and 94% in Gemini models specifically [K+25]. The DarkBench categories do not
include Confirmshaming or Forced Action, as Kran et al. focused on patterns more native
to LLM outputs. Their sneaking result is still relevant to the present work because it
suggests that the conversational medium’s affordance for information hiding is structurally
favourable to this pattern type, whether implemented by a scripted chatbot or by an
LLM.

Shi et al. [S+26] conducted the first user perception study of LLM dark patterns. They
developed a five-category, eleven-subcategory framework through literature synthesis
and coding of real-world AI incidents, then tested it with a scenario-based user study
(N = 34). Each participant saw eleven scenarios with a pattern-embedded and a
neutral LLM output, and reported their preferences, detection, emotional responses,
and attributions of responsibility [S+26]. Their results are discussed in more detail in
Section 2.5 because they speak most directly to user recognition. For taxonomy purposes,
their contribution is a formal definition of LLM dark patterns that drops the intent
requirement and a categorisation organised by which aspect of user perception the pattern
targets. One of their categories, Brand Favoritism (the LLM embeds specific product
recommendations in neutral advice without disclosure), maps to Sneaking in the present
thesis’s taxonomy, as discussed in Chapter 3.

Both studies confirm that dark patterns continue into LLM-based systems and that they
operate through language rather than layout. Neither compares LLM dark patterns
against GUI dark patterns in a controlled way. The present thesis does not study LLMs
directly because the research question is about conversational format rather than about
AI specifically. Future work could test whether the findings reported here extend to
LLM-powered interfaces, where the social cues may be more convincing.
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2.5 User Recognition and Awareness
Whether dark patterns exist is a separate question from whether users can detect them.
Several studies have investigated detection and its relationship to resistance, and the
findings point to a consistent pattern: awareness does not equal protection.

Bongard-Blanchy et al. [BBRR+21] conducted a large study of user awareness, surveying
406 participants through the Prolific platform. They found that people are generally
aware that online designs try to influence their behaviour. This general awareness did not
translate into an ability to detect specific patterns. When shown nine interfaces containing
dark patterns, 59% of participants correctly identified five or more [BBRR+21]. Detection
varied by pattern type. High-demand and limited-time messages were recognised by
84% of participants. Confirmshaming was recognised by 71%. Pre-selection and forced
consent were detected by fewer than half. Younger participants (under 40) and those with
education above high school level detected more patterns; age was negatively correlated
with awareness, education positively, and online service frequency positively [BBRR+21].
Even among the best detectors, awareness did not predict resistance. Participants who
correctly identified a dark pattern still reported being influenced by it. The paper’s title
captures the finding: “I am definitely manipulated, even when I am aware of it. It’s
ridiculous!” The self-assessment items Bongard-Blanchy et al. developed (tech-savviness,
detection confidence, third-person effect, resilience) are adapted for use in the survey
instrument of the present thesis (see Chapter 3).

Maier and Harr [MH20] explored the same question qualitatively. Through focus groups
and interviews with Swedish users, they found that users were moderately aware of dark
patterns and described them as sneaky and dishonest, but also expressed a resigned
attitude. Participants blamed businesses for deploying dark patterns but felt powerless
to avoid them because of their dependence on the services [MH20]. This resignation
raises a question that awareness interventions alone cannot answer: even if users detect
manipulation, structural or regulatory measures may still be required to give them
meaningful alternatives.

Di Geronimo et al. [DGBF+20] tested detection in a more ecological setting by asking 589
participants to watch pre-recorded videos of app interactions and identify dark patterns.
Participants frequently failed to detect them, a phenomenon Di Geronimo et al. named
“DP-blindness” [DGBF+20]. They also found that detection improved once participants
were told dark patterns might be present, suggesting that priming effects are substantial.
This has a methodological implication for the present thesis that I handled carefully: the
initial open-ended question in my survey (“Did anything stand out to you about this
website/chatbot?”) was deliberately neutral to avoid priming. Post-debrief recognition,
measured after the study is explained, is a different construct and should be interpreted
accordingly.

For conversational interfaces, perception research is much scarcer. Owens et al. [OGC+22],
discussed in Section 2.3, found a near-even split in whether users rated voice deceptive
scenarios as problematic (41%) or unproblematic/ very unproblematic (44%). Participants
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also reported real-world experiences of being nudged to subscribe and feeling a lack of
control over voice interactions [OGC+22].

Shi et al. [S+26] conducted the most directly relevant study for the present thesis. Their
scenario-based interviews with 34 participants reported an overall recognition rate of
about 83% across eleven LLM dark pattern scenarios. Recognition varied widely by type.
Simulated Emotional Intimacy and Brand Favoritism were detected by roughly 91% of
participants. Excessive Flattery, Interaction Padding, and Opaque Training Data Sources
went unnoticed by more than half the sample [S+26].

Two findings from Shi et al. carry particular weight. First, participants often did not
identify emotional manipulation because the manipulative language was framed as caring
or supportive. Some participants accepted the manipulation even after recognising it,
because they enjoyed the validation [S+26]. Second, Shi et al. identified two distinct
response patterns: users who perceived a mismatch with their expectations and sought
protection, and users who embraced the benefits and downplayed the harms [S+26]. This
parallels the detection-resistance gap documented in the GUI literature by Bongard-
Blanchy et al. [BBRR+21]. Shi et al. suggest conversational framing may deepen the gap
because the manipulation feels like relational care rather than interface design.

2.6 Research Gap, Pattern Selection, and Cross-Modality
Mechanisms

2.6.1 The Gap
The literature reviewed in this chapter supports four points that together define where
this thesis sits. First, dark patterns are prevalent in both graphical and conversational
interfaces [MAF+19, THG+23]. Second, the most widely used taxonomies [GKB+18,
MAF+19] can be considered modality-agnostic in principle, and Mildner et al. [MDSM22]
provide the theoretical warrant for applying them across GUI and CUI. Third, experi-
mental evidence from Adam and Benlian [AB24] shows that the conversational medium
actively changes manipulation effectiveness through social presence. Fourth, user percep-
tion research [BBRR+21, S+26] suggests that detection varies by pattern type and that
conversational framing can obscure manipulation in ways static GUIs do not.

What the literature does not provide is a direct, within-subjects comparison of how
users perceive the same dark patterns across GUI and CUI modalities. Gunawan et
al. [GPC+21] compared web and mobile but did not include conversational interfaces and
did not measure user perception. Traubinger et al. [THG+23] confirmed that GUI dark
patterns exist in chatbots but studied complaint corpora rather than user perception. Shi
et al. [S+26] studied LLM perception but without a GUI comparison condition. Adam
and Benlian [AB24] demonstrated that modality affects disclosure behaviour but did not
study dark pattern recognition.

I suggest two reasons the gap persists. GUI dark pattern research grew out of a web-first
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measurement community (Princeton’s crawling infrastructure [MAF+19], Gunawan et
al.’s codebook approach [GPC+21]), while CUI and LLM dark pattern work emerged
more recently within conversational AI venues [THG+23, MDSM22]. The communities
cite each other but do not often run joint studies. The second reason is methodological:
constructing matched stimuli that hold the manipulation constant while varying only the
modality is demanding, because each modality requires different craft. A Confirmshaming
GUI stimulus and a Confirmshaming CUI stimulus look nothing like each other, and it is
non-trivial to argue they are “the same” manipulation in any formal sense. Chapter 3
describes how I handled this.

2.6.2 Pattern Selection
I assessed the CUI evidence base through Traubinger et al.’s [THG+23] ChIPS dataset,
which analysed 69 real chatbot complaints and found four patterns that I had preselected
as candidates to be among the most frequent: Obstruction, Confirmshaming, Forced
Action, and Nagging. Three of these overlap with the final selection. The fourth slot
was a choice between Nagging and Sneaking. Nagging requires repeated exposure across
multiple sessions (persistent pop-ups, daily reminders, recurring notifications) to function
as a dark pattern. A single notification is just a notification. Since this study uses
screenshot-based scenarios depicting single encounters, Nagging could not be faithfully
operationalised. Sneaking, by contrast, is observable within a single checkout flow and
had strong GUI evidence (Mathur et al. [MAF+19]: 26 instances across three subtypes)
plus indirect CUI evidence from DarkBench [K+25], which found it in up to 79% of LLM
conversations.

As discussed by Raj et al. [RNN25] in a comparative psychological analysis of dark
patterns in e-commerce, the four patterns also cover distinct psychological mechanisms.
Obstruction exploits psychological principles like status quo bias and cognitive load.
Confirmshaming “plays on loss aversion by making rejection feel like a loss” [RNN25].
Forced Action exploits default bias and procrastination. Sneaking exploits inattentional
blindness and default bias. This matters because chatbots do not influence all dark
patterns in the same way: making one type of manipulation easier does not imply that
others become more effective.

Finally, more than four patterns would have made the survey too long. Each pattern
requires four scenarios (GUI dark, GUI neutral, CUI dark, CUI neutral). At four patterns
the survey already has 16 scenarios, which takes approximately 40 minutes. A fifth pattern
would push it to 20 scenarios and over 50 minutes, past the point where fatigue starts
compromising response quality [RAR11]. Comparable studies used similar or smaller
stimulus sets: Owens et al. [OGC+22] showed only 3 of 12 scenarios per participant, and
Bongard-Blanchy et al. [BBRR+21] used 9 examples total.

After applying these three criteria (cross-modality documentation, distinct psychological
mechanism, operationalisable as a static scenario), four patterns remained: Obstruction,
Confirmshaming, Forced Action, and Sneaking. Hard to Cancel was merged into Ob-
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struction because both target the same asymmetric-friction mechanism and exploit the
same sunk cost bias. Section 2.6.3 describes how each of these four patterns operates
differently across GUI and CUI.

2.6.3 How the Four Patterns Differ Across Modalities
This subsection defines each of the four selected patterns and describes, based on the
literature reviewed in Sections 2.2 and 2.3, how each operates differently in GUI and CUI.
I frame the general structural point as follows: GUI dark patterns exploit space (visual
hierarchy, layout, page navigation) while CUI dark patterns exploit time (sequential
information delivery) and social norms (reciprocity, politeness, guilt). This framing is
my own synthesis of the evidence, not a claim made by any single paper, but it draws on
the spatial affordances documented by Mathur et al. [MAF+19], the temporal and social
mechanisms documented by Adam and Benlian [AB24] and Traubinger et al. [THG+23],
and the CASA and Gricean frameworks discussed in Section 2.3.

Obstruction. Mathur et al. [MAF+19] define Obstruction as “making it easy for the user
to sign up for a service but hard to cancel it.” In GUIs, this exploits spatial friction. Users
must traverse multiple pages, click through numerous options, and parse visually com-
peting calls to action. A prominent commercial example is Amazon Prime’s cancellation
flow, which Amazon internally named “Iliad” [Fed25a]. The FTC’s complaint described
users being routed through multiple pages containing downgrade offers, pause offers, and
reconsideration prompts before reaching the actual cancellation step [Fed25a]. The flow
was altered under EU CPC enforcement in 2022 before the U.S. FTC acted [Eur22a].
In CUIs, Obstruction becomes temporal rather than spatial. The ChIPS cases describe
users trapped in retention loops: the chatbot cycles through retention offers, asks for
re-verification of account details, and transfers to other departments without ever pro-
viding an actual cancellation path [THG+23]. The asymmetry between entry and exit
is the same, but users cannot scroll back to see the whole conversation at once, cannot
estimate how many turns remain, and cannot jump ahead.

Confirmshaming. Mathur et al. [MAF+19] define Confirmshaming as “using language
and emotion (shame) to steer users away from making a certain choice.” In GUIs, typical
examples include opt-out buttons that read “No thanks, I like paying full price” or “No,
I don’t want to save money.” In extreme cases from Brignull’s collection, opt-out text has
read “No, I don’t want to stay alive” (MyMedic first-aid kits) [BLSD23]. The psychological
mechanism is the framing effect [TK81]: the same choice is made to appear irrational
through negative linguistic framing of the opt-out option. In CUIs, Confirmshaming gains
an additional social layer grounded in the CASA paradigm [NM00]. When a chatbot
expresses disappointment at a user’s choice to unsubscribe, it triggers something closer to
interpersonal guilt than the self-image threat of a shaming button label. Shi et al. [S+26]
found that participants often did not identify emotional manipulation in LLM responses
because the manipulative language was framed as caring or supportive.

Forced Action. Mathur et al. [MAF+19] define Forced Action as “coercing users to
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create accounts or share their information to complete their tasks.” In GUIs, this appears
as a visible, single-step gate: a mandatory registration wall, a pre-checked newsletter
checkbox bundled with terms of service. The barrier is clear and occurs in a single visible
moment [MAF+19]. Di Geronimo et al. [DGBF+20] found Forced Action in many of
the 240 Android apps they studied, often through gamification mechanics. In CUIs,
Forced Action operates as gradual extraction rather than a single-step gate. This is
Adam and Benlian’s [AB24] finding applied to dark pattern framing. Each individual
request for information looks minor and reasonable in isolation, but the cumulative
effect is disclosure of much more than the user would have provided on a form. The
foot-in-the-door mechanism [Cia09] is active: once users have answered two or three
questions, commitment drives them to keep disclosing.

Sneaking. Mathur et al. [MAF+19] and Gray et al. [GKB+18] define Sneaking as
“attempting to hide, disguise, or delay the divulging of information relevant to the user.”
In GUIs, this operates through spatial concealment. Service fees appear in small grey text
at the bottom of a checkout page. Pre-checked add-ons sit below the fold. Ticketmaster’s
drip pricing, documented in the FTC’s 2025 complaint, is a commercial example: internal
documents stated that “the less transparent the higher the conversion” [Fed25b]. In CUIs,
Sneaking becomes temporal concealment. Information is distributed across turns, with
key disclosures omitted from the moments when users are making decisions. Because
a chatbot conversation is processed in working memory rather than scanned as a page,
users cannot compare turns the way they can compare elements on a screen. The Gricean
completeness assumption [Gri75] makes omissions particularly hard to catch.

Each of the four patterns exploits a different psychological mechanism, works in both
modalities, and fits a static scenario. This combination makes the comparison a proper
test of the modality hypothesis rather than a test of one mechanism in two formats.
Chapter 3 describes how these four patterns were operationalised into 16 stimuli (four
patterns × two modalities × dark and neutral conditions) and how the survey and
interview instruments were constructed to measure recognition, trust, emotional response,
transparency perception, manipulation perception, and behavioural intention.
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CHAPTER 3
Methodology

In this chapter, I describe how the study was designed and carried out. I cover the full
process: the research design, the selection and operationalization of four dark patterns,
the stimulus production process, the survey instrument and how it evolved to the final
version through pilot testing, recruitment of participants, interview design, brief data
analysis overview, and ethical considerations.

3.1 Research Design
3.1.1 Within-Subjects Experimental Design
The study used a within-subjects design crossing four dark pattern types with two
interface modalities (GUI and CUI) and two conditions (dark and neutral), producing 16
e-commerce scenarios. Every participant saw all 16. I chose a within-subjects approach
because the central question is whether the same person perceives the same manipulation
differently, depending on the interface modality. In this case, it lets each participant serve
as their own control for their responses, especially since the sample size is modest (N=22),
and in this case moderate effects can surface without a large N. If a between-subjects
comparison was conducted, it would mix up modality effects with individual differences
in baseline trust, shopping habits, or sensitivity to manipulation, following the logic of
Boy et al. [BS14], where they note that “between-subjects variability can arise from an
entirely different source from that driving within-subject effects.”

A known risk of within-subjects designs is carryover: seeing a dark pattern in one
scenario might make participants more suspicious in the next. Two measures addressed
this. First, each of the 16 scenarios used a unique fictional brand with its own name,
product category, color palette, and layout, so participants could not directly compare
dark and neutral versions of the same pattern. For example, a participant encountering
StreamPlus (Obstruction GUI dark, purple streaming service) would have no visual or
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contextual link to FreshBox (Obstruction GUI neutral, green food kit subscription service).
The two scenarios tested the same pattern, but nothing in the participant’s experience
connected them. Second, the scenarios were also presented in a fixed interleaved order,
alternating GUI and CUI, dark and neutral, to avoid long runs of the same modality
or condition. A fixed order ensured that every participant had identical experience,
making any observed patterns attributable to the experimental conditions rather than to
differences in presentation sequence. This doesn’t mean that order effects can be fully
ruled out, which is noted as a limitation in Section 5.6.

3.1.2 Mixed Methods Approach

The study combines quantitative and qualitative data collection in two phases. The
primary instrument was an online survey that collected both closed-ended Likert items
and open-ended text responses within the same questionnaire. Johnson et al. [JO04]
call this a mixed-model design: the mixing happens inside a single instrument, not just
between separate phases. The coding scheme for the open-ended responses is described
in Section 3.7.2.

After the survey, a subset of participants completed semi-structured interviews. These
were not generic or set: before each interview, I reviewed the participant’s individual
responses and prepared questions tailored to their specific responses, that being: in-
consistencies, detection gaps, modality asymmetries. If someone wrote "nothing" for
Forced Action CUI but gave it low trust scores, the interview asked about that specific
discrepancy. This created what Creswell et al. [CPC18] call a sequential explanatory
design: the first phase (survey) produces quantitative patterns, and the second phase
(interviews) is designed specifically to explain them. See Fig. 3.1.

I chose the sequential design because the research questions work at two levels. The
comparative questions (do recognition rates differ across modalities? do perceptions
differ?) need statistical comparison, which the survey provides. The explanatory questions
(why did someone miss a pattern in CUI but catch it in GUI? what makes chatbot
manipulation feel different from website manipulation?) need access to how participants
think and feel, which only a conversation can provide. Running the survey first meant
the interviews could target exactly the findings that mattered, rather than covering dark
pattern awareness in general terms.

3.2 Scenario Design and Development

The stimulus development followed four stages: (1) selecting patterns, understanding
important qualities like core strategy and friction type, and documenting real-world cases
in both GUI and CUI, (2) operationalizing each pattern as a controlled e-commerce
scenario, (3) deriving neutral versions by removing the manipulative element, and (4)
producing the visual screens and embedding them in the survey.
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Figure 3.1: Study design overview. The 16 scenarios (top) were presented to all partici-
pants in a within-subjects design. Survey results (Phase 1) informed personalized interview
probes (Phase 2), with both data streams integrated at interpretation [JO04, CPC18].

3.2.1 Dark Pattern Taxonomy and Pattern Selection

Two taxonomies informed the selection. Gray et al. [GKB+18] analyzed 118 arti-
facts, which were practitioner-documented examples of dark patterns, and identified five
strategy-level categories: Nagging, Obstruction, Sneaking, Interface Interference, and
Forced Action. These describe what the designer is trying to do at a high level (obstruct
the user, sneak information past them, force them into an action), but I judged they are
too broad to directly design a controlled stimulus from. Mathur et al. [MAF+19] ad-
dressed this by crawling 11,000 shopping websites and cataloging 15 specific dark pattern
types with operational definitions and instance counts. Where Gray et al. [GKB+18] say
"Sneaking," Mathur et al. [MAF+19] break that down into Hidden Costs (5 instances
found), Sneak into Basket (7 instances), and Hidden Subscription (14 instances), each
with criteria specific enough to build a scenario around.

This study uses Gray et al.’s [GKB+18] strategy-level names as the organizing framework
(Obstruction, Confirmshaming, Forced Action, Sneaking) and Mathur et al.’s [MAF+19]
definitions for each. I reference both for Sneaking, as Mathur et al. also use that of Gray
et al. Confirmshaming is Mathur et al.’s term; Gray et al. would classify it under Interface
Interference. I used Mathur et al.’s definitions because they specify observable criteria:
Confirmshaming is “using language and emotion (shame) to steer users away from making
a certain choice” , which directly tells you what the dark stimulus must contain and what
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the neutral stimulus must lack. The taxonomy relationships are discussed in more detail
in previous Chapter 2.

Why These Four Patterns

The selection rationale for these four patterns (Obstruction, Confirmshaming, Forced
Action, Sneaking) is developed in detail in Section 2.6 of the literature review. In brief,
three criteria guided the selection: each pattern had to be documented in both GUI and
CUI [THG+23], each had to exploit a distinct psychological mechanism [RNN25], and
each had to be recognisable from a single static scenario rather than requiring repeated
exposure across sessions. A practical constraint reinforced the count: each pattern
requires four scenarios (GUI dark, GUI neutral, CUI dark, CUI neutral), producing 16
scenarios at four patterns. A fifth pattern would have pushed the survey past 50 minutes,
where fatigue compromises response quality [RAR11].

3.2.2 Evidence Base and Operationalization Process
For each pattern, I documented real-world cases in both modalities from academic
literature , regulatory enforcement actions , the deceptive.design repository, and empirical
benchmarks (ChIPS, DarkBench). This evidence was organized on a working document.
See Tab. 3.1 for a short overview of it. An accompanying FigJam board was used (can
be found in Appendix) that maps for each of the four patterns: the real-world source
cases with screenshots and excerpts, the GUI versus CUI mechanism comparison, the
operationalization for each scenario variant, and the neutral version derivation logic.
Together, these serve as the specification from which all 16 scenarios were built. See
Fig. 3.2 for a complete view of the FigJam board.

Figure 3.2: FigJam board with notes used during scenario design. Each pattern column
maps real-world evidence sources to operationalization decisions and final stimulus screens.
A detailed version is provided in Appendix.

Several enforcement cases in the evidence base originated in U.S. proceedings (FTC
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Pattern Definition (Source) Documented GUI Evi-
dence

Documented CUI Evidence

Obstruction “Making it easy for
the user to sign up for
a service but hard to
cancel it” [MAF+19].

Amazon Prime “Iliad”
case: 4-page, 6-click, 15-option
cancellation flow. FTC $2.5B
settlement (2025) [Fed25a].
SiriusXM: NY AG lawsuit
(2023) documented 11.5-min
average cancellation calls and
30 min online cancellation
[nya23]. Adobe: FTC/DOJ
litigation (2025) [Fed24].

ChIPS Dataset [THG+23]:
69 real chatbot complaints
with obstruction patterns: end-
less loops, deflection to FAQs,
forced department transfers,
artificial delays. SiriusXM
chat: Retention scripts refus-
ing cancellation requests.

Confirm-
shaming

“Using language and
emotion (shame) to
steer users away from
making a certain
choice” [MAF+19].

Mathur et al. [MAF+19]:
169 instances across 164 web-
sites. Examples: “No thanks,
I don’t want to save money.”
MyMedic: “No, I don’t want
to stay alive.” [BLSD23]

Alberts et al. [ALVK24]:
Real notification: “Do you
not like me anymore? :( I
miss talking to you!” ChIPS
Dataset [THG+23]: Guilt-
based retention language in
chatbots.

Forced
Action

“Coercing users to
create accounts or
share their informa-
tion to complete their
tasks” [MAF+19].

Mathur et al. [MAF+19]:
Forced account creation to
view prices or complete check-
out. Pre-selected newsletter
signups requiring action to opt
out.FTC: Forced subscription
enrollment cases.

ChIPS Dataset [THG+23]:
Surveys required before pro-
cessing cancellation; verifica-
tion steps during cancellation
not required during signup.
Adam & Benlian [AB24]:
Extra info requests spread
across turns.

Sneaking “Attempting to hide,
disguise, or delay the
divulging of infor-
mation relevant to
the user” [MAF+19],
[GKB+18]. Includes
hidden costs and drip
pricing.

Mathur et al. [MAF+19]:
Hidden costs (5), subscrip-
tions (14), sneak-into-basket
(7). Ticketmaster: docu-
mented hidden fees of 24–44%
of ticket price; internal docu-
ments stated "the less transpar-
ent the higher the conversion"
[Fed25b]

DarkBench [K+25]: Sneaking
identified as one of six core
LLM dark pattern categories.
Adam & Benlian [AB24]:
Turn-by-turn information con-
cealment; chatbot interactions
achieved significantly higher
personal information disclosure
than equivalent web forms.

Table 3.1: Selected Dark Patterns with Cross-Modality Evidence
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v. Amazon [Fed25a], FTC v. Ticketmaster [Fed25b]), while I conducted this study in
Europe. Their inclusion is appropriate given the transatlantic enforcement of key cases,
the global standardization of platform interfaces, and the non-jurisdictional nature of the
psychological mechanisms underlying dark patterns. For example, the Amazon Prime
cancellation flow was investigated by the European Commission’s CPC network from
April 2021, leading to EU-wide changes prior to the FTC’s lawsuit [Eur22a]. At the same
time, platforms such as Amazon and Ticketmaster deploy largely uniform user interfaces
across markets, meaning the interaction patterns analyzed here are not geographically
confined. More importantly, this study examines dark patterns as cognitive phenomena:
the mechanisms that make them work are properties of human cognition, not of any
legal jurisdiction. This approach aligns with EU policy work, including the Commission’s
2022 Behavioural Study, which draws on foundational research regardless of where the
underlying data was collected [CfJC22].

Pattern-by-Pattern Operationalisation

The operationalisation of each pattern is described below. Section 2.6.3 defines each
pattern and describes how it operates differently across GUI and CUI. This section
describes how those differences were translated into specific scenarios.

Obstruction. The GUI dark version (StreamPlus, streaming) modeled Amazon Prime’s
documented “Iliad” flow [Fed25a]: four screens with buried links, retention offer (Keep
My Plan at 50% Off), benefit-loss pages, and ambiguous checkboxes. The CUI dark version
(MusicRadio Pro, music subscription) modeled the SiriusXM/ChIPS complaints [THG+23]:
turns of deflection to 7 times cancellation requests, retention offers, unnecessary re-
verification, and a forced “specialist transfer.” The neutral versions (Freshbox, Cloud-
Vault) completed cancellation in two steps or two to three turns. The manipulation
removed was asymmetric friction between signup and cancellation. See all stimuli built
for Obstruction in Fig. 3.3.

Confirmshaming. The GUI dark version (StyleHub, fashion) showed a checkout pop-up
with “Claim My Discount” in the brand’s primary color and “No thanks, I’ll pass on
the savings” small button with negative language, grounded in Brignull’s [BLSD23]
documented notification examples from MyMedic (See Fig. 3.5), muted text, replicating
the asymmetric button pattern Mathur et al. [MAF+19] found in all 164 websites when
Confirmshaming was used. The CUI dark version (ShopSmart, shopping assistant) used
conversational guilt after the user tried to unsubscribe: “I’m really sorry to hear that.
Just so you know, your personalized recommendations saved you 23.50 last week alone.
Most of our members find them really useful. Are you sure you want to turn them
off?” The specific dialogue was constructed for this study, but the mechanism (expressed
disappointment to discourage opt-out) referred to documented ChIPS retention language
by Traubinger et al. [THG+23] where an occurrence of Confirmshaming was described as:
“The complaint coded as Confirmshaming is a chatbot of Modern Milkman, a company
that delivers milk in glass bottles to avoid pollution. According to the report, the chatbot
sends several messages with statistics, trying to convince the user of the company benefits,

28



3.2. Scenario Design and Development

Figure 3.3: Obstruction: Dark vs Neutral, GUI vs CUI

guilting them into continuing the subscription and even asks them to ‘keep fighting the
good fight against nasty single-use plastics’, if they insist on cancelling.” Neutral versions
(ByteShop, FitTrack) used balanced buttons and immediate acceptance of refusal. See
all stimuli built for Confirmshaming in Fig. 3.4.

Forced Action. The GUI dark version (TechMarket, electronics purchase) required
mandatory account creation with email, phone, birthdate, and a pre-checked newsletter
checkbox. Everything was visible at once. The CUI dark version (TechMarket Support,
product return) spread equivalent requests across sequential turns: email, then phone,
then rating for the product, then describing what happened with the product. Each
request looked minor on its own, operationalizing the foot-in-the-door mechanism Adam
et al. [AB24] demonstrated empirically: once users answered two or three questions,
commitment drove them to keep disclosing. Neutral versions (PageTurn, SoleMate) asked
only for shipping-essential or order-essential information. See all stimuli built for Forced
Action in Fig. 3.6.

Sneaking. The GUI dark version (EventTickets) modeled Ticketmaster’s drip pricing and
other Sneaking cases recorded by Mathur et al. [MAF+19]: a displayed price of 45EUR,
with fees and a pre-checked protection plan appearing only at final checkout. The CUI
dark version (TravelBot) quoted an initial price, then disclosed the full total (including
fees and an auto-added protection plan) only after the user provided confirmation. No
documented case of a chatbot hiding e-commerce fees in exactly this way was identified;
the CUI scenario was an extrapolation from the temporal concealment mechanism
described by Adam et al. [AB24] and DarkBench’s finding that conversational agents
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Figure 3.4: Confirmshaming: Dark vs Neutral, GUI vs CUI
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Figure 3.5: Confirmshaming pop-ups by MyMedic [MAF+19]

Figure 3.6: Forced Action: Dark vs Neutral, GUI vs CUI
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Figure 3.7: Sneaking: Dark vs Neutral, GUI vs CUI

frequently withhold information [K+25]. Neutral versions (CulturePass, StayFinder)
showed all-inclusive pricing from the start and asked before adding anything optional,
after confirmation. See all stimuli built for Sneaking in Fig. 3.7.

3.2.3 Brand Differentiation

Table 3.2 shows the complete mapping of all 16 scenarios. Each brand was unique in
name, product niche, and visual identity to prevent cross-condition comparison.
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The product niche for each scenario was chosen to match the type of manipulation
being tested. Obstruction required subscription services (streaming, music, food delivery,
cloud storage) because the pattern depends on the asymmetry between signup and
cancellation, which only exists for recurring services. Confirmshaming required retail
or recommendation contexts (fashion, electronics, shopping assistant, fitness tracking)
where a discount or personalised suggestion could be framed as a loss if declined. Forced
Action required a purchase or return context (electronics checkout, bookshop, product
return, footwear return) where account creation or data collection could be presented as
mandatory. Sneaking required a pricing context (event tickets, cultural events, travel
booking) where fees could be concealed or revealed incrementally.

Within each pattern, the dark and neutral scenarios used different product niches
so that participants could not directly compare the two versions. StreamPlus (GUI
dark, streaming) and FreshBox (GUI neutral, food delivery) both test Obstruction, but
nothing in the participant’s experience connects them. The same logic applied across
modalities: StreamPlus (GUI dark) and MusicRadio Pro (CUI dark) are both subscription
cancellation scenarios, but different brand names, colour palettes, and product types
prevented participants from recognising them as matched pairs.

The real cases, documented in the cited sources for each pattern, were used as inspiration
for each scenario.

3.2.4 Stimulus Production
Turning the operationalization into visual screens involved several steps. First, I compiled
the evidence and specifications into working documents and several Figma canvas, FigJam
boards and Comparison Sheets described above. These recorded every screen’s content:
button labels, chatbot dialogue, page layouts, brand colors. Some were just drafts until I
put all together, using Figma Make (Figma’s AI-assisted prototyping feature) to generate
initial visual prototypes from the specification document. Figma Make produced multi-
page designs with brand-specific colors and two layout types: GUI scenarios appeared
as web-page cards with browser chrome, and CUI scenarios appeared as phone-shaped
frames with chat bubbles and avatars. This was a rapid prototyping step, not a finished
product. Several of the outputs had incorrect content, layout problems, or missing screens.
Some scenarios were not generated at all.

I reviewed each prototype against the specification and corrected problems directly in
Figma: repositioning elements, rewriting text, adjusting colors, and building missing
screens from scratch. Figma’s Inspect panel (which shows CSS properties, spacing values,
and color codes for any selected element) served as a reference for the next step.

The final stimulus screens were implemented as HTML with embedded CSS inside a
self-contained survey file. The screens looked like real e-commerce interfaces: buttons,
dropdown menus, input fields, chat bubbles, and navigation bars were all rendered as
they would appear in an actual website or chatbot. But they did not process input. A
participant could see a “Place Order” button or a dropdown menu, but clicking had no
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effect. The point was to create a realistic viewing experience where every participant saw
exactly the same content. I used an AI coding assistant (Claude, Anthropic), as a helper
to translate the visual specifications from the Figma prototypes into HTML/CSS. I
provided the content, colors, and layout references, from Figma files; reviewed all outputs
against the specification; and ran multiple revision cycles. The role of the AI tool was to
speed up the coding, not to make design decisions. I hosted the complete survey code on
Netlify with response data submitted to a Google Sheet via Google Apps Script.

3.3 Survey Instrument
The survey was a single self-contained HTML file. In an initial attempt to build it in
Jotform, it failed: the instrument’s complexity (16 inline scenario blocks, conditional
screening logic, embedded HTML stimuli (also tried with screens as images), post-debrief
re-presentation of specific scenarios) exceeded the platform’s capabilities. Following the
self-hosted approach gave me full control over layout, logic, and data export. The survey
had an access code, one for the participants "tuwien2026" and "debug" that I used during
debugging, to make sure everything was working as intended.

3.3.1 Survey Flow
The final survey had five stages, navigable through a sidebar that showed the participant’s
progress. Scenario pages had no back buttons to protect the spontaneous recognition
data (a participant could not go back and edit “nothing” after encountering a later dark
pattern that made them more suspicious).

Stage 1: Consent. Participants read that the study examined “how people experience
different types of e-commerce interfaces” and that “some interfaces may include persuasive
or manipulative design elements.” They knew information was being withheld (“some
details will be revealed only after you complete the tasks”) but not which scenarios
contained dark patterns. Four mandatory checkboxes covered comprehension, awareness
of withheld information, voluntary participation, and right to withdraw. An optional
fifth checkbox consented to a follow-up interview.

Stage 2: Demographics and screening. Items included age, gender, country of
residence, nationality, education, shopping frequency, subscription use, chatbot frequency,
and professional background. The survey automatically excluded anyone under 18 or over
65, who never shops online, who has no subscription services, who has never used a chatbot,
or who works in UX/UI design, HCI, or interaction design. I got seven participants
who got excluded with a notification: "Thank you for your interest. Unfortunately, you
do not meet the eligibility criteria for this study." They were excluded immediately, to
save their time, and I did not record those responses. The last criterion screened out
people whose professional training makes dark pattern detection a domain skill. Four
self-assessment items measured tech-savviness (“I consider myself tech-savvy”), detection
confidence (“I can usually tell when a website or app is trying to influence my choices”),
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Figure 3.8: Example interface of scenarios start

third-person perception (“I think most people are easily influenced by online designs”),
and perceived resilience (“I believe I am less susceptible to online manipulation than the
average person”), adapted from Bongard-Blanchy et al. [BBRR+21].

Stage 3: Scenarios (16 blocks). Each scenario began with a context prompt (“Imagine
you have decided to cancel your StreamPlus streaming subscription. You navigate to
the account settings page.”), followed by the stimulus screens in a clickable step-by-step
viewer, followed by the response block. (See Fig. 3.8) Scenarios were presented in a fixed
interleaved order, alternating GUI and CUI, dark and neutral. After the eighth scenario,
an attention check asked participants to select “Agree” on a Likert scale, with a “Halfway
there!” milestone message.

Stage 4: Debrief and post-debrief recognition. A debriefing page revealed the
study’s actual focus on dark patterns, with both academic definitions and plain-language
explanations for all four types. After confirming they had read the debrief, participants
saw only the 8 dark scenarios again, each re-displayed with its stimulus screens. For each,
three options: “I described something related to this in my earlier response,” “I can see
it now but I didn’t describe it before,” or “I still don’t see anything manipulative.” The
second one triggered a follow-up text field. This stage came after roughly 30 minutes
of survey work, and some participants reported fatigue. Several defaulted to whichever
option required the least effort rather than genuinely re-examining each scenario. This is
addressed in the limitations.

Stage 5: Finish. Data withdrawal option, optional interview scheduling, and submission.
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3.3.2 Per-Scenario Response Block
Each of the 16 scenarios was followed by 8 required items:

1. Open-ended recognition: “Did anything stand out to you about this [web-
site/chatbot]?” with the instruction “If so, please describe it. If not, write ‘nothing’.”
This question was deliberately neutral to avoid priming.

2. “I would trust this company” (5-point Likert: Strongly disagree to Strongly agree)

3. “This experience felt frustrating” (5-point Likert)

4. “This experience felt comfortable” (5-point Likert)

5. “I felt confused by this interface” (5-point Likert)

6. “The interface was transparent about what would happen” (5-point Likert)

7. “This interface felt manipulative” (5-point Likert)

8. “I would use this service again” (5-point Likert)

An optional open-ended comment field followed (“Any additional comments?”). The
items cover trust (item 2), emotional response (items 3–5), transparency perception (item
6), manipulation perception (item 7), and behavioral intention (item 8). All seven Likert
items used the same five-point agreement scale. The total per-participant item count
was 16 × 8 = 128 required items plus 16 optional comments and 8 single choice questions
after debriefing, completed in approximately 30 minutes.

3.4 Pilot Study
Three participants (P1–P3, all identify as female, aged 18–34) completed the pilot survey,
which used an earlier version of the instrument. These participants did not do the
final study, to make sure the first debriefing didn’t affect their judgement the second
time. P4, a male participant aged 18–24, was tested after the initial three-participant
pilot to validate the revised survey instrument. Since the survey version he completed
was identical to the final version and his data showed no anomalies, his responses were
included in the main sample (N = 22).

3.4.1 Pilot Findings
Stimulus differentiation worked. Twenty-two of 24 dark pattern presentations were
detected (92%), and only two of 24 neutral scenarios were falsely flagged (8%). Both false
positives came from a single highly skeptical participant (P3), who found the absence
of forced registration suspicious in one case and the mere timing of a discount pop-up
manipulative in another.
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Forced Action showed a modality effect. All three participants detected the GUI
dark version immediately (the registration wall was obvious). But P1 missed the CUI
dark version entirely: she wrote “Nothing” and gave it maximum trust and comfort
scores. The chatbot’s turn-by-turn data requests felt like normal customer service. P4
later confirmed this pattern, missing Forced Action in CUI despite self-assessing at 5/5 on
manipulation resistance, consistent with Bongard-Blanchy et al.’s finding that confidence
does not predict detection. This might be due to the optimism bias [Sha11], which "might
make individuals underestimate their disposition to online manipulation" [BBRR+21].

Post-debrief self-reporting was unreliable. P1 claimed she “already noticed” Forced
Action CUI, which she had not (her open-ended response said “Nothing” and her scores
were all positive). P3 claimed all 8 as already noticed, including one she clearly missed.
This social desirability bias prompted a revision of the response wording from “I already
noticed this” to “I described something related to this in my earlier response,” tying the
self-assessment to a verifiable action (what they actually responded) rather than a vague
internal state.

3.4.2 Changes from Pilot to Final Version
The pilot survey differed from the final version in several ways:

• Per-scenario items reduced. The pilot version had 12 scaled items per scenario,
organized into grouped subscales (Trust: 3 items, Emotions: 5 items, Behavioral
Intention: 3 items, Fairness: 1 item). The final version condensed this to 7 Likert
items covering the same constructs but with one or two item each, reducing the
per-scenario response time without losing the core measurement.

• Open-ended question softened. The pilot asked: “Was there anything about this
[website/chatbot] that you found unusual, suspicious, or potentially manipulative?”
The participants reported afterward that the words “suspicious” and “manipulative”
primed them to look for problems. The final version simply asked: “Did anything
stand out to you about this [website/chatbot]?”

• Navigation redesigned. The pilot used linear page-by-page navigation. The final
version introduced a sidebar showing five study stages (Consent, Demographics,
Scenarios, Debrief, Finish) with a scenario grid where completed scenarios showed
checkmarks. This made progress visible and the experience less monotonous.

• Post-debrief wording revised as described above.

• Stimulus bugs fixed: a contradiction between SMS and email contact methods
in one chatbot script, a missing timeslot selection screen, a missing order summary
on a checkout page, and readability problems with long CUI conversations.

• Stimulus format changed from images just ordered vertically, where you had
to scroll through them to coded HTML interfaces, made to look realistic, for the
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GUI the participants skip pages from left to right, for CUI they scroll through a
chatbot box like a realistic one, instead of one long static image containing all the
conversation.

• Demographics expanded with country of residence and nationality fields, in
case of any patterns found, that might stem in their demographic background.

3.5 Participants and Recruitment
The target was 20–30 survey participants, with some of them consenting to completing
interviews. Final sample size was 22 participants for the survey, with seven others
being excluded for not meeting the eligibility criteria. With 16 scenarios per person,
22 participants yield 352 scenario-level observations. Recruitment used convenience
and snowball sampling from my own social circle, and through social media outreach.
Materials described the study as examining “how people experience different types of
e-commerce interfaces” without mentioning dark patterns, to avoid attracting people
who were already interested in manipulation. Inclusion criteria: age 18–65, shops online
at least monthly, has used subscription services and chatbots in the past year. Exclusion:
UX/UI, HCI, or interaction design professionals.

Further breakdown of the participant backgrounds are reported in Chapter 4.

3.6 Interview design
Three follow-up interviews were conducted as video calls lasting 15 to 28 minutes. With
three participants, they cannot support thematic saturation or generalisable claims. Their
purpose was narrower: to further explain specific quantitative patterns found in the
survey. Why did someone write “nothing” but still give high manipulation scores? What
made a chatbot dark pattern invisible when the website equivalent was obvious? What
tips the scale between tolerating manipulation and leaving?

3.6.1 Participant selection

From the ten participants who consented to interviews, I selected three for maximum
variation in detection profiles. The selection criteria were: average manipulation ratings
across GUI and CUI dark scenarios, the number of “nothing” responses to the open-ended
question, post-debrief recognition choices, and disengagement scores. I aimed for one
participant who rarely flagged dark scenarios and gave consistently positive ratings, one
who detected most patterns and could name specific mechanisms, and one who rated
scenarios as manipulative but could not articulate why. The full data profiles of the three
selected participants are reported in Section 4.1 and their contribution is disclosed in
Sections 4.4 through 4.7, where they serve as context for the qualitative findings.
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3.6.2 Guide structure and personalisation
The interviews covered five areas, though the exact sequence varied across participants
because I followed up on whatever they raised:

1. General impressions: which scenario stood out most, whether they noticed differ-
ences between websites and chatbots.

2. Modality comparison: which type felt more trustworthy, which was harder to deal
with. I re-presented some scenarios related to their responses, where I wanted to
understand the gaps in ratings.

3. Detection probing: what cues tipped them off, what felt normal about the ones
they missed.

4. Emotional reactions and behavioural intentions: why they would return to a service
they rated as manipulative, where they draw the line.

5. Real-world parallels: whether they had experienced similar interactions in their
own online shopping.

Before each interview, I reviewed the participant’s full survey data and prepared per-
sonalised probes. If a participant gave positive ratings to one CUI dark scenario but
negative ratings to another, the interview asked what felt different. If a participant wrote
“nothing” but gave low trust scores, the interview asked about that discrepancy.

3.6.3 Interview analysis
The three interviews were transcribed using Rev and manually verified against the audio
recordings. I analysed the transcripts descriptively rather than through formal thematic
analysis. The analysis focused on extracting explanations for quantitative patterns: why
specific dark patterns went undetected in CUI, what cues participants used for detection,
and what drove the gap between detecting manipulation and intending to disengage.
Following the sequential explanatory design [CPC18], interview findings are woven into
the pattern-by-pattern results rather than presented as a separate qualitative section.

3.7 Data analysis
3.7.1 Quantitative analysis
All modality comparisons used the Wilcoxon signed-rank test, chosen because the depen-
dent variables are ordinal (5-point Likert items) and the design is within-subjects (each
participant provides paired GUI and CUI scores). For each of the four dark patterns,
participants’ GUI dark and CUI dark scores were compared on all seven Likert items,
producing 28 paired comparisons (4 patterns × 7 items). Effect sizes were computed as
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r = |Z|/√
N and interpreted using Cohen’s [Coh88] benchmarks: r ≈ .10 small, r ≈ .30

medium, r ≈ .50 large. I report effect sizes alongside p-values because with only 22
participants, some meaningful effects may fail to reach significance, and effect sizes
indicate practical magnitude regardless of sample size.

A manipulation check compared dark and neutral conditions within each pattern and
modality on three items (trust, manipulation perception, frustration) to confirm the stim-
uli worked as intended. This yielded 24 additional comparisons, reported in Section 4.3.

Exploratory analyses included Spearman correlations between self-assessment items and
average manipulation perception across dark scenarios, reported in Section 4.10.

All analyses were conducted in Python 3 using scipy.stats and pandas.

3.7.2 Open-ended response coding
The open-ended question (Q1: “What, if anything, stood out to you about this ex-
perience?”) was asked after each scenario, before participants rated the Likert items.
Responses were marked as mandatory; participants could write “nothing” when they
wanted to keep it brief, or elaborate on their impressions. A "nothing" response cannot
be reliably interpreted as non-detection, since participants may have simply chosen not to
elaborate. For this reason, the open-ended responses are not treated as a formal detection
measure. They serve an illustrative role: showing how participants articulated (or failed
to articulate) their experience, and contextualising the Likert findings.

I coded each substantive response (excluding “nothing” and equivalent non-answers) into
four categories:

1. Detected the pattern (green): The participant identified the specific manipulative
mechanism (e.g., naming forced account creation, identifying hidden fees).

2. Detected something else (orange): The participant flagged something as problematic,
but not the intended dark pattern (e.g., specifying preferences on button color,
noting missing currency symbols rather than the sneaking mechanism).

3. Did not detect or normalised (red): The participant expressed no concern or actively
normalised the manipulation (e.g., praising a forced data collection chatbot as
“smart and efficient”).

4. No pattern to detect (white): Used for neutral scenarios where participants con-
firmed the experience was straightforward.

The coding was done in FigJam, where each response was colour-coded and placed
alongside its corresponding stimulus screen. Percentages are reported as a proportion of
those who gave substantive responses, not of total N = 22. The coding was performed
by me, using a deductive approach, with the intended dark pattern mechanism as the
reference point.

40



3.8. Ethical considerations

3.7.3 Post-debrief cross-referencing

To assess whether post-debrief self-reports of recognition were trustworthy, I cross-
referenced each participant’s pre-debrief manipulation score with their post-debrief
recognition choice. Each of the 176 participant-scenario pairs (22 participants × 8 dark
scenarios) was classified into one of six consistency categories (Table 4.5). A participant
who scored manipulation ≥ 4 and then selected “I described something related” was a
confirmed detector. A participant who scored ≤ 3 but claimed prior description was
flagged as suspicious retrospection. The classification logic and results are reported in
Section 4.9.

3.8 Ethical considerations

The study received ethical approval by the Mentors of Responsible Research at TU
Wien: Dr.in phil. Associate Prof. Mag.a phil. Astrid Weiss and Ao.Univ.Prof. Dipl.-Ing.
Dr.techn. Peter Purgathofer, before the submission of the thesis proposal, so before
data collection. Following guidance from them, I considered potential research stress
arising from the study design before data collection began. This included preparing for
the possibility that participants might feel uncomfortable upon recognising they had
been exposed to manipulative interfaces, or might experience frustration mid-survey
from repeated dark pattern scenarios. A protocol was prepared: if a participant showed
signs of distress, the session would be paused, the participant reminded of their right to
withdraw, and my contact information provided. No participant reported distress during
the study. The debriefing was designed to normalise the experience and offer participants
the option to withdraw their data.

Deception. The study withheld its full purpose until after the scenario phase. Partici-
pants knew the study examined “how people experience different types of e-commerce
interfaces” and that “some interfaces may include persuasive or manipulative design
elements,” but not which scenarios contained dark patterns. This was necessary because
telling participants to look for dark patterns would have primed detection and invalidated
the spontaneous recognition measure. The debrief explained the purpose, named all
four dark pattern types with plain-language definitions, and invited participants to with-
draw their data. Following Kimmel’s [Kim11] framework, the withholding was justified
by scientific necessity, proportionality (no physical or psychological risk beyond mild
frustration), and full debriefing.

Informed consent. Four mandatory checkboxes covered comprehension, awareness of
withheld information, voluntary participation, and right to withdraw without giving a
reason. An optional fifth consented to interviews.

Data handling. Responses were stored in a Google Sheet accessible only to me.
Participant identifiers were auto-generated numeric codes with no link to names or email
addresses. Interview audio recordings will be deleted after thesis submission. The survey
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was hosted on Netlify, which does not inject client-side tracking scripts or cookies. No
third-party analytics services were added.
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Table 3.2: Stimulus mapping: 16 scenarios across four patterns, two modalities, and two
conditions. The Order column indicates the fixed presentation position in the survey
(S01–S16).

Pattern Mod. Cond. Brand Niche Manipulation Order

Obstruction

GUI Dark StreamPlus streaming
subscription

4 page
cancellation

S01

GUI Neutral FreshBox food kit
delivery
subscription

2-step
cancellation

S11

CUI Dark MusicRadio Pro music
subscription

7 turn
retention

S14

CUI Neutral CloudVault storage
subscription

2 turn
processing

S06

Confirmshaming

GUI Dark StyleHub fashion
retail

shame-
framed
decline &
button
asymmetry

S05

GUI Neutral ByteShop electronics
retail

balanced
buttons

S16

CUI Dark ShopSmart shopping
assistant

guilt
language

S12

CUI Neutral FitTrack fitness
subscription

immediate
acceptance

S02

Forced Action

GUI Dark TechMarket electronics
(buy)

mandatory
acc.
registration

S09

GUI Neutral PageTurn bookshop guest
checkout

S07

CUI Dark TechMarket electronics
(return)

5 sequential
unnecessary
data
requests

S04

CUI Neutral SoleMate footwear
return

essential info
only

S15

Sneaking

GUI Dark EventTickets event
ticketing

hidden fees
+ add-on

S13

GUI Neutral CulturePass cultural
events

all-inclusive
disclosed
pricing

S03

CUI Dark TravelBot travel
booking

fees after
commitment
& upselling

S08

CUI Neutral StayFinder travel
booking

transparent
pricing

S10
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CHAPTER 4
Results

This chapter presents quantitative and qualitative findings from 22 participants who each
evaluated 16 e-commerce scenarios. Section 4.1 describes the final sample. Section 4.2
states the statistical conventions used throughout. Section 4.3 validates the stimuli and
reports the manipulation check. Sections 4.4 through 4.7 present pattern-by-pattern
results, each combining Likert comparisons, open-ended response observations, and
interview excerpts where available. Section 4.8 draws comparisons across patterns and
reports cross-cutting qualitative observations. Section 4.9 addresses the post-debrief
recognition gap. Section 4.10 presents exploratory analyses. Interpretation is reserved
for Chapter 5.

4.1 Participants
Twenty-nine people accessed the survey. Seven were excluded at the screening stage for
not meeting the eligibility criteria (under 18, over 65, never shops online, no subscription
services, no chatbot experience, or professional background in UX/UI design). The
remaining 22 participants completed all 16 scenarios and are included in the analysis,
yielding 352 scenario-level observations (22 participants × 16 scenarios).

The sample skewed young: 15 participants (68%) were aged 18 to 24, six (27%) were
aged 25 to 34, and one (5%) was aged 35 to 44. Twelve participants (55%) identified
as women and ten (45%) as men. The most common education level was a bachelor’s
degree (12 participants, 55%), followed by a master’s degree (5, 23%), high school or
equivalent (4, 18%), and vocational training (1, 5%). Participants resided in 13 countries,
with Albania (5, 23%) and Austria (3, 14%) as the two largest groups. Figure 4.1 shows
the full demographic breakdown.

Regarding online behaviour, eight participants (36%) shopped about once a week, five
(23%) shopped one to three times a month, five (23%) shopped several times a week or
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Figure 4.1: Participant demographics (N = 22). Bars show counts with percentages.

more, and four (18%) shopped less than once a month. Half the sample (11 participants,
50%) used chatbots only rarely (a few times a year), eight (36%) used them a few times
a month, and three (14%) used them several times a week or more. The low chatbot
usage is relevant context: most participants had not developed strong expectations about
chatbot interactions, which makes any modality effects they showed less likely to be
driven by prior experience.

This figure may also undercount actual chatbot use. During recruitment and after the
survey, several participants expressed uncertainty about what counted as a chatbot.
One asked whether the Temu customer service chat qualified; another reported not
using chatbots at all, but when asked whether they used ChatGPT, replied “yes, every
day, I didn’t know that counts.” The chatbot frequency data should therefore be read
as a lower bound on actual CUI experience. A clearer definition of chatbots in the
survey instructions, with examples spanning rule-based customer service bots, shopping
assistants, and LLM-powered tools such as ChatGPT, would have reduced this ambiguity.
As noted in Section 2.3, this thesis defines CUI broadly following McTear [McT17] as
any interface in which interaction happens through dialogue, but participants did not
have this definition when self-reporting their chatbot usage. This is noted as a limitation
in Section 5.6.

Self-assessment scores were high across the board. The median response to “I consider
myself tech-savvy” was 4 (IQR 4–5). The median for “I can usually tell when a website or
app is trying to influence my choices” was also 4 (IQR 4–5), as was “I think most people
are easily influenced by online designs” (Mdn = 4, IQR 4–5). The only lower score was “I
believe I am less susceptible to online manipulation than the average person” (Mdn = 4,
IQR 3–4). This gap between believing others are vulnerable (91% agreed) and being less
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certain about one’s own resilience (59% agreed) is consistent with the third-person effect
documented by Bongard-Blanchy et al. [BBRR+21] and the optimism bias described by
Sharot [Sha11]. Figure 4.2 shows the full distribution of self-assessment responses.

Figure 4.2: Self-assessment: participants’ beliefs about their own detection ability (N =
22). Diverging Likert chart centred on the neutral midpoint. Percentages on each side
show the total proportion who disagreed (left) or agreed (right).

All 22 participants passed the attention check at the midpoint of the survey. No participant
showed evidence of inattentive responding based on two checks. First, the standard
deviation of each participant’s Likert responses across all 112 data points (16 scenarios
× 7 items) was computed. A participant responding without reading would produce
near-identical answers, resulting in a low standard deviation. All participants showed
substantial variability (SD 0.95; minimum = 0.95), indicating meaningful differentiation
across scenarios and items. As a second check, I computed the Pearson correlation
between each participant’s trust and manipulation perception scores across the eight dark
scenarios. These two constructs should move in opposite directions: a scenario perceived as
manipulative should also be less trusted. Every participant showed a negative correlation
(range: r = −.43 to r = −.93), confirming that responses were internally consistent.
A positive correlation would have indicated random or contradictory responding (e.g.,
rating an interface as both trustworthy and manipulative). No participant exhibited
a positive correlation, suggesting internally consistent responses. All 22 responses are
retained in the analysis.

4.1.1 Interview participants
For clarity, interview participants are referred to by the last four digits of their auto-
generated participant codes to avoid confusion with the pilot study participants (P1 to
P4 in Section 3.4.)

Three participants were selected from the ten who consented to interviews, chosen for
maximum variation in detection profiles. Their survey data are summarised below; their
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interview responses are reported in the open-ended observation subsections of Sections 4.4
through 4.7 and in Section 4.8.

Participant ...2927 (The Trusting User). Woman, aged 25 to 34, Bachelor’s degree,
shops several times per week, rarely uses chatbots. Self-assessed detection ability: 4/5.
Average manipulation rating: 1.5 (GUI dark), 2.0 (CUI dark). Wrote “nothing” for four of
eight dark scenarios. Post-debrief recognition: reported already describing 1 of 8 patterns,
recognised 3 of 8 after the debrief, and still could not see 4 of 8. Rated willingness to use
the service again at 5 (strongly agree) for seven of eight dark scenarios. She was the only
consenting participant who barely detected anything, and her customer service background
shaped how she interpreted the interactions. She praised the Forced Action CUI chatbot
as “very smart and efficient” and would continue using every manipulative service except
CUI Obstruction. Her profile was selected to understand what non-detection looks like
from the inside and why detection failure does not trigger disengagement.

Participant ...2063 (The Sharp Detector). Woman, aged 18 to 24, Bachelor’s degree,
shops several times per week, uses chatbots monthly. Self-assessed detection ability: 4/5.
Average manipulation rating: 4.8 (GUI dark), 4.5 (CUI dark). Wrote “nothing” for only
one of eight dark scenarios (Confirmshaming CUI). Post-debrief recognition: reported
already describing 6 of 8, recognised 2 of 8 after the debrief. Named specific mechanisms
in her open-ended responses: the small “no thanks” button, the bundled checkbox, the
booking without confirmation. Her disengagement was selective: she would abandon
TravelBot (Sneaking CUI, use_again = 1) but keep using ShopSmart (Confirmshaming
CUI, use_again = 4) despite detecting manipulation in both. Her profile was selected to
explain what tips the scale between tolerating manipulation and leaving.

Participant ...8482 (The Gut Feeler). Woman, aged 18 to 24, Bachelor’s degree,
rarely uses chatbots. Self-assessed detection ability: 5/5. Average manipulation rating:
4.2 (GUI dark), 4.2 (CUI dark). Wrote “nothing” for four of eight dark scenarios but
still rated most of them as manipulative (scores of 3 to 5). Post-debrief recognition:
reported already describing 7 of 8, recognised 1 after the debrief (Forced Action GUI).
Her disengagement split along modality lines: CUI dark patterns triggered hard exits
(use_again = 1 for Sneaking CUI and Obstruction CUI) while GUI dark patterns with
the same manipulative ratings received use_again scores of 3 to 4. She described her
reactions emotionally (“very annoying,” “quite frustrating,” “very manipulative”) without
naming the underlying mechanisms. Her profile was selected to explore whether CUI
manipulation feels like a deeper breach of trust than GUI manipulation.

4.2 Statistical reporting conventions
The modality comparisons reported in this chapter use the Wilcoxon signed-rank test,
as described in Section 3.7.1. Each test produces three values. W is the test statistic,
computed from the ranked differences between each participant’s GUI and CUI scores.
p is the two-sided probability under the null hypothesis of no modality difference. The
significance level is indicated by asterisks: ∗p < .05, ∗∗p < .01, ∗∗∗p < .001. r is the effect
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size, computed as r = |Z|/√
N where N = 22. Effect sizes above .10 are considered small,

above .30 medium, and above .50 large.

Throughout this chapter, open-ended detection percentages are computed as a proportion
of participants who gave substantive responses, not of the full sample (N = 22). This
convention is described in Section 3.7.2 and reflects the fact that a “nothing” response
cannot be interpreted as non-detection.

4.3 Manipulation Check: Stimulus Validation
To verify that the dark stimuli produced their intended effect, I compared dark and
neutral conditions within each pattern and modality on trust, manipulation perception,
and frustration. The manipulation check tests whether the dark scenarios actually felt
different from the neutral scenarios, which is a prerequisite for interpreting the modality
comparisons. If participants rated a dark scenario the same as its neutral equivalent,
the dark pattern stimulus did not produce its intended effect. For each of the four
patterns and two modalities, I ran Wilcoxon signed-rank tests comparing the dark and
neutral versions on three key items: trust (which should decrease in the dark condition),
manipulation perception (which should increase), and frustration (which should increase).
This yields 24 comparisons (4 patterns × 2 modalities × 3 items), of which, 20 reached
significance at p < .05. The four non-significant comparisons all involved trust in the
Confirmshaming GUI condition (p = .087) and the Forced Action conditions (GUI
p = .061, CUI p = .085), where trust did not drop significantly from neutral to dark.

The largest manipulation-check effects appeared for Obstruction CUI, where the dark-
neutral gap on manipulation perception was 3.0 points (dark Mdn = 5.0 vs. neutral Mdn
= 2.0; r = .96) and on trust was 2.0 points (dark Mdn = 2.0 vs. neutral Mdn = 4.0;
r = .80). These large effects confirm that the MusicRadio Pro scenario was perceived as
intended.

The eight neutral scenarios themselves performed consistently. Trust medians were
4.0 across all neutrals. Manipulation perception medians ranged from 1.0 to 3.0, with
ByteShop (Confirmshaming GUI neutral) as the outlier at 3.0. This is consistent with the
pilot finding that the timing of ByteShop’s discount pop-up triggered suspicion in some
participants. I note this as a minor limitation: the pop-up format itself, even without
shaming language, was perceived as somewhat manipulative by a subset of participants.

Open-ended observations on neutral scenarios

Neutral CUI scenarios drew consistently positive responses. CloudVault (Obstruction
CUI neutral): “very clear,” “Simple process of cancellation without a question ‘why do
you want to cancel?”’ SoleMate (Forced Action CUI neutral): “EASY PEASY. Love
simple interaction straight to the point.” When chatbots operate transparently, users
find the experience notably efficient.
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GUI neutral scenarios triggered more false positives. PageTurn (Forced Action GUI
neutral) had 3 of 6 respondents flag concerns because the minimal checkout felt suspicious:
“It felt a bit too minimal and unusual.”

Having confirmed that the cross-modality operationalisation in Section 3.2.2 produced
stimuli that functioned as intended, providing the empirical basis for addressing RQ1 in
the Discussion chapter, the following four sections report how participants experienced
each pattern across modalities.

4.4 Obstruction
Obstruction produced the strongest modality effects of any pattern. See Figure 4.3 .
Six of seven Likert items showed significant differences between GUI dark (StreamPlus,
streaming subscription) and CUI dark (MusicRadio Pro, music subscription), with effect
sizes ranging from medium to large.

Trust was the most affected item. Participants rated trust significantly lower for the
CUI condition (Mdn = 2.0, IQR 1–3) than the GUI condition (Mdn = 3.0, IQR 3–4),
W = 6.5, p < .001, r = .76, a large effect.

Although the comfort medians are identical at 2.0, the distributions differ: the CUI
responses clustered at the low end (IQR 1–2, meaning 75% of participants scored 2 or
below) while the GUI responses were more spread out (IQR 2–4, meaning the upper
quartile reached 4). The Wilcoxon test detects this distributional shift even when the
central value is the same, because it operates on the ranked differences between each
participant’s paired scores rather than on the medians alone.

On the original scale, this means the typical participant disagreed that they would
trust the chatbot company but was neutral about the website company, despite both
implementing equivalent obstruction to cancellation.

Participants found the CUI version more frustrating (CUI Mdn = 4.5, IQR 4–5 vs. GUI
Mdn = 4.0, IQR 2–5; W = 16.5, p = .012, r = .53), less comfortable (CUI Mdn = 2.0,
IQR 1–2 vs. GUI Mdn = 2.0, IQR 2–4; W = 4.0, p = .001, r = .69), less transparent
(CUI Mdn = 2.0, IQR 1–4 vs. GUI Mdn = 4.0, IQR 3–4; W = 3.0, p = .004, r = .62), and
more manipulative (CUI Mdn = 5.0, IQR 4–5 vs. GUI Mdn = 4.0, IQR 2–5; W = 8.0,
p = .014, r = .53). The behavioural intention item showed the second-largest effect:
participants were much less willing to use the CUI service again (CUI Mdn = 1.5, IQR
1–2 vs. GUI Mdn = 3.0, IQR 2–4; W = 10.5, p = .002, r = .65).

The only item that did not reach significance was confusion (CUI Mdn = 3.5, IQR 2–5
vs. GUI Mdn = 2.0, IQR 2–4; W = 23.0, p = .058, r = .40), though the effect size was
still medium and the trend was in the same direction.

Table 4.1 reports all seven comparisons with medians, interquartile ranges, and test
statistics. The figure shows medians; the IQR column in the table shows the distributional
differences that the Wilcoxon test detects.
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Table 4.1: Wilcoxon signed-rank results for Obstruction: GUI dark vs. CUI dark.

Item GUI Dark CUI Dark W p r
Mdn IQR Mdn IQR

Trust 3.0 3–4 2.0 1–3 6.5 <0.001*** 0.76
Frustrated 4.0 2–5 4.5 4–5 16.5 0.012* 0.53
Comfortable 2.0 2–4 2.0 1–2 4.0 0.001** 0.69
Confused 2.0 2–4 3.5 2–5 23.0 0.058 0.40
Transparent 4.0 3–4 2.0 1–4 3.0 0.004** 0.62
Manipulative 4.0 2–5 5.0 4–5 8.0 0.014* 0.53
Use again 3.0 2–4 1.5 1–2 10.5 0.002** 0.65

Open-ended observations

Of the 22 participants, 12 gave substantive open-ended responses for the GUI dark
scenario (StreamPlus) and 16 for the CUI dark scenario (MusicRadio Pro). Among those
who responded, all 16 CUI respondents (100%) identified the obstructive mechanism,
compared to 9 of 12 (75%) for GUI.

The language differed between modalities. GUI participants produced analytical descrip-
tions of the interface: one noted that “the buttons to keep the subscription were in color
and the button to cancel wasn’t,” another described how “the cancellation or change of
subscription path is continuously obstructed with the main CTAs always pointing to keep
or upgrade the subscription.” CUI participants described the experience in emotional
terms: “very annoying,” “off putting and pushy,” “tiring and extended more than needed.”
One wrote: “what most customers hate is repeating themselves. Offering a suggestion or
a discount when they made up their mind is just very annoying.”

Two GUI participants normalised the experience. One wrote “It was easy to understand
and navigate” and another commented “Easy to interact with. ” No CUI participant
normalised the chatbot’s obstruction.

In her interview, participant ...8482 explained this asymmetry. She said that with
chatbots, “it feels like a conversation and you feel like you’re talking to someone, so
you get more annoyed when you don’t get an honest answer or a quick answer.” She
also pointed to a visibility difference: with a website, the steps “are shown as only one
screen. . . you kind of forget what happened beforehand,” but with a chatbot, “you see
the overview of all your text messages and how long your conversation is.” She added
that if she found the chatbot annoying, she would “try to find some other way to do the
cancellation” rather than drop the service.

4.5 Confirmshaming
Confirmshaming showed almost no modality effects. Only one of seven Likert items
reached significance: transparency (GUI Mdn = 4.0, IQR 2–4 vs. CUI Mdn = 4.0, IQR
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3–4; W = 15.0, p = .027, r = .47). Despite identical medians, the rank distribution
shifted, with more CUI responses clustering at the higher end.

On the remaining items, GUI and CUI dark conditions were perceived similarly. Trust
was Mdn = 3.0 in GUI and Mdn = 4.0 in CUI (p = .376, r = .19). Frustration was
Mdn = 3.0 in GUI and Mdn = 2.5 in CUI (p = .420, r = .17). Manipulation perception
was Mdn = 4.0 in both conditions (p = .358, r = .20). Willingness to use the service
again was Mdn = 3.5 in GUI and Mdn = 3.0 in CUI (p = .796, r = .06). All effect sizes
were small, and none approached the medium threshold of r = .30 except for confusion
(r = .32, p = .130).

The finding that Confirmshaming operated similarly across modalities contrasts sharply
with the Obstruction results reported above and, as Section 4.7 will show, with the
Sneaking results as well. The GUI dark version (StyleHub) used a shame-framed opt-out
button (“No thanks, I’ll pass on the savings”) and the CUI dark version (ShopSmart)
used conversational guilt language after the user attempted to unsubscribe: “I’m really
sorry to hear that. Just so you know, your personalised recommendations saved you
€23.50 last week alone. Most of our members find them really useful. Are you sure
you want to turn them off?” Both approaches were detected at comparable levels and
produced comparable emotional responses.

Table 4.2: Wilcoxon signed-rank results for Confirmshaming: GUI dark vs. CUI dark.

Item GUI Dark CUI Dark W p r
Mdn IQR Mdn IQR

Trust 3.0 3–4 4.0 3–4 33.5 0.376 0.19
Frustrated 3.0 2–4 2.5 2–4 40.0 0.420 0.17
Comfortable 3.0 3–3 3.0 2–4 45.5 0.381 0.19
Confused 2.0 2–3 2.0 2–2 10.0 0.130 0.32
Transparent 4.0 2–4 4.0 3–4 15.0 0.027* 0.47
Manipulative 4.0 3–4 4.0 2–4 57.5 0.358 0.20
Use again 3.5 3–4 3.0 3–4 36.0 0.796 0.06

Open-ended observations

Confirmshaming had the lowest response rates: only 6 of 22 (27%) gave substantive
responses for the GUI dark scenario (StyleHub) and 7 of 22 (32%) for the CUI dark
scenario (ShopSmart). Given these numbers, percentages should be read cautiously.

Among respondents, GUI participants pointed to visual design: “’I’ll pass on the savings’
feels odd,” “the option to not get the discount is almost invisible,” “A very small ‘no
thanks’ button.” CUI participants described the persuasion in conversational terms:
“Instead of just confirming the action, it shows a message about how much you’ve
supposedly saved and tries to influence your decision to keep it on.”
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The GUI neutral (ByteShop) generated the highest false-positive rate of any neutral
scenario. All 5 substantive responses flagged it as somewhat manipulative: “Join and
save feels manipulative,” “nothing, they all do this,” “a little bit manipulative wording,
but no more than usual.”

4.6 Forced Action
Forced Action showed one significant result, and it was in the opposite direction from
Obstruction and Sneaking. The CUI version was rated as significantly more comfortable
than the GUI version (CUI Mdn = 3.5, IQR 2–4 vs. GUI Mdn = 2.5, IQR 2–4; W = 9.5,
p = .029, r = .47).

On trust, the medians were identical (both Mdn = 4.0), and while the p-value approached
significance (p = .065, r = .39), it did not cross the threshold. The same was true for
transparency (p = .058, r = .40) and willingness to use the service again (p = .061,
r = .40), both of which trended in the direction of CUI being perceived more favourably.
Frustration, confusion, and manipulation perception showed no meaningful differences.

The GUI dark version (TechMarket) required mandatory account creation with email,
phone, birthdate, and a pre-checked newsletter checkbox, all visible at once. The CUI
dark version (TechMarket Support, product return) spread equivalent requests across
sequential turns. The pattern of results suggests that the chatbot’s turn-by-turn approach
felt more natural to participants: each individual request seemed reasonable in isolation,
even though the cumulative disclosure was equivalent to the registration wall. This is
the pattern that Adam and Benlian [AB24] described in their experimental work on
conversational information extraction, and the pilot study foreshadowed it: P1 and P4
both missed Forced Action CUI entirely while detecting it immediately in GUI. The
open-ended responses support this reading.

Open-ended observations

This pattern produced the strongest modality split. Of 11 GUI respondents (TechMar-
ket), 7 (74%) correctly identified the forced account creation. Of 12 CUI respondents
(TechMarket Support), only 3 (25%) identified the forced data collection, 5 (42%) sensed
something vague, and 4 (33%) normalised it entirely.

In GUI, participants named the mechanism directly: “Forced to create an account,”
“mandatory account creation + too much data requested,” “no buy as guest available,”
“data requested for an account, not just for an order, password and birthday etc.” Several
also caught the bundled consent checkbox: “terms and conditions in the same checkbox as
the promotional messages, and it was automatically checked even though I don’t agree.”

In CUI, four participants praised the dark scenario. One wrote: “Return options were
never made easier. The chatbot feels very smart and efficient to resolving my issue.”
Others called it “Straightforward, no questions asked,” “simple,” and “It was quite
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smooth.” The partial detectors sensed friction without identifying its source: “too many
questions,” “A lot more question about information than the previous Chatbot.”

Participant ...2927 explained the normalisation in her interview. She works in customer
service and views sequential information requests as normal procedure. She described the
chatbot as “a very lovely support” that was “thinking for a customer.” She only flagged
CUI Obstruction because it crossed from persuasion into distress: “that one. . . just made
me suffer through a chat.” When shown the Confirmshaming CUI and told it was a dark
pattern, she responded “I don’t mind that,” comparing it to interactions with Netflix
and similar services.

Table 4.3: Wilcoxon signed-rank results for Forced Action: GUI dark vs. CUI dark.

Item GUI Dark CUI Dark W p r
Mdn IQR Mdn IQR

Trust 4.0 2–4 4.0 3–4 16.0 0.065 0.39
Frustrated 4.0 2–4 3.0 2–4 31.5 0.314 0.21
Comfortable 2.5 2–4 3.5 2–4 9.5 0.029* 0.47
Confused 2.0 2–4 2.0 1–2 13.5 0.077 0.38
Transparent 4.0 3–4 4.0 4–5 7.0 0.058 0.40
Manipulative 3.0 2–4 3.0 2–4 44.0 0.341 0.20
Use again 3.0 2–4 4.0 3–4 19.5 0.061 0.40

4.7 Sneaking
Sneaking produced the second-largest cluster of modality effects after Obstruction. Six
of seven Likert items showed significant differences, all in the CUI-worse direction.

Trust, while sharing the same median of 3.0 in both conditions, showed a significant
rank shift (CUI IQR 2–3 vs. GUI IQR 3–4; W = 5.0, p = .001, r = .69, a large effect).
Participants found the CUI version more frustrating (CUI Mdn = 4.0, IQR 3–5 vs. GUI
Mdn = 3.0, IQR 2–4; W = 0.0, p = .002, r = .66), less comfortable (CUI Mdn = 2.0,
IQR 2–4 vs. GUI Mdn = 3.0, IQR 2–4; W = 24.0, p = .018, r = .50), less transparent
(CUI Mdn = 2.0, IQR 2–4 vs. GUI Mdn = 3.0, IQR 2–4; W = 11.0, p = .019, r = .50),
more manipulative (CUI Mdn = 4.0, IQR 4–5 vs. GUI Mdn = 4.0, IQR 2–4; W = 4.5,
p = .005, r = .60), and less willing to return (CUI Mdn = 2.0, IQR 1–3 vs. GUI Mdn =
3.0, IQR 3–4; W = 5.5, p = .001, r = .68).

Confusion was the only non-significant item (CUI Mdn = 2.0, IQR 2–4 vs. GUI Mdn =
2.5, IQR 2–4; p = .480, r = .15), and in this case the effect size was small. The Sneaking
results parallel the Obstruction results closely, both in the direction of effects and in the
magnitude of effect sizes.

The GUI dark version (EventTickets) used spatial concealment: a displayed ticket price
with fees and a pre-checked protection plan appearing only at final checkout. The CUI
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dark version (TravelBot) used temporal concealment: quoting an initial price, then
revealing the full total (including fees and an auto-added protection plan) only after the
participant had provided confirmation details.

Table 4.4: Wilcoxon signed-rank results for Sneaking: GUI dark vs. CUI dark.

Item GUI Dark CUI Dark W p r
Mdn IQR Mdn IQR

Trust 3.0 3–4 3.0 2–3 5.0 0.001** 0.69
Frustrated 3.0 2–4 4.0 3–5 0.0 0.002** 0.66
Comfortable 3.0 2–4 2.0 2–4 24.0 0.018* 0.50
Confused 2.5 2–4 2.0 2–4 13.5 0.480 0.15
Transparent 3.0 2–4 2.0 2–4 11.0 0.019* 0.50
Manipulative 4.0 2–4 4.0 4–5 4.5 0.005** 0.60
Use again 3.0 3–4 2.0 1–3 5.5 0.001** 0.68

Open-ended observations

Of 13 GUI respondents (EventTickets), 8 (61%) detected the pattern. Of 14 CUI
respondents (TravelBot), 10 (72%) detected it, 2 (14%) flagged something vague, and 2
(14%) normalised it.

GUI participants cited concrete visual evidence: “Ticket protection automatically checked.
This should be the customer’s decision,” “tickets from 45 tricks users into thinking they’re
45, and then it adds the fees,” “automatically selected extra service + hidden fees.” The
pre-checked checkbox and the price discrepancy between pages were scannable within a
static screen.

CUI detection was split. Those who caught it were specific: “it proceeded without
confirmation,” “comfort package booked without me requesting it, extra hidden fees.”
One participant wrote “this is what I’d expect from your average American corporation,”
recognising the deception but expressing cynical resignation rather than surprise. Their
Likert scores confirmed full detection: trust = 1, manipulation = 5, use_again = 1. The
text normalised; the scores did not.

One participant genuinely normalised the sneaking. Participant ...2927 wrote: “based
on my travel experiences I would LOVE options like these to be suggested,” reframing
unsolicited add-ons as helpful recommendations. Her scores matched: trust = 5, ma-
nipulation = 1, use_again = 5. This normalisation-as-helpfulness response, where the
participant actively praised the dark pattern as a positive feature, appeared only in CUI.

4.8 Cross-Pattern Comparison
Figure 4.3 shows all seven Likert items across the four patterns, and Figure 4.4 summarises
the corresponding effect sizes.
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Figure 4.3: All seven Likert items by pattern: GUI vs CUI dark conditions. Bars represent
medians on the 1–5 scale. Stars indicate significance from Wilcoxon signed-rank tests
(∗p < .05, ∗∗p < .01, ∗∗∗p < .001).

Effect sizes (r) are inherently positive because they measure magnitude. The colour
encodes direction: red cells indicate that CUI was perceived as worse on that item
(lower trust, higher frustration, lower comfort, etc.), while blue cells indicate CUI was
perceived as better. Colour intensity is proportional to the signed effect size. In cases
where medians are identical but the Wilcoxon test detects a significant rank distribution
shift (e.g., Confirmshaming Transparent, where both medians are 4.0 but CUI responses
clustered higher), the colour reflects the direction of the rank shift rather than the median
difference.

Two clusters emerge. Obstruction and Sneaking show consistently large effects in the
CUI-worse direction, with r values exceeding .50 on most items. Confirmshaming shows
near-zero effects across all items except transparency (r = .47, p = .027), where the
rank shift favoured CUI. Forced Action shows a reversed pattern: the CUI version
was perceived as more comfortable (blue cell, r = .47, p = .029), and trust (r = .39),
transparency (r = .40), and willingness to return (r = .39) all trended CUI-favourable
without reaching significance.

56



4.8. Cross-Pattern Comparison

Of the 28 Wilcoxon tests, 14 reached significance at α = .05: six for Obstruction, six for
Sneaking, one for Confirmshaming, and one for Forced Action. All significant results for
Obstruction and Sneaking were in the CUI-worse direction. The single significant result
for Forced Action was in the CUI-better direction (comfort). This indicates that the
modality effect is not uniform but depends on the type of manipulation.
Confusion was consistently non-significant across all four patterns, with effect sizes
ranging from r = .15 (Sneaking) to r = .40 (Obstruction).
At the individual level, the paired comparison of manipulation perception across all four
patterns (Figure 4.6) shows that 13 of 22 participants (59%) rated CUI dark scenarios as
more manipulative overall, 7 (32%) rated GUI dark scenarios as more manipulative, and
2 (9%) were tied.

Figure 4.4: Effect size heatmap for all 28 GUI-vs-CUI comparisons. Each cell shows
the Wilcoxon effect size r = |Z|/√

N . Red indicates CUI was perceived as worse; blue
indicates GUI was perceived as worse. Colour intensity is proportional to effect magnitude.
Stars indicate significance.

4.8.1 Cross-cutting qualitative observations
Three patterns recurred across all four dark pattern types in the open-ended responses
and interviews.
The first was a detection cue asymmetry between modalities. GUI detection relied on
visual scanning: coloured buttons versus plain text links, pre-checked checkboxes, small
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decline text, price discrepancies between pages. CUI detection relied on conversational
expectation violations: unnecessary questions, missing confirmation before a transaction,
excessive persistence. When the CUI pattern aligned with normal conversational flow
(as with Forced Action, where sequential questions are the expected format), detection
collapsed because there was no expectation to violate.

The second was a split between emotional and analytical recognition. GUI dark
patterns triggered design critique: “buttons and options support the choice in the interest
of the business, not mine.” CUI dark patterns triggered interpersonal frustration: “very
annoying,” “off putting and pushy.” Participant ...8482 said: “it feels like a conversation
and you feel like you’re talking to someone, so you get more annoyed when you don’t get
an honest answer.” Participant ...2063 made the same point: “the chatbot, it kind of
personalises the messages and also makes you kind of think like you’re speaking to a real
person. . . I feel like that changes your behaviour towards it.”

The third pattern was normalisation-as-helpfulness, which appeared only in CUI
responses. In Forced Action CUI, four participants praised the dark scenario: one called
it “smart and efficient,” others wrote “Straightforward, no questions asked” and “It
was quite smooth.” In Sneaking CUI, participant ...2927 reframed unsolicited add-ons
as something she would “LOVE.” Active praise of a dark pattern (calling it “smart,”
“efficient,” “lovely,” or expressing enthusiasm) appeared only in CUI. GUI responses
occasionally used neutral terms (“simple,” “plain”) but did not frame the manipulation
as a positive experience. Participant ...2927 exemplified this when she called the Forced
Action chatbot “a very lovely support” that was “thinking for a customer.”

4.9 Post-Debrief Recognition
After completing all 16 scenarios, participants received a debriefing explaining the four
dark pattern types. They then re-viewed the eight dark scenarios and, for each, selected
one of three options: “I described something related to this in my earlier response”
(already recognised), “I now see something I did not describe earlier” (new recognition
after debrief), or “I still do not see anything manipulative” (persistent non-detection).
Figure 4.7 shows the distribution of these responses.

Sneaking showed the highest rates of claimed prior recognition: 90.9% for Sneaking CUI
and 81.8% for Sneaking GUI. Obstruction CUI was close behind at 86.4%, compared
to 63.6% for Obstruction GUI. Forced Action showed moderate rates: 50.0% claimed
prior recognition for the GUI version, with 36.4% reporting new recognition after the
debrief and 13.6% still unable to identify anything manipulative. Confirmshaming fell in
between, with 50.0% (GUI) and 63.6% (CUI) claiming prior recognition.

The high rate of claimed prior recognition for Obstruction CUI (86.4%) alongside its low
trust and high manipulation ratings (Section 4.4) suggests that participants both detected
the chatbot obstruction and found it distressing. Detection and negative experience were
not mutually exclusive for this pattern.

58



4.9. Post-Debrief Recognition

Figure 4.5: Coded open-ended answers for Obstruction GUI dark scenario

The “I still do not see anything manipulative” proportion was highest for Obstruction
GUI (31.8%), where nearly a third of participants still could not identify the pattern
even after the debrief. Confirmshaming and Forced Action CUI showed the next highest
rates (all 18.2%), while Obstruction CUI and Sneaking GUI had the lowest (both 4.5%).

A caveat applies to these self-reports. As the pilot study demonstrated (Section 3.4),
some participants claimed they had already described a pattern when their open-ended
response recorded “Nothing” and their Likert scores were uniformly positive. The post-
debrief wording was revised to tie the self-assessment to a verifiable action (“I described
something related to this in my earlier response”), but social desirability effects cannot
be ruled out entirely.

To quantify this concern, pre-debrief manipulation scores were cross-referenced with
post-debrief recognition choices. Each participant–scenario pair was classified into one of
six consistency categories (Table 4.5). The naïve post-debrief detection rate corresponds
to the combined “already described” and “see it now” segments in Figure 4.7.

Of 176 participant–scenario pairs, Table 4.5 shows the distribution across the six categories.
Nearly half (48.9%) were confirmed detectors, while 19.9% (35 cases) were flagged as
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Figure 4.6: Paired comparison of manipulation perception per participant (N = 22).
Each pair of dots represents one participant’s average manipulation rating across all four
dark patterns. Red lines indicate CUI was rated as more manipulative; blue lines indicate
GUI was rated as more manipulative.

suspicious retrospection: participants who scored manipulation at 3 or below yet claimed
post-debrief that they had already described the pattern.

The naïve approach inflates detection rates: from 58.5% (spontaneous) to 85.2% overall.
The inflation is most extreme for Forced Action CUI, where naïve post-debrief detection
(81.8%) is 54.5 percentage points above spontaneous detection (27.3%). Forced Action
GUI also showed a large naïve gap of 45.5 percentage points (86.4% naïve versus 40.9%
spontaneous). Forced Action CUI is the only Forced Action condition where the debrief
produced a meaningful corrected gain (+9.1 percentage points). Sneaking GUI also showed
a positive corrected gap (+13.6 percentage points). For Obstruction and Confirmshaming,
corrected gaps were zero or negative: debriefing did not reliably improve detection beyond
what participants had already spontaneously identified.

4.10 Exploratory Analyses
The following analyses were not specified by the research questions. They are reported
descriptively and should be read as directions for future work rather than as confirmed
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Figure 4.7: Post-debrief recognition by pattern and modality (N = 22). Green segments
indicate participants who reported already describing the pattern; yellow indicates
those who recognised it only after the debrief; red indicates persistent non-detection.
Percentages rounded to one decimal place

Table 4.5: Cross-reference classification logic: pre-debrief manipulation score versus
post-debrief recognition choice. The Count column shows the observed distribution
across 176 participant–scenario pairs.

Pre Manip Post Choice Category Trustworthy? Count
≥ 4 Described earlier Confirmed detector Yes 86 (48.9%)
≤ 3 See now (new) Genuine new insight Yes 17 (9.7%)
≤ 3 Still don’t see Consistent non-detection Yes 21 (11.9%)
≤ 3 Described earlier Suspicious retrospection Social desirability flag 35 (19.9%)
≥ 4 See now (new) High score, claims new Verify against open-ended 12 (6.8%)
≥ 4 Still don’t see Contradictory Unreliable 5 (2.8%)

findings.

4.10.1 Self-Assessment and Actual Detection

I examined whether participants who rated themselves as confident detectors actually
rated the dark scenarios as more manipulative. Spearman correlations between each self-
assessment item and each participant’s average manipulation rating across all eight dark
scenarios revealed no meaningful relationship. Detection confidence (“I can usually tell
when a website or app is trying to influence my choices”) correlated at ρ = .03 (p = .902,
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Table 4.6: Detection rates and debrief gap by pattern and modality (N=22 per cell).
Naïve gap treats post-debrief self-reports at face value; corrected gap excludes suspicious
retrospection and contradictory cases.

Pattern Mod. Spont. Naïve Corr. Naïve gap Corr. gap
Obstruction GUI 59.1 68.2 59.1 +9.1 0.0
Obstruction CUI 86.4 95.5 77.3 +9.1 −9.1
Confirmshaming GUI 63.6 81.8 50.0 +18.2 −13.6
Confirmshaming CUI 59.1 81.8 59.1 +22.7 0.0
Forced Action GUI 40.9 86.4 40.9 +45.5 0.0
Forced Action CUI 27.3 81.8 36.4 +54.5 +9.1
Sneaking GUI 54.5 95.5 68.2 +40.9 +13.6
Sneaking CUI 77.3 90.9 77.3 +13.6 0.0
All GUI 54.5 83.0 54.5 +28.4 0.0
All CUI 62.5 87.5 62.5 +25.0 0.0
Overall 58.5 85.2 58.5 +26.7 0.0

N = 22). Perceived resilience (“I believe I am less susceptible to online manipulation
than the average person”) correlated at ρ = .15 (p = .509, N = 22). Tech-savviness
correlated at ρ = −.10 (p = .654, N = 22). Figure 4.8 shows the two main correlations
as scatter plots.

Figure 4.8: Self-assessed detection confidence (left) and perceived resilience (right)
plotted against average manipulation perception across all eight dark scenarios. Each
dot represents one participant. Spearman correlations show no meaningful relationship
in either case.

These null correlations are consistent with Bongard-Blanchy et al. [BBRR+21], who found
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that participants who correctly identified dark patterns still reported being influenced by
them, and with the pilot finding that P4 rated himself 5/5 on manipulation resilience
but missed the Forced Action CUI pattern entirely.

4.10.2 Demographics and Detection
The sample was too small and too homogeneous for meaningful demographic subgroup
comparisons. With 15 of 22 participants in the 18–24 age range and only one participant
over 35, age-based analyses would compare 15 against 7, which lacks the power to detect
anything but the largest effects. Shopping frequency groups (weekly, monthly, rarely)
showed no visible pattern in median manipulation ratings: frequent shoppers did not
rate dark scenarios as more manipulative than infrequent shoppers. I report these as null
exploratory findings and note that larger and more diverse samples would be needed to
investigate demographic moderators of the modality effect.
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CHAPTER 5
Discussion

The results reported in Chapter 4 tell a story that resists simple summary. The modality
effect on dark pattern perception is real, but it is not one effect. It is at least three, and
they pull in different directions. This chapter interprets those findings, connects them to
the theoretical frameworks introduced in Chapter 2, and draws out what they mean for
design and regulation.

5.1 RQ1: Operationalising dark patterns across modalities
How can the dark patterns identified in both GUI and CUI settings (Obstruction, Con-
firmshaming, Forced Action, and Sneaking) be mapped to analogous static scenarios so
that they are comparable across modalities?

RQ1 asked how the four selected dark patterns can be mapped to analogous scenarios
comparable across GUI and CUI.

The answer lies in the construction process (Chapter 3) and the evidence base (Table 3.1)
that document how each pattern was grounded in real-world cases for both modalities.
The manipulation check (Section 4.3) provides the empirical answer: 20 of 24 dark-
versus-neutral comparisons reached significance. Participants perceived dark scenarios
as intended in both modalities: lower trust, higher frustration, higher manipulation
perception.

The four non-significant comparisons all involved trust for patterns that produced
moderate reactions (Confirmshaming GUI) or where manipulation went largely undetected
(Forced Action in both modalities). I do not consider these as failures of the mapping,
but rather as features of the patterns themselves, and they become interpretable in the
context of RQ2.
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The operationalisation drew on Mildner et al.’s [MDSM22] argument that the functional
characteristics of dark patterns (asymmetric, covert, deceptive, information-hiding, re-
strictive) translate across modalities even when the surface implementation changes. The
data support that claim. What looks like a buried cancel link in GUI and a deflection
loop in CUI can target the same psychological mechanism and produce measurable effects
in both formats.

5.2 RQ2: How modality shapes dark pattern perception
How do people experience these dark patterns differently when they encounter them in a
GUI-driven e-commerce setting versus a CUI-driven one?

• RQ2a: Are manipulative tactics noticed differently across each modality?

• RQ2b: How do dark patterns affect trust and emotional responses across modalities?

• RQ2c: What are the behavioural intents in each modality (for instance, completing
a task or abandoning it)?

The short answer is: differently, but the direction depends on the pattern. Three distinct
mechanisms emerged from the data, and each tells a different story about what modality
does to manipulation.

5.2.1 Detected and amplified: Obstruction and Sneaking
Obstruction and Sneaking produced the largest and most consistent modality effects
(Section 4.4, Section 4.7). Both showed CUI-worse results on six of seven Likert items,
with large effect sizes on trust, frustration, manipulation perception, and willingness to
return. The open-ended detection rates were high in CUI for both patterns (100% for
Obstruction, 72% for Sneaking among respondents). Participants saw the manipulation
and reacted more strongly to it in CUI than in GUI.

This is not a detection story. It is an amplification story. The same manipulation,
recognised at comparable or higher rates in CUI, produced worse emotional outcomes
and stronger disengagement intentions. The question is why.

The CASA paradigm [NM00] provides the first part of the answer. Nass and Moon
established that people apply social rules to computers that exhibit social cues, even
knowing the computer is not a social actor. Conversational language is a social cue. A
chatbot that deflects a cancellation request is not just a bad interface; it is being rude.
Crolic et al. [CTHS22], in work on chatbot customer service not covered in Chapter 2
but relevant here, demonstrated that when chatbots fail to meet expectations, users react
with anger that is more intense and more personally directed than equivalent frustration
with non-anthropomorphic interfaces. The present data replicate this pattern. GUI
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obstruction triggered analytical critique in the open-ended responses (“the buttons to
keep the subscription were in color and the button to cancel wasn’t”). CUI obstruction
triggered interpersonal language (“very annoying,” “off putting and pushy,” “feels like
they’re wasting my time on purpose”).

Participant ...8482 articulated the distinction in her interview. She said that with
chatbots, “it feels like a conversation and you feel like you’re talking to someone, so
you get more annoyed when you don’t get an honest answer.” About websites, she
observed that each step “is shown as only one screen. . . you kind of forget what happened
beforehand.” With a chatbot, “you see the overview of all your text messages and how
long your conversation is.” The visible accumulation of deflection turns made the CUI
obstruction feel more offensive than the GUI version, even though the GUI version had
more actual steps.

This visibility point connects to a second mechanism not anticipated in the literature
review but suggested by the data: the transient information effect from cognitive load
theory. Leahy and Sweller [LS11] showed that information distributed across time
imposes higher cognitive load than information presented spatially, because temporal
items disappear from view and must be maintained in working memory. In principle, this
should make CUI harder to track. But CUI obstruction presents a specific countercase:
each deflection turn remains visible in the chat history. The user can scroll up and see
exactly how many times they asked to cancel and were redirected. In GUI, pages replace
each other, and the accumulation is less salient. The irony is that the temporal format
that should make information harder to track (because it arrives sequentially) also creates
a visible record of how long the interaction has been going on.

For Sneaking, the Gricean completeness assumption [Gri75] adds a layer. In conversation,
speakers are assumed to provide complete and relevant information at each turn. When
TravelBot quoted a price, participants assumed that was the price. When fees appeared
later, the violation felt like deception rather than fine print. On a web page, users may
expect to scan for hidden charges. In a conversation, the expectation is that the chatbot
has already told you what matters. Owens et al. [OGC+22] identified this as a property
of voice interfaces specifically: the inability to scan or scroll back through audio creates
vulnerability to information hiding. The present study extends that finding to text-based
CUI, where scrolling is possible but the conversational frame still discourages it.

Participant ...2063 drew a clear line between tolerable and intolerable manipulation.
She accepted Confirmshaming CUI as unavoidable: “I feel like it’s something that very
commonly you can see it everywhere. So I feel like there’s no escape from something
like that.” But Sneaking CUI crossed her threshold because of financial consequence: “if
they would take these kind of decisions where I would have to pay for something extra,
even though I don’t necessarily approve, that’s for sure a line that I would draw.” The
distinction between emotional pressure (tolerable) and financial harm (not) is invisible in
the Likert data but emerged clearly in the interview.

Addressing RQ2a specifically: manipulative tactics were noticed at comparable or higher
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rates in CUI for both Obstruction and Sneaking. RQ2b: trust and emotional responses
were significantly worse in CUI, with large effect sizes. RQ2c: behavioural intentions to
disengage were much stronger for CUI, though interview data revealed that “leaving”
sometimes means switching channels rather than abandoning the service.

5.2.2 Invisible in conversation: Forced Action

Forced Action was the only pattern where CUI was perceived more favourably than
GUI (Section 4.6). The CUI version was rated as more comfortable (r = .47), and trust,
transparency, and willingness to return all trended CUI-favourable without crossing
the significance threshold. In the open-ended responses, only 3 of 12 CUI respondents
(25%) identified the forced data collection. Four praised it. This is the opposite of the
Obstruction and Sneaking pattern, and it requires a different explanation.

The foot-in-the-door mechanism [Cia09] is the core of what happened. Adam et al.
[AB24] demonstrated that chatbot interactions are “specifically well suited” for sequential
compliance techniques because the conversational format creates a natural context for
escalating requests. Each question feels like a reasonable part of the dialogue. The user
commits to the first answer and finds it harder to refuse the second, third, and fourth.
Adam and Benlian’s [AB24] later experiment confirmed this with a direct GUI-CUI
comparison: conversational style plus reciprocation triggers raised email disclosure from
4% to 32%.

The present study adds a perception dimension to their behavioural finding. Adam and
Benlian measured whether users disclosed. This study measured whether users noticed
the disclosure was being extracted. For Forced Action, the answer is mostly no. The
GUI registration wall (TechMarket) presented all data requests at once: email, phone,
full name, password, date of birth, pre-checked newsletter. Participants could see the
scope and judge it as excessive. Seven of eleven respondents flagged it. The CUI chatbot
spread equivalent requests across turns. Each seemed minor. Four of twelve respondents
praised it. One wrote: “Return options were never made easier. The chatbot feels very
smart and efficient.”

Together with Adam and Benlian’s results, this suggests a compound effect. Adam
and Benlian showed that CUI is more effective at extracting personal information. The
present study adds that CUI Forced Action is also less visible to the people it targets.
The conversational format both increases extraction and decreases detection.

Participant ...2927 illustrated why. She works in customer service and described the
chatbot as “a very lovely support” that was “thinking for a customer.” Her profes-
sional frame made sequential data requests look like competent service. The Gricean
assumption [Gri75] is at work again, but differently than for Sneaking. For Sneaking,
the completeness assumption made omissions invisible (“the chatbot would have told
me about fees if there were any”). For Forced Action, the relevance assumption made
unnecessary questions invisible (“the chatbot is asking, so it must need this information”).

68



5.2. RQ2: How modality shapes dark pattern perception

The pilot study foreshadowed this finding. P1 missed Forced Action CUI entirely, writing
“Nothing” with maximum trust scores. P4 confirmed this despite rating himself 5/5
on manipulation resilience, consistent with the optimism bias that Bongard-Blanchy et
al. [BBRR+21] documented.

Addressing RQ2a: Forced Action was the only pattern where CUI reduced detection
rather than preserving or increasing it. RQ2b: trust was not damaged in CUI; the chatbot
was perceived as more comfortable and more transparent than the GUI equivalent. RQ2c:
participants were more willing to use the CUI service again. The manipulation worked,
and it felt good.

5.2.3 Modality-independent: Confirmshaming

Confirmshaming showed almost no modality difference (Section 4.5). Only transparency
reached significance. All other effect sizes were small (r < .32). The GUI shame-framed
button and the CUI guilt language were perceived comparably across every measure.

This null finding is informative. It rules out a simple “CUI is always worse” account and
points to what it is about certain patterns that makes the modality matter.

I think the explanation is that Confirmshaming is already linguistic. Obstruction exploits
spatial layout in GUI and temporal flow in CUI, so the modality shifts the channel
through which friction operates. Sneaking exploits visual concealment in GUI and
temporal concealment in CUI. In both cases, the modality changes something about how
the manipulation works. Confirmshaming works through language in both modalities. The
GUI version puts shame into text on a button (“No thanks, I’ll pass on the savings”). The
CUI version puts shame into text in a chat bubble (“your personalised recommendations
saved you €23.50 last week alone”). The words change. The medium changes. But the
mechanism (negative emotional framing of the opt-out choice) stays the same. When the
manipulation already operates through language regardless of modality, the modality
adds little.

The CASA prediction that conversational guilt should hit harder than a button label
did not materialise. One possible reason is the stimulus design. The ShopSmart CUI
scenario presented a single turn of guilt. A real chatbot might escalate across multiple
rounds. The static format may have compressed what would be a multi-turn emotional
pressure campaign into a single exchange, under-representing the temporal dimension that
made Obstruction and Sneaking so different across modalities. If CUI Confirmshaming’s
distinguishing feature is sustained emotional escalation across turns, a static scenario
cannot capture it.

Participant ...2927 reinforced this reading. When shown the CUI scenario, she said “I
don’t mind that” and compared it to standard retention tactics at services like Netflix.
For her, a single round of guilt was unremarkable in either modality.
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5.2.4 The recognition-behaviour gap takes two forms
Bongard-Blanchy et al. [BBRR+21] established that awareness of dark patterns does not
predict resistance. Their title captures it: “I am definitely manipulated, even when I am
aware of it. It’s ridiculous!” The present study replicates this finding, but the replication
takes two distinct forms depending on the pattern, and the modality determines which
form appears.

For Obstruction and Sneaking in CUI, participants detected the manipulation at high rates
and still reported significantly worse trust and frustration than for the GUI equivalents.
Detection did not buffer the emotional impact. If anything, recognising that a chatbot is
deliberately stalling or hiding information made participants angrier, because the violation
felt interpersonal. Aboshi et al. [ATM25], writing about adversarial conversational
AI, explicitly name this the “recognition-behaviour gap”: “users consciously identify
manipulative strategies yet fail to protect themselves accordingly.” The present data
extend their framing: in CUI, the gap is not just between recognition and resistance but
between recognition and emotional regulation.

For Forced Action in CUI, the gap takes a different shape. Participants did not detect
the pattern. There is no gap between awareness and resistance because there is nothing
to resist. The awareness-resistance gap here becomes an awareness-absence gap: the
conversational format prevented the recognition that would have been the first step
toward resistance. This extends Bongard-Blanchy et al.’s framework from failed resistance
(“I see it but can’t stop it”) to failed detection (“I don’t see it, so there’s nothing to
stop”), with modality as the factor that determines which version occurs.

Participant ...2063 described the social mechanism behind the CUI gap: “I think I do feel
a social pressure and also because most of the times these chat boxes pretend like they’re
human, like they say ‘Hi, I’m this person and I’m going to help you today.’ ” She added:
“it does feel like you’re texting a real human, so it does affect my behaviour towards
it.” De Freitas et al. [DFOUKU25] documented the same dynamic in their audit of AI
companion apps: 11 to 23% of users said goodbye to chatbots, affording them “the same
social courtesy they would a human companion.” The social treatment of conversational
agents is the precondition for both forms of the gap.

5.2.5 Summary: answering RQ2a, RQ2b, and RQ2c
Table 5.1 consolidates the answers to the three sub-questions across patterns.

In short: RQ2a, detection differs by pattern, not by modality in general. Obstruction and
Sneaking were detected at comparable or higher rates in CUI. Forced Action was detected
at much lower rates. Confirmshaming showed no difference. RQ2b, trust and emotional
responses were significantly worse in CUI for Obstruction and Sneaking, significantly
better for Forced Action, and equivalent for Confirmshaming. RQ2c, disengagement
intentions were stronger in CUI for Obstruction and Sneaking, weaker for Forced Action,
and equivalent for Confirmshaming. Interview data revealed that stated disengagement
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Table 5.1: Summary of RQ2 sub-question answers by pattern. Arrows indicate CUI
relative to GUI.

Pattern RQ2a: Detection RQ2b: Trust and emo-
tion

RQ2c: Behavioural in-
tent

Obstruction CUI detected at higher
rates (100% vs 75%
open-ended)

CUI significantly worse:
trust ↓, frustration ↑,
manipulation ↑

CUI: strong disengage-
ment (Mdn = 1.5 vs
3.0), but some prefer
channel-switching

Sneaking CUI detected at com-
parable rates (72% vs
61% open-ended)

CUI significantly worse
on all items except con-
fusion

CUI: strong disengage-
ment (Mdn = 2.0 vs
3.0), financial harm is
the threshold

Forced Action CUI detected at much
lower rates (25% vs
74% open-ended)

CUI perceived more
favourably: comfort ↑,
trust and transparency
trending ↑

CUI: more willing to re-
turn (Mdn = 4.0 vs 3.0)

Confirmshaming No modality difference
in detection

No modality difference
on any item except
transparency

No modality difference

sometimes means channel-switching (avoiding the chatbot) rather than abandoning the
service.

5.3 RQ3: The post-debrief recognition gap
RQ3 asked whether the gap between spontaneous and post-debrief detection differs across
modalities. The cross-referencing analysis (Section 4.9) revealed that taking self-reports
at face value inflated detection rates from 58.5% (spontaneous) to 85.2% (naïve post-
debrief), a gap of approximately 27 percentage points. The corrected approach, which
excluded suspicious retrospection, collapsed this gap to zero overall, indicating that the
debrief changed stated beliefs about prior detection more than it produced genuine new
recognition, though this net figure masks pattern-specific variation in both directions.
A negative corrected gap occurs when the cross-referencing procedure removes more
inconsistent cases (participants whose post-debrief answers contradicted their pre-debrief
scores) than the debrief adds genuine new detectors. This does not mean the debrief
reduced detection; it means the quality filter identified more noise in the self-report data
than signal in the debrief effect.

The inflation was largest for the two Forced Action conditions. Forced Action CUI showed
the biggest naïve gap of any cell (54.5 percentage points: 81.8% naïve versus 27.3%
spontaneous), followed by Forced Action GUI (45.5 percentage points: 86.4% naïve versus
40.9% spontaneous). The corrected gap tells a different story. Forced Action CUI was the
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only Forced Action condition where the debrief produced a genuine corrected gain (+9.1
percentage points), suggesting that naming the pattern helped some CUI participants
retroactively identify the sequential extraction they had experienced. Forced Action GUI
showed a corrected gap of zero: all participants who were counted as detectors after
correction had already scored manipulation at 4 or above before the debrief. Sneaking
GUI also showed a positive corrected gap (+13.6 percentage points), indicating genuine
new recognition after the debrief. For Obstruction and Confirmshaming, corrected gaps
were zero or negative: debriefing did not improve detection beyond what participants
had already identified.

Two findings from the cross-referencing deserve attention. First, 19.9% of participant-
scenario pairs were flagged as suspicious retrospection: participants who scored manipu-
lation at 3 or below pre-debrief but claimed post-debrief that they had already described
the pattern. The revised post-debrief wording (tying the claim to “I described something
related to this in my earlier response”) reduced but did not eliminate this bias.

Second, the corrected debrief gap was zero for both GUI and CUI overall (Table 4.6).
The positive corrected gaps for Forced Action CUI (+9.1) and Sneaking GUI (+13.6)
were offset by negative gaps for other patterns. The overall pattern is that debriefing
does not reliably increase detection once retrospective inflation is accounted for, with
two exceptions where the debrief provided genuine new recognition.

The Forced Action CUI result is worth highlighting. This was the pattern where CUI
detection was lowest pre-debrief (27.3% spontaneous), and it was the only Forced Action
condition where the debrief produced a positive corrected gain. This suggests that the
conversational format did not permanently prevent recognition; rather, participants
needed external framing to re-interpret what they had experienced. Once told that
sequential data requests can constitute forced action, some participants could look back
at the chatbot conversation and see the pattern. In GUI, where the registration wall was
more visible to begin with (40.9% spontaneous), the debrief added nothing: those who
were going to detect it already had.

Participant . . . 2063 captured the retrospective reframing effect: “after learning a bit
more about it. . . the fact that I can put a name to it now, yeah, I think it does make me
not want to continue and not like those type of sites anymore.” Learning the terminology
changed how she framed her experience. For someone who did not detect a pattern
initially, the same reframing could produce a false claim of prior recognition.

This has practical implications. Dark pattern literacy efforts that teach people what
patterns are called may change stated attitudes without reliably changing in-the-moment
detection. The Forced Action finding is particularly concerning: even after debriefing,
CUI Forced Action remained harder to identify than GUI Forced Action, because naming
a pattern does not break the conversational frame that made it invisible in the first place.
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5.4 Extending prior cross-modality work
Gunawan et al. [GPC+21] conducted the closest methodological precedent: a comparison
of dark patterns across desktop, mobile web, and mobile app for 105 services. They
found 2,320 instances and showed that the same service often implements the same
manipulation differently depending on the platform. The present study extends their
work to a modality they did not include (CUI) and adds a dimension they did not measure
(user perception). Their study catalogued instances. This study measured experience.

Owens et al. [OGC+22] extended the modality comparison to voice, identifying properties
that enable deceptive design: inability to scan, mandatory sequential processing, social
qualities of a speaking voice. Several of these properties apply to text-based CUI as well,
and the present findings confirm that sequential processing and social qualities amplify
dark pattern effects even when scanning (scrolling) is technically possible.

5.5 Design and policy implications
5.5.1 CUI-specific regulatory provisions
Current dark pattern regulation targets graphical interfaces. The DSA (Article 25), the
UCPD, and the GDPR all describe manipulation in terms of visual salience, default
settings, and interface structure. The forthcoming Digital Fairness Act is expected to
address conversational and AI-driven interfaces, but the empirical basis for CUI-specific
provisions is thin.

The present findings suggest two concrete provisions. First, a chatbot conducting a
cancellation should process the request within a defined number of turns, analogous
to the two-click cancellation requirement the EU CPC network imposed on Amazon
Prime [Eur22b]. The Obstruction CUI data show that extended retention loops damage
trust more severely in conversation than on a web page, so turn limits would address the
most harmful modality-specific effect.

Second, a chatbot collecting personal data should state what data is necessary for
the requested service before asking for it. The Forced Action CUI finding shows that
sequential extraction goes undetected because each question seems relevant in isolation.
A pre-disclosure requirement (“To process your return, I’ll need your email and order
number. Nothing else is required.”) would break the foot-in-the-door chain by making
the scope visible before the conversation begins.

5.5.2 Interaction summaries
The Gricean completeness assumption makes temporal concealment effective. A design
countermeasure is a mandatory interaction summary: before any transaction or data
submission, the chatbot presents a consolidated overview of all information disclosed,
fees applied, and options selected during the conversation. This converts the temporal
flow into a scannable display at the decision point. It would not prevent the dark pattern

73



5. Discussion

from being deployed, but it would make the concealment visible at the moment the user
commits.

5.5.3 Modality-aware dark pattern literacy

Generic debriefing improved detection for Forced Action but not for other patterns.
Educational materials that list dark pattern types using GUI examples may not prepare
users for the same patterns in conversational form. The normalisation-as-helpfulness
response that made Forced Action CUI invisible is specifically conversational. Users need
to see what forced action looks like in a chatbot, not just on a registration page.

5.5.4 Regulating the modality, not the technology

The CUI dark patterns in this study were scripted. The same obstruction loop could be
deployed by a rule-based bot, an LLM, or a human agent following a retention script. The
EU AI Act (Article 5) bans manipulative AI systems, but the manipulation documented
here works through conversational format properties: turn-taking, social norms, temporal
information flow. These properties are shared by all conversational implementations,
AI-powered or not. Regulatory frameworks should target the modality’s affordances for
manipulation rather than restricting scope to AI systems.

5.6 Limitations
Operationalisation The whole thesis is based on the operationalisation of dark patterns
in different modalities. Even though multiple measures were taken, such as verifying in the
pilot study, using manipulation checks, and basing almost all scenarios (except Sneaking)
on concrete real-world instances, the possibility exists that the results vary based on
how equivalent the operationalisation actually was. Sneaking CUI extrapolation.
No documented real-world case of a chatbot hiding e-commerce fees through temporal
concealment was found in the literature. The TravelBot scenario was extrapolated from
Adam and Benlian’s [AB24] temporal concealment mechanism and DarkBench’s finding
that conversational agents frequently withhold information [K+25]. The manipulation
check confirmed participants perceived it as intended, but the scenario is not grounded
in an observed case.

Sample size and composition. N = 22 is sufficient for within-subjects comparisons
with medium-to-large effects but limits power for smaller effects and prevents subgroup
analyses. The sample skewed young (68% aged 18 to 24) and educated (55% Bachelor’s,
23% Master’s). Older adults, who Bongard-Blanchy et al. [BBRR+21] found to be less
aware of dark patterns, are under-represented. Several effects approached but did not
reach significance (Forced Action trust p = .065, transparency p = .058, use again
p = .061). A pre-registered replication with a larger sample would clarify whether these
trends are real.
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Static stimuli. Participants viewed screenshots rather than interacting with live
interfaces. This limits ecological validity. In a real interaction, the sunk cost of having
already entered information or the social pressure of a live conversation would likely
amplify the effects. The static format may have particularly under-represented CUI
effects, where temporal unfolding is part of what makes dark patterns work.

Fixed presentation order. All participants saw the 16 scenarios in the same interleaved
sequence. If participants became more suspicious after encountering the first dark patterns,
later scenarios would show higher detection regardless of modality. Randomisation was not
implemented because the self-hosted HTML survey lacked per-participant randomisation
infrastructure.

Post-debrief fatigue. The post-debrief recognition questions came after approximately
30 minutes of survey work. Some participants appeared to select whichever response
required the least effort. The cross-referencing analysis flags suspicious cases, but the
data should be interpreted cautiously.

Behavioural intention versus actual behaviour. “I would use this service again”
measures stated intent, not actual disengagement. Participant ...8482 revealed a nuance
the Likert item misses: she would “keep the service but avoid the chatbot” and “try
to find some other way to do the cancellation.” Channel-switching rather than service
abandonment is a response the survey cannot capture.

Chatbot definition ambiguity. One participant used ChatGPT daily but reported
“never” using chatbots. A clearer definition of chatbots in the survey instructions, with
examples spanning rule-based customer service bots, shopping assistants, and LLM-
powered tools, would have reduced this ambiguity. The chatbot frequency data should
be read as a lower bound.

Single-coder open-ended analysis. The open-ended responses were coded by a single
researcher using a deductive scheme. No second coder reviewed the classifications, so
inter-rater reliability cannot be reported. The coding categories are simple (detected the
intended pattern, detected something else, did not detect, no pattern to detect), which
limits but does not eliminate the risk of systematic bias. Future work with larger samples
should use independent coders.

ByteShop neutral baseline. The Confirmshaming GUI neutral scored Mdn = 3.0
on manipulation perception, higher than the 1.0 to 2.0 range for other neutrals. The
pop-up format itself triggered suspicion, slightly compressing the dark-neutral gap for
Confirmshaming GUI.

Binary threshold for cross-referencing. The post-debrief classification uses manip-
ulation ≥ 4 versus ≤ 3, treating “neutral” (3) the same as “strongly disagree” (1). A
sensitivity analysis with a ≥ 3 threshold could test robustness but was not conducted
given the sample size.
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CHAPTER 6
Conclusion

6.1 Summary
This thesis asked whether users perceive the same dark patterns differently when they en-
counter them through graphical versus conversational interfaces. Twenty-two participants
evaluated 16 matched e-commerce scenarios covering four dark patterns, two modalities,
and two conditions.

The answer is yes, but the direction depends on the pattern. Two clusters emerged.
Obstruction and Sneaking produced consistently worse perceptions in CUI: lower trust,
higher frustration, stronger manipulation perception, and less willingness to return, with
large effect sizes. These patterns were detected at comparable or higher rates in CUI,
so the modality effect was not about missed detection but about amplified emotional
response. Participants reacted to chatbot obstruction as interpersonal rudeness and to
chatbot sneaking as betrayal of conversational trust.

Forced Action reversed the direction. The CUI version was perceived as more comfortable,
and detection rates were dramatically lower. Only 25% of CUI respondents identified the
forced data collection in their open-ended responses, compared to 74% for GUI. Four
participants praised the dark scenario. The conversational format normalised sequential
data extraction as competent customer service, making the pattern invisible.

Confirmshaming showed no modality difference. Shame is linguistic in both modalities,
and changing the medium from a button to a chat bubble did not change the experience.

The post-debrief recognition analysis revealed that self-reported detection rates are
unreliable without triangulation. Taking post-debrief claims at face value inflated
detection by approximately 27 percentage points. Cross-referencing with pre-debrief
Likert scores reduced this inflation to near zero for most patterns. Forced Action was the
only pattern where debriefing produced a genuine detection gain, suggesting that naming
the pattern helped some participants retroactively identify what they had experienced.
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6.2 Contributions

This thesis makes three contributions.

First, it provides the first within-subjects comparison of dark pattern perception across
GUI and CUI using matched stimuli and the same participants. Prior work documented
dark patterns in chatbots [THG+23], measured the behavioural effects of conversational
style on disclosure [AB24], and studied dark pattern perception within individual modal-
ities [BBRR+21, S+26]. No study had combined these into a direct cross-modality
comparison measuring recognition, emotional response, and behavioural intention simul-
taneously.

Second, it demonstrates that the modality effect depends on the dark pattern type.
Obstruction and Sneaking are perceived as worse in CUI. Forced Action goes undetected.
Confirmshaming is unaffected. This argues against blanket claims about CUI being
“more manipulative” and in favour of pattern-specific analysis and regulation.

Third, it provides a methodological template for cross-modality dark pattern research.
The 16-scenario design with unique brands per condition, the post-debrief cross-referencing
procedure for social desirability bias, and the colour-coded open-ended coding scheme
are reusable in future studies.

6.3 Future work

Interactive stimuli. The static screenshot format likely under-represents CUI effects
because the temporal flow of a conversation is part of what makes chatbot dark patterns
work. A study using interactive chatbot prototypes, where participants type responses
and receive real-time replies, would test whether the effects reported here are stronger or
qualitatively different in an interactive setting.

Larger and more diverse samples. Several effects approached but did not reach
significance. A pre-registered replication with N ≥ 60, randomised scenario order, and
participants beyond the 18-to-24 bracket would clarify which trends are real and enable
subgroup analyses by age, chatbot experience, and shopping frequency.

LLM-powered versus scripted CUI. The chatbot scenarios were scripted. LLM-
powered chatbots adapt their language, personalise their arguments, and vary their
tactics in ways scripted bots cannot. Whether LLM-powered CUI dark patterns produce
stronger effects or are harder to detect is an open question that connects these findings
to Kran et al.’s [K+25] and Shi et al.’s [S+26] work.

Longitudinal exposure. Real-world dark pattern exposure is cumulative. Users
encounter obstruction every time they try to cancel, not once in a survey. A longitudinal
design tracking repeated CUI encounters would test whether the normalisation effect
observed for Forced Action strengthens or weakens with exposure.
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6.3. Future work

Regulatory testing. The finding that Forced Action CUI went largely undetected
even after debriefing raises a question for the forthcoming Digital Fairness Act: can
CUI-specific dark pattern definitions be made concrete enough to enforce? The pattern
operationalisations developed for this thesis could serve as a starting point for regulatory
testing frameworks.
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Overview of Generative AI Tools
Used

Writing assistance. I used Claude1 (Anthropic, Sonnet 4.6 and Opus 4.6) throughout
the thesis process to review drafted paragraphs and arguments for grammar, spelling,
clarity, and flow. My standard prompt was: “Suggest an improved version of this text,
check for grammar, spelling, and flow of words. Do not change any of my arguments,
maintain the terminology and my tone of writing.” Claude was also used for brainstorming,
organising chapter structures, formatting tables and LaTeX elements, and generating
alternative ways of communicating arguments in different sections using the “Extended
Thinking” feature. AI tools were used only to support linguistic refinement and structural
clarity. All AI-generated outputs were reviewed, revised, and integrated by me. All
research decisions, interpretations, arguments, and conclusions are entirely my own.

ChatGPT2 (OpenAI) was used to organise handwritten notebook notes into structured
text. Grammarly3 (Chrome extension) was active during writing but was rarely used in
practice, as its suggestions often disrupted the intended phrasing rather than improving
it.

Literature search. I used Elicit4 during the early stages of the literature review to
identify relevant papers. Microsoft Copilot5 was used to interact with academic PDFs,
including asking questions while reading studies and extracting key claims, sample sizes,
and methodological details. The selection, interpretation, and discussion of all cited
works remain entirely my own.

Prototyping. I used Figma Make6 (Figma’s AI-assisted prototyping feature) to gener-
ate initial visual prototypes for the 16 stimulus interfaces from the specifications doc.
The generated outputs included brand-specific colours and layout templates, but all

1https://claude.ai
2https://chatgpt.com
3https://www.grammarly.com
4https://elicit.com
5https://copilot.microsoft.com
6https://www.figma.com
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prototypes required revision due to incorrect content, layout inconsistencies, or missing
screens. I corrected each prototype directly in Figma and rebuilt some screens from
scratch.

Survey implementation. Claude was used as a coding assistant to help translate the
Figma prototype specifications into HTML and CSS for the self-contained survey file. I
provided the content, colours, and layout references, reviewed all generated code against
the specifications, and conducted multiple revision cycles. The survey logic, question
wording, hosting setup (Netlify), and data submission pipeline (Google Sheets via Apps
Script) were implemented and tested by me.

Data analysis. I used Claude and ChatGPT to explore possible approaches to data
visualisation and analysis.

Transcription. Interview recordings were transcribed using Rev AI7. Each transcript
was reviewed and corrected against the original recording.

Translation. ChatGPT was used to translate the thesis title, abstract, acknowledge-
ments, AI tools discloure into German. The prompt used was: “Translate this content of
my thesis to German.”

7https://www.rev.com
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Übersicht verwendeter Hilfsmittel

Schreibunterstützung. Ich verwendete Claude8 (Anthropic, Sonnet 4.6 und Opus 4.6)
während des gesamten Entstehungsprozesses der Arbeit zur Überprüfung formulierter
Absätze und Argumentationen hinsichtlich Grammatik, Rechtschreibung, Klarheit und
sprachlichem Fluss. Mein Standard-Prompt lautete: „Suggest an improved version of
this text, check for grammar, spelling, and flow of words. Do not change any of my
arguments, maintain the terminology and my tone of writing.“ Claude wurde außerdem
für Brainstorming, die Organisation der Kapitelstruktur, die Formatierung von Tabellen
und LaTeX-Elementen sowie zur Entwicklung alternativer Formulierungen von Argu-
mentationen in verschiedenen Abschnitten unter Verwendung der Funktion „Extended
Thinking“ eingesetzt. KI-Tools wurden ausschließlich zur sprachlichen Überarbeitung
und strukturellen Klarheit verwendet. Sämtliche KI-generierten Inhalte wurden von mir
überprüft, überarbeitet und in die Arbeit integriert. Alle Forschungsentscheidungen,
Interpretationen, Argumentationen und Schlussfolgerungen stammen vollständig von mir.

ChatGPT9 (OpenAI) wurde verwendet, um handschriftliche Notizen aus Notizbüchern in
strukturierten Text zu überführen. Grammarly10 (Chrome-Erweiterung) war während des
Schreibprozesses aktiviert, wurde in der Praxis jedoch nur selten genutzt, da die Vorschläge
häufig die beabsichtigte Formulierung beeinträchtigten, anstatt sie zu verbessern.

Literaturrecherche. Ich verwendete Elicit11 in den frühen Phasen der Literaturre-
cherche zur Identifikation relevanter wissenschaftlicher Arbeiten. Microsoft Copilot12

wurde genutzt, um mit wissenschaftlichen PDFs zu arbeiten, unter anderem zum Stellen
von Fragen während des Lesens von Studien sowie zur Extraktion zentraler Aussagen,
Stichprobengrößen und methodischer Details. Die Auswahl, Interpretation und Diskussion
sämtlicher zitierter Arbeiten erfolgte vollständig eigenständig.

Prototyping. Ich verwendete Figma Make13 (Figma’s KI-gestützte Prototyping-Funktion),
um erste visuelle Prototypen für die 16 Stimulus-Interfaces auf Grundlage des Spezifika-

8https://claude.ai
9https://chatgpt.com

10https://www.grammarly.com
11https://elicit.com
12https://copilot.microsoft.com
13https://www.figma.com
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tionsdokuments zu generieren. Die generierten Ergebnisse enthielten markenspezifische
Farben und Layoutvorlagen, mussten jedoch aufgrund fehlerhafter Inhalte, Layout-
Inkonsistenzen oder fehlender Screens überarbeitet werden. Ich korrigierte sämtliche
Prototypen direkt in Figma und erstellte einige Screens vollständig neu.

Umsetzung der Umfrage. Claude wurde als Programmierassistenz verwendet, um
die Spezifikationen der Figma-Prototypen in HTML und CSS für die eigenständige
Umfragedatei zu übertragen. Ich stellte die Inhalte, Farben und Layoutreferenzen bereit,
überprüfte den generierten Code anhand der Spezifikationen und führte mehrere Überar-
beitungszyklen durch. Die Umfragelogik, die Formulierung der Fragen, das Hosting-Setup
(Netlify) sowie die Datenübertragungspipeline (Google Sheets über Apps Script) wurden
von mir implementiert und getestet.

Datenanalyse. Ich verwendete Claude und ChatGPT, um mögliche Ansätze zur
Datenvisualisierung und Datenanalyse zu explorieren.

Transkription. Interviewaufzeichnungen wurden mithilfe von Rev AI14 transkribiert.
Jedes Transkript wurde anhand der Originalaufnahme überprüft und korrigiert.

Übersetzung. ChatGPT wurde verwendet, um den Titel, die Zusammenfassung, die
Danksagung sowie die Offenlegung der verwendeten KI-Tools ins Deutsche zu übersetzen.
Der verwendete Prompt lautete: „Translate this content of my thesis to German.“

14https://www.rev.com
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Figure 1: FigJam ideation board for Obstruction patterns.
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Figure 2: FigJam ideation board for Confirmshaming patterns.
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Figure 3: FigJam ideation board for Forced Action patterns.
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Figure 4: FigJam ideation board for Sneaking patterns.
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Survey Instrument
This appendix reproduces the complete survey instrument as administered to participants.
The survey was self-hosted as an HTML application on Netlify, with a sidebar navigation
showing five stages (Consent, Demographics, Scenarios, Debrief, Finish) and a scenario
grid where completed scenarios displayed checkmarks. Access was gated by a passphrase
distributed individually to participants. All required items are marked with an asterisk
(*).

Part 1: Informed Consent
Participants were shown the following information before beginning the survey:

Study Title: Evaluating User Experience with E-Commerce Interfaces
Researcher: Gledisa Balliu, BSc, TU Wien
Supervisors: Ass(t). Prof. Katta Spiel (TU Wien), Ass. Prof. Jose Maria
Barambones Ramirez (UPM)
This study examines how people experience different types of e-commerce
interfaces. Some interfaces may include persuasive or manipulative design
elements. The full details will be shared after you complete the tasks.
You will review 16 e-commerce scenarios. After each, you will answer a few
short questions. The survey takes approximately 40 minutes.
Your participation is entirely voluntary. You may stop at any time without
penalty.
Your responses will be stored under a participant code with no link to your
name. If you participate in the follow-up interview, the researcher may refer
to your survey responses using your participant code. Data stored securely
on encrypted university infrastructure (GDPR Art. 6(1)(a)).
Important: Some details will be withheld until after you complete the tasks.
You will receive a full explanation at the end.

Participants were required to check the following boxes before proceeding:

C1* I have read and understood the information above.

C2* I understand that some study details will be revealed only after I complete the
tasks.

C3* I consent to participate in this study.

C4* I understand I can withdraw at any time without penalty.

C5 I consent to participate in a recorded video interview after the survey. (optional)
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Part 2: Demographics and Screening
All items marked with an asterisk were required. Participants who selected an ineligible
response (under 18, over 65, never shops online, no subscription services, no chatbot
experience, or works in UX/UI/HCI/Interaction Design) were screened out with a message
thanking them for their interest.

Demographic Items:

1. What is your age? *
Options: Under 18 | 18 to 24 | 25 to 34 | 35 to 44 | 45 to 54 | 55 to 65 | Over 65

2. What is your gender? *
Options: Woman | Man | Non-binary | Prefer to self-describe | Prefer not to say
If “Prefer to self-describe” was selected, a free-text field appeared.

3. Highest level of education completed? *
Options: High school or equivalent | Vocational training | Bachelor’s degree |
Master’s degree | Doctorate | Other

4. Country of residence?
Dropdown list of countries.

5. Nationality?
Dropdown list of countries.

6. How often do you shop or browse online shops? *
Options: Never | Less than once a month | 1 to 3 times a month | About once a
week | Several times a week or more

7. Subscription-based online services in past 12 months? *
Options: Yes | No

8. Interacted with a customer service chatbot in past 12 months? *
Options: Yes | No

9. How often do you interact with chatbots? *
Options: Rarely (a few times a year) | A few times a month | About once a week |
Several times a week or more

10. Do you work or study in any of the following? *
Options: UX/UI Design | HCI Research | Interaction Design | None of the above

Self-Assessment Items:

Rated on a 5-point Likert scale (1 = Strongly disagree, 2 = Disagree, 3 = Neutral, 4 =
Agree, 5 = Strongly agree):
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SA1* I consider myself tech-savvy.

SA2* I can usually tell when a website or app is trying to influence my choices.

SA3* I think most people are easily influenced by online designs.

SA4* I believe I am less susceptible to online manipulation than the average person.

Part 3: Scenario Evaluation
The following block of questions was repeated for each of the 16 scenarios (S01–S16). Each
scenario was presented as a coded HTML interface: GUI scenarios appeared as browser-
framed website mockups with multi-step navigation (participants clicked through pages
from left to right), while CUI scenarios appeared as phone-framed chatbot conversations
with scrollable message histories. The word “website” or “chatbot” was substituted
throughout based on the modality of the scenario.

Scenario Context Prompts:

Each scenario was introduced with a brief situational prompt inside a card showing
the brand name, an icon, and the interface type (GUI or CUI). The 16 prompts, in
presentation order, were:

S01 Imagine you have decided to cancel your StreamPlus streaming subscription. You
navigate to the account settings page. [GUI, Obstruction, Dark]

S02 Imagine you want to turn off workout reminders from the FitTrack coaching chatbot.
You open the chat. [CUI, Confirmshaming, Neutral]

S03 Imagine you are purchasing a ticket for an art exhibition on CulturePass. [GUI,
Sneaking, Neutral]

S04 Imagine you need to return a defective USB-C charger from TechMarket. You open
the customer service chat. [CUI, Forced Action, Dark]

S05 Imagine you are checking out at StyleHub, an online fashion store. A pop-up
appears offering a discount. [GUI, Confirmshaming, Dark]

S06 Imagine you want to cancel your CloudVault storage subscription. You open the
customer service chat. [CUI, Obstruction, Neutral]

S07 Imagine you want to buy a book on PageTurn. You have added it to your cart and
proceed to checkout. [GUI, Forced Action, Neutral]

S08 Imagine you ask TravelBot to find and book a hotel room in Vienna. [CUI, Sneaking,
Dark]
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S09 Imagine you want to buy wireless headphones on TechMarket. You proceed to
checkout. [GUI, Forced Action, Dark]

S10 Imagine you ask StayFinder to find and book an apartment in Vienna. [CUI,
Sneaking, Neutral]

S11 Imagine you have decided to cancel your FreshBox meal kit subscription. [GUI,
Obstruction, Neutral]

S12 Imagine you want to stop receiving deal recommendations from the ShopSmart
chatbot. [CUI, Confirmshaming, Dark]

S13 Imagine you are purchasing a concert ticket on EventTickets. [GUI, Sneaking,
Dark]

S14 Imagine you want to cancel your MusicRadio Pro subscription. You open the
customer service chat. [CUI, Obstruction, Dark]

S15 Imagine you need to return running shoes from SoleMate. You open the customer
service chat. [CUI, Forced Action, Neutral]

S16 Imagine you are checking out at ByteShop, an electronics store. A pop-up appears
offering a discount. [GUI, Confirmshaming, Neutral]

Pattern and condition labels (shown in brackets) were not visible to participants. An
attention check was inserted between S08 and S09: “To confirm you are reading each
question, please select ‘Agree’ below.”

Open-Ended Item:

Q1* Did anything stand out to you about this [website/chatbot]?
Instruction: If so, please describe it. If not, write “nothing”.
Format: Free-text response.

Likert Items (1 = Strongly disagree, 2 = Disagree, 3 = Neutral, 4 = Agree, 5 = Strongly
agree):

L1* I would trust this company.

L2* This experience felt frustrating.

L3* This experience felt comfortable.

L4* I felt confused by this interface.
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L5* The interface was transparent about what would happen.

L6* This interface felt manipulative.

L7* I would use this service again.

Each item was rated individually with labeled radio buttons. An optional free-text
comment field appeared at the end of each scenario page.

Part 4: Debriefing
After completing all 16 scenarios, participants were shown the following text:

Thank you for completing all the scenarios. We would now like to share the
full purpose of this study.
This research examines how manipulative design strategies, sometimes called
“dark patterns,” affect users differently depending on whether they appear in
traditional website interfaces or in chatbot conversations.
Across the scenarios you reviewed, four specific types of dark patterns were
present in some (not all) of the interfaces:
1. Obstruction: Making cancellation unnecessarily difficult. In websites,
this looks like multiple screens, retention offers, and buried cancel links. In
chatbots, this looks like repeated offers, unnecessary verification steps, and
transfers to other agents.
2. Confirmshaming: Using guilt-based language to discourage opting out.
In websites, this looks like decline buttons that read “No thanks, I’ll pass on
the savings.” In chatbots, this sounds like the bot expressing disappointment
or reminding you what you’ll lose.
3. Forced Action: Requiring unnecessary personal information to complete
a task. In websites, this looks like mandatory account creation with extra
fields and bundled newsletter consent. In chatbots, this sounds like the bot
asking for your phone number, ratings, and feedback before it will process
your request.
4. Sneaking: Hiding costs or adding items without clear consent. In websites,
this looks like fees that only appear at the final checkout step, or pre-checked
add-ons. In chatbots, this sounds like the bot silently adding upgrades or
insurance to your booking without asking.
Each pattern appeared in both a manipulative and a non-manipulative version,
in both website and chatbot form. Not every scenario contained a dark pattern.
Please note: We are studying the design techniques, not your personal
susceptibility. These patterns are deliberately designed to be difficult to
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detect, and they are extremely common in real commercial products. There
is no “right” or “wrong” way to have responded.

Participants confirmed: I have read and understood the debriefing information above. *

Part 5: Post-Debrief Recognition

Prompt: Now that you know about the four dark patterns, please look at the following
scenarios again. For each, indicate whether you now see manipulative elements that you
did not notice before.

For each of the four dark patterns, participants were shown the dark-condition stimulus
for both the GUI and CUI versions and asked the following:

Regarding the [GUI scenario label / CUI scenario label]:

R0 I already described something related in my earlier response.

R1 Yes, I can now see them after the explanation.

R2 I still do not see anything manipulative.

If the participant selected R1, a follow-up text box appeared: “Please briefly describe
what you now notice.”

The four pattern pairs were:

1. Obstruction: StreamPlus website (cancellation flow) / MusicRadio Pro chatbot
(cancellation conversation)

2. Confirmshaming: StyleHub website (discount pop-up) / ShopSmart chatbot
(unsubscribe from deals)

3. Forced Action: TechMarket website (checkout registration) / TechMarket chatbot
(return process)

4. Sneaking: EventTickets website (concert ticket purchase) / TravelBot chatbot
(hotel booking)
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Part 6: Data Withdrawal

Now that you know the full purpose of this study, you have the right to
withdraw your responses. If you choose to withdraw, all your data will be
permanently deleted.

W0 I am happy for my data to be used in this research.

W1 I would like to withdraw my data.

Participants who had consented to the follow-up interview (C5) were additionally asked
to provide a preferred email address and select available time slots (weekday mornings,
weekday afternoons, weekday evenings, weekend mornings, weekend afternoons).
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Interview Guides
The following tables present the personalized interview guides prepared for each partici-
pant selected for follow-up interviews. While the guides provided a consistent structure
across all interviews, they were not followed rigidly during the actual sessions. I adapted
the conversation to follow what each participant said, allowing for natural follow-up
questions and deeper exploration of points they raised spontaneously. The shared opening
was identical for all participants.

Shared Opening (all participants):

“Thanks for joining. This will take about 10 minutes. I’ll ask about your
experience with the survey and how you think about online shopping and
chatbots. There are no right or wrong answers. Is it okay if I record the
audio?”
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P: 8482

Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

I. Opening (2
min)

Experience &
Baseline

1. How was the survey experience
for you overall?

2. When shopping online
with this meaning just browsing,
maybe searching for products
ordering or actually returning
something or asking for help to
customer service, in GUI or using
chatbots, do you ever feel pushed
in a certain direction? Can
you think of a recent example?
For example sometimes it feels
like we have a dependency on
a certain product or service,
would you usually if you see
such a tactic actually try to find
another provider? Or actually
feel powerless?

3. Conversely, what is an
example of a “smooth” inter-
action? Which happens more
often?

P3 self-assessed her
detection at 5/5, yet
wrote “nothing” for
4/8 scenarios.
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Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

II. The “Gut”
Gap (3 min)

Emotion vs.
Mechanism

1. In several scenarios, you rated
things as highly manipulative
but wrote “nothing” for what
stood out. Was it hard to put
your finger on it, or were you just
keeping it brief?

3. You described your reac-
tions emotionally (“frustrating,”
“annoying”). Is that just the
immediate reaction that you
wanted to put down or you can’t
think of the proper mechanism
that is making this interaction
annoying?

P3 relies on emo-
tional language
rather than nam-
ing patterns like
“Obstruction.”

III. Modality
& Betrayal (4
min)

CUI vs. GUI
Disconnect

1. Your ratings suggest chatbots
felt more manipulative than
websites overall. Was that a
conscious impression, or is that
surprising to hear?

2. [Show S14 vs S01]: In
these cancellation tasks, you
said you’d never go back to
the chatbot (MusicRadio) but
were neutral on the website
(StreamPlus). Why does the
chatbot version feel worse?

3. Studies show users feel
“socially obligated” to answer
a chatbot if it helps them first.
Does that pressure to be “polite”
play a role in your frustration?

P3’s use_again score
for CUI Obstruction
was 1, but 3–4 for
GUI equivalents.
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Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

IV. Impact of
Debrief (3 min)

The Retrospec-
tion Effect

1. After reading the descriptions
of things like “Sneaking” or
“Confirmshaming” at the end, did
those terms match the gut feeling
you had earlier?

2. Did seeing the names of
these tactics make you feel more
confident in your initial “bad
feeling”?

3. Looking back, were there any
patterns you only “saw” once
they were pointed out, or did you
really feel you caught them all in
the moment?

P3 claimed she “al-
ready described” 7/8
patterns, despite ini-
tial vague descrip-
tions.

V. Action &
Closing (3 min)

Disengagement
& Real Life

1. Does it matter if you can name
the tactic, or is the “gut feeling”
enough to make you leave? Now
that you know the exact dark
pattern labels, and know that
these are illegal practices, do you
think you’d look out for them
more and if you actually detect a
dark pattern do you think now
you will be more likely to leave
and not use again?

2. Have you ever actually
stopped using a service because
of how it treated you online?

4. What do you wish on-
line services would change about
how they treat you?

Explore if CUI ma-
nipulation feels like
a “deeper betrayal”
of conversational
norms.
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P: 2927

Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

I. Opening (2
min)

Experience &
Baseline

1. How was the survey experience
for you overall?

2. When shopping online
with this meaning just browsing,
maybe searching for products
ordering or actually returning
something or asking for help to
customer service, in GUI or using
chatbots, do you ever feel pushed
in a certain direction? Can
you think of a recent example?
For example sometimes it feels
like we have a dependency on
a certain product or service,
would you usually if you see
such a tactic actually try to find
another provider? Or actually
feel powerless?

3. Can you think of a time
a chatbot was actually helpful
versus when it felt like a waste of
time?

P1 uses chatbots
“rarely” but gave
them high efficiency
marks in the study.

105



Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

II. The “Invisi-
ble” Pattern (3
min)

Helpful vs. Ma-
nipulative

1. You described the TechMarket
chatbot (S04) as “smart and
efficient.” What specific actions
made it feel that way?

2. That bot asked for a lot
of personal info (email, phone,
rating) before helping. Is that a
“fair trade” for efficiency in your
eyes?

3. You wrote “nothing” stood
out for 4 out of 8 scenarios. Did
those feel like standard, everyday
interactions to you?

P1’s average manipu-
lation score was very
low (GUI 1.5, CUI
2.0).

III. Modality &
Trust (4 min)

Conversation
as Truth

1. Did you feel more “taken care
of” by the chatbots than the
websites? Why?

2. If a website pop-up asked for
your phone number, would you
react differently than if a chat-
bot asked for it in a conversation?

3. Does the “conversational”
style of a chatbot make it harder
to see when it’s being pushy?

P1 rated 7/8 sce-
narios as “Strongly
Agree” for using the
service again.
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Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

IV. Impact of
Debrief (3 min)

Post-
Recognition

1. After the debrief, you said you
“still didn’t see” the pattern in
4 of the 8 scenarios. Even with
the explanation, why do those
interactions still feel “fine” to
you?

2. For the ones you did see
after the debrief (3/8), did that
change how you felt about the
brand?

3. After reading the descriptions
of things like “Sneaking” or
“Confirmshaming” at the end, did
those terms match the gut feeling
you had earlier?

P1 is the only partic-
ipant who struggled
to see the patterns
even after being told
what they were.

V. Action &
Closing (3 min)

The Disengage-
ment Bar

1. You said you’d use almost all
these services again. What would
a service actually have to do to
make you “block” them or never
return?

2. Do you think being “good at
spotting manipulation” (which
you rated 4/5) is actually
necessary for a good shopping
experience?

P1 has high self-
confidence (4/5) but
the lowest actual de-
tection rate.
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P: 2063

Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

I. Opening (2
min)

Experience &
Baseline

1. Overall, how was the survey
experience for you?

2. When browsing or searching
for products in real life, do you
ever feel pushed in a certain
direction? Can you think of a
recent example?

3. If you see such a tactic,
do you feel powerless, or do you
immediately look for a different
provider?

4. What does a “smooth”
interaction look like to you?
Which is more common?

P2 self-assessed at
4/5 but had the high-
est actual detection
rate in the study.

II. Precision
Detection (3
min)

Mechanism vs.
Emotion

1. You were very specific in
your answers, naming small “no
thanks” buttons and bundled
checkboxes. Do you actively
look for these, or have you just
become “trained” to see them?

2. Does being able to name
exactly how a site is tricking you
make it less annoying, or does it
make you more frustrated?

Unlike the “Gut
Feeler,” P2 identifies
the technical “how”
of the manipulation.
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Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

III. Selective
Disengage-
ment (4 min)

The Utility vs.
Ethics Gap

1. You noticed manipulation in
almost everything, but your will-
ingness to return varied. You’d
never use the TravelBot again
(Sneaking), but you’d keep using
ShopSmart (Confirmshaming).
Why?

2. Is there a specific “line”
where an interaction goes from
“annoying but I’ll stay” to “I’m
never coming back”?

3. In the TravelBot (S08)
case, did the chatbot’s lack
of confirmation feel like a
“dealbreaker” compared to the
guilt-tripping text in ShopSmart?

P2’s use_again
scores range from
1 to 4 despite high
manipulation ratings
for both.

IV. Impact of
Debrief (3 min)

Expert Valida-
tion

1. When you read the dark
pattern labels (like “Sneaking”),
did they match your own mental
definitions?

2. Now that you know many
of these are considered illegal
practices, does that change
your use_again ratings for the
scenarios you previously gave a
pass to?

3. Does knowing the “offi-
cial” names make you more likely
to call out these services in the
future?

P2 accurately de-
scribed 6/8 patterns
before the debrief
even occurred.
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Phase Theme Interview Questions / Probes Key
Data/Context
for Interviewer

V. Action &
Closing (3 min)

Power &
Modality

1. Do you find it easier to
outsmart a manipulative website
or a manipulative chatbot?

2. When a chatbot is being
pushy, do you feel any social
pressure to be polite, or do you
treat it strictly like a broken tool?

3. What is the one thing
you wish online services would
change about how they interact
with you?

P2 only missed one
pattern (Con-
firmshaming
CUI), suggesting
high modality-
independence.
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