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Kurzfassung

Brain-computer interfaces (BCIs) für Sprachdekodierung zielen darauf ab, die Kom-
munikationsfähigkeit von Personen mit schweren Behinderungen wiederherzustellen,
indem neuronale Aktivität direkt in verständliche, intendierte Sprache übersetzt wird.
Aktuelle Lösungen erreichen eine hohe Dekodierungsgenauigkeit, basieren jedoch auf
mehrstufigen Dekodierungspipelines, die neuronale Encoder-Modelle mit rechenintensiven
Sprachmodellen (language models) kombinieren.

In dieser Arbeit stellen wir eine End-to-End-Modellarchitektur vor, die effiziente Audio-
modelle der OpenAI-Whisper-Familie für die Brain-to-Text-Sprachdekodierung verwendet.
Unsere neuronalen Netze werden in drei Stufen trainiert: Pretraining auf Basis großer
neuronaler Datensätze von Menschen und anderen Spezies, Dekodierung von Phonemse-
quenzen und direkte End-to-End-Satzdekodierung. Unser bestes Modell, basierend auf
einem GRU-Encoder und einem OpenAI-Whisper-Decoder, erreicht eine Wortfehlerra-
te (WER) von 10,33% auf dem Brain-to-Text 2025 Datensatz, was eine Verbesserung
gegenüber der vorigen besten reinen End-to-End-WER von 11,06% darstellt.

Weiters untersuchen wir den Einfluss neuronalen Pretrainings unter Verwendung von
großen Datensätzen, die von Menschen und Mäusen gesammelt wurden. Die Effekte des
Pretrainings in unseren Experimenten sind stark von der Modellarchitektur abhängig:
Während die Leistung GRU-basierter Modelle durch Pretraining verschlechtert wird,
zeigen Transformer-basierte Modelle Verbesserungen in Dekodierungsgenauigkeit. Diese
Steigerung der Genauigkeit ist insbesondere bei kleineren und effizienteren Modellarchi-
tekturen sichtbar. Die stärksten Verbesserungen erzielen wir in unseren Experimenten
durch große Mausdatensätze, was darauf hindeutet, dass ein Transfer von diesen Daten
zur Brain-to-Text-Dekodierung teilweise möglich ist.

Insgesamt verbessert diese Arbeit bestehende effiziente End-to-End-Architekturen für
die Brain-to-Text-Dekodierung und liefert einen ersten Überblick über den Einfluss von
neuronalem Pretraining mit Maus- und menschlichen Daten.
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Abstract

Brain-computer interfaces (BCIs) for speech decoding aim to restore effective commu-
nication ability for individuals with severe disabilities by translating neural activity
directly into intelligible attempted speech. Current state-of-the-art solutions achieve
strong decoding accuracy, but often rely on multi-stage decoding pipelines that combine
neural encoder models with computationally expensive external language models.

In this thesis, we introduce an end-to-end model architecture that leverages lightweight
pretrained audio decoders from the OpenAI Whisper family for Brain-to-Text speech
decoding. Our models are trained using a three-stage pipeline consisting of large-scale,
cross-species neural pretraining, phoneme sequence decoding and final end-to-end sentence
decoding. Our best GRU-Whisper-based model achieves a word error rate (WER) of
10.33% on the Brain-to-Text 2025 benchmark dataset, improving upon the best prior
non-ensembled end-to-end word error rate of 11.06%.

We further investigate the impact of large-scale neural pretraining using data from
both mice and humans. The effects of pretraining in our experiments are dependent on
architecture: while pretraining degrades performance for GRU-based models, Transformer-
based models show improvements in decoding accuracy, particularly when evaluating
smaller, more efficient model configurations. Pretraining on large-scale mouse datasets
provides the most consistent benefit in our experiments, suggesting that cross-species and
cross-task transfer from rodents to the Brain-to-Text decoding task is partially feasible.

Overall, this thesis advances efficient end-to-end Brain-to-Text decoding and provides
an initial analysis of how large-scale mouse and human neural data can be used for
pretraining in this setting.
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CHAPTER 1
Introduction

1.1 Problem Statement and Motivation
Rapid simultaneous advances in neuroimaging techniques and machine learning in recent
years have enabled the development of increasingly sophisticated Brain-computer inter-
faces (BCIs), which aim to restore gross motor function and communication ability in
individuals with severe disabilities [PM23, KSBAB+21]. In addition to progress in several
locomotion tasks, neural speech decoding has emerged as a promising research direc-
tion, allowing individuals who have lost the ability to speak intelligibly to communicate
effectively through direct decoding of neural activity [WKF+23, WLL+24, CWI+24].

Despite rapid progress, current speech BCI solutions are typically optimized for specific
datasets and controlled laboratory environments. As a result, their ability to generalize
across neural activity patterns of different individuals and their feasibility for real-world
deployment on neuroprosthetic implants remain limited.

State-of-the-art methods for neural speech decoding often rely on multi-stage decoding
pipelines that couple neural decoders with external language models. While such ap-
proaches can achieve very strong performance [CWI+24] by leveraging language modeling
capabilities, they depend on external components that incur a significant computational
overhead, thus limiting their applicability to real-world settings. Furthermore, the scarcity
and limited diversity of task-relevant human speech neural activity data pose a significant
challenge for cross-brain generalization of current speech BCIs.

Motivated by these limitations, recent research has explored more efficient and general-
izable approaches. End-to-end architectures [ZHF+25] have been proposed to directly
decode neural activity into attempted speech without any intermediate steps or models,
while large-scale pretraining on neural activity data from different individuals or even
species has shown promising initial results for improving both dataset-specific performance
as well as generalization ability [ZHF+25, LAK+26].
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1. Introduction

In this thesis, we combine these two research directions by introducing an efficient end-
to-end architecture that leverages small open-source audio decoder models alongside
large-scale neural pretraining. In contrast to prior similar work, which focuses primarily
on neural activity data from humans and non-human primates, we focus on investigating
the impact of pretraining on neural data from mice. Our approach improves upon the
best reported non-ensembled end-to-end word error rate (WER) on the Brain-to-Text
2025 benchmark dataset, while simultaneously reducing model size and computational
requirements.

1.2 Research Questions

The relatively large scale of publicly available neural data from mice, as well as the open-
source availability of efficient pretrained generalist audio models (e.g. OpenAI Whisper)
present a potential opportunity to improve neural speech decoding by leveraging learned
prior structure instead of relying on computationally expensive multi-stage decoding
pipelines. However, this approach introduces several challenges. One major concern is
data compatibility. Despite shared mammalian ancestry, distant evolutionary divergence
of rodents and humans, as well as differences in recording technologies and behavioral
tasks across datasets, make meaningful transfer of pretraining uncertain. As the impact
of each of these factors on downstream performance is not well studied, it remains unclear
whether large-scale cross-species pretraining is feasible for the Brain-to-Text decoding
task.

Additionally, while prior work by Zhang et al. [ZHF+25] demonstrated that pretrained
audio decoder models can improve end-to-end architectures, a substantial performance
gap to cascaded approaches remains. In this work, we investigate the impact of using
OpenAI Whisper within our end-to-end architecture, which is a comparatively small
pretrained audio model.

Based on the aforementioned challenges, our work is guided by the following research
questions:

• RQ1: To what extent can the performance gap between end-to-end architectures
and cascaded approaches be narrowed by using lightweight open-source audio
models such as OpenAI Whisper?

• RQ2: Is effective cross-brain and cross-species transfer from mice using large-scale
self-supervised pretraining feasible for this task?

• RQ3: How do the type and quantity of data used during pretraining (e.g., species,
task and recording technology) affect downstream Brain-to-Text decoding perfor-
mance?
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1.3. Contributions

1.3 Contributions
The main contributions of this thesis, as guided by our research questions, are as follows:

• We develop an efficient end-to-end neural speech decoding architecture leveraging
pretrained audio models (OpenAI Whisper). Our best model, based on a GRU
architecture, achieves a word error rate (WER) of 10.33% on the Brain-to-Text 2025
dataset, improving upon the best reported non-ensembled end-to-end performance
of 11.06% by Zhang et al. [ZHF+25].

• We investigate the impact of large-scale self-supervised neural pretraining across
different model architectures. Our results show that while pretraining degrades
performance for GRU-based models, Transformer-based models show clear signs of
improvement in our experiments.

• We find that pretraining on neural data from large-scale mouse datasets provides
the largest performance gains in our experiments, suggesting that useful prior
structure for the Brain-to-Text decoding task can be learned from such data.

• We show that neural pretraining enables the use of smaller models while achieving
similar performance for our specific experiment configurations, thereby further
improving the efficiency of end-to-end architectures for the Brain-to-Text decoding
task.

1.4 Methodological Approach
The work conducted in this thesis was organized into two main phases. First, we
participated in the original Brain-to-Text 2025 competition, with the goal of developing
an efficient and accurate GRU-based end-to-end model for the given task.

In the second phase, we investigated the impact of various forms of neural pretraining
on downstream model performance. In addition to the GRU-based model from the
competition, we experimented with a Transformer model specifically designed to leverage
large-scale neural pretraining. Our model training pipeline consists of three stages.
First, in an initial neural pretraining stage, we primarily used self-supervised learning
tasks to learn general neural representations from large-scale neural spiking activity
data. Subsequently, we performed a CTC-based phoneme sequence decoding stage using
the Brain-to-Text 2025 dataset to bridge the gap between neural representations and
task-specific learning objectives. Finally, in an end-to-end neural speech decoding stage,
the models decode attempted speech directly from neural activity data.

Evaluation was carried out at each stage using task-specific metrics (see Appendix A for
details), and ablation studies were conducted to isolate the impact of each training step.
During the neural pretraining stage, we experimented with different dataset configurations,
varying factors such as species, data quantity and recording technology to analyze their
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1. Introduction

effects on downstream performance. During the subsequent phoneme sequence and
end-to-end speech decoding stages, we focused on optimizing model configurations and
hyperparameters to maximize final decoding performance.

1.5 Structure of the Thesis
The thesis is structured as follows. Chapter 2 introduces and further motivates the
problem and state-of-the-art solutions, while Chapter 3 introduces related work and
Chapter 4 provides a detailed conceptual and technical introduction to our models and
training pipeline. In Chapter 5 we present the experiments we conducted and discuss their
results. Finally, Chapter 6 provides a conclusion of our work and an outlook on future
research. Appendix A provides a detailed overview of all of our datasets and evaluation
metrics and Appendix B gives a detailed breakdown of the individual pretraining results.
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CHAPTER 2
Background

In this chapter, we give a brief introduction to Brain-computer interfaces, highlighting
in particular their application in speech decoding. Additionally, we discuss current
state-of-the-art solutions as well as limitations in speech decoding from neural data.
Finally, we provide an overview of data used for our training and benchmarking and
motivate the approach we take to building an efficient model for Brain-to-Text decoding.

2.1 Brain-Computer Interfaces
The term Brain-computer interface (BCI) refers to systems comprised of both software and
hardware components that allow individuals to interact with computers using only neural
activity recorded from their brain [SMA+21]. While the first BCIs were conceptualized
in the 1970s, initial human trials involving Brain-computer interface technology emerged
in the late 1990s, with the first invasive neural implant inserted into a human brain in
1998 [KSBAB+21]. Simultaneous advances in both neuroimaging techniques and artificial
intelligence approaches, which are able to learn patterns in neural data despite high
complexity and variations between individuals, have given rise to significant progress
and interest in BCI research in recent years [PM23]. Brain-computer interfaces are
principally comprised of five different sequential stages: signal acquisition, preprocessing,
extraction of features, classification and control [NAGG12]. Neural interfaces can be
separated into three categories, based on how neural data is recorded from the brain:
invasive, semi-invasive and non-invasive. While invasive interfaces function by implanting
intracortical microelectrodes directly into the human brain, semi-invasive BCIs implant
electrodes on the surface of the brain (beneath the skull) and non-invasive brain interfaces
collect neural data directly from the surface of the head [PM23]. All data used in our
experiments is collected exclusively using invasive BCIs, as they provide the richest
information for the relevant behavioral tasks.
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2. Background

The primary goal of current and historical BCI research has been restoring gross motor
function and communication abilities in disabled individuals [WAH+21]. Prominent
examples include restoring the ability to reach and grasp [HBJ+12], as well as type using
a cursor [JSB+15] or attempted handwriting [WAH+21]. More recently, technological
innovations have allowed for initial promising results in decoding speech directly from
neural activity to emerge, which have the primary aim of restoring the capability to
communicate effectively to individuals who have lost the ability to speak.

2.1.1 Speech BCIs

The emergence of speech BCIs, which are capable of translating recorded neural spiking
activity directly to intended speech, is a relatively recent phenomenon. In 2023 Willett
et al. [WKF+23] for the first time demonstrated successes in decoding sentences from
large vocabularies. By using a Brain-computer interface that records neural activity
from intracortical microelectrode arrays implanted into the brain of an individual no
longer capable of speaking intelligibly, Willett et al. managed to predict speech from
a 125.000 word vocabulary at a speed of 62 words per minute with a word error rate
(WER) of 23.8%. This landmark achievement generated increased interest in the field of
Brain-to-Text decoding, resulting in several new publications and improvements since its
initial release.

Data used in the training of speech BCIs is usually recorded from microelectrode arrays
implanted in various cortical areas of the human brain during attempted speech. More
recently, areas of the motor cortex have been targeted as they have been shown to encode
useful and robust information for speech decoding [CWI+24, KKK+25]. These areas show
detailed representations of different phonemes many years after an individual loses the
ability to enunciate them due to paralysis, and can therefore be used to decode attempted
phonemes from individuals who have lost the ability for intelligible speech [WKF+23].
Due to the invasive nature of such implants, a major hurdle facing speech BCI research
is the collection and availability of relevant neural datasets. Even for approved invasive
trials, publicly releasing collected neural data comes with significant privacy issues.
Despite this, datasets for this task have been released publicly in both 2024 and 2025 in
the form of Brain-to-Text competitions, which have caused increased interest and fast
progress in this research field.

2.1.2 Brain-to-Text Competitions

Competitions on Brain-to-Text decoding were held in both 2024 and 2025. Both of these
competitions use their own benchmark datasets, which contain data collected from the
speech motor cortex [CWI+24] and/or the inferior frontal gyrus [WKF+23] of individuals
during attempted silent and vocalized speech. The public nature and reward incentive
of these competitions has led to strong interest and resulted in rapid improvements in
decoding accuracy. Algorithms for the Brain-to-Text 2024 benchmark dataset managed to
reduce word error rate to just 5.8% [WLL+24] on the corresponding benchmark dataset,
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2.1. Brain-Computer Interfaces

while the best entrants of the 2025 competition reduced the WER on the benchmark
data to around 1.5%.

Even though these results achieve a remarkable level of decoding accuracy for their
respective benchmark datasets, they still have strong limitations. The best entrants for
the 2024 competition achieved improvements upon the provided baseline algorithm (9.7%
WER) primarily by employing ensembling techniques, which utilize multiple models
simultaneously, or by optimizing hyperparameters. Conversely, improvements to the
RNN baseline model or attempts to use transformers or deep state space models saw
little success [WLL+24]. The baseline architecture of the 2025 competition uses both a
5-gram model and a multi billion parameter transformer LLM in addition to a smaller
RNN model [CWI+24]. The smaller RNN model first decodes neural activity data into
phoneme probabilities, which are then refined into sentences by the other models. To the
best of our knowledge, the publicly reported top entrants of the competition followed
similar strategies that consecutively employ multiple separate models to refine results in
several stages. Consequently, they incur a significantly higher computational cost than a
smaller, singular model would. Such model architectures are thus less practical, or even
reliant on connection to an external computer, for running on a small neuroprosthetic
implant in a real world setting. Additionally, due to the strong limitations in quantity
and diversity of available data, these existing solutions would likely face difficulties
generalizing to differences in neural activity across individuals. This means that while
current work is capable of achieving remarkable results on the given benchmark datasets,
it is likely to face several issues in a practical, real world scenario.

Based on these limitations, our work focuses on developing an efficient end-to-end
architecture that is not reliant on any external models. Furthermore, we experiment with
neural pretraining on other datasets from mice and humans to investigate the impact
of different types of pretraining on final model performance. As shown in Figure 2.2
our combined pretraining dataset is heavily dominated by neural recordings from mice.
Figure 2.1 illustrates the structure of a single instance in our primary training and
evaluation dataset, Brain-to-Text 2025, which consists of a sequence of neural spiking
activity and a corresponding speech sentence and phoneme label. An explanation of all
used datasets and relevant metrics is provided in Appendix A. Details of our end-to-end
approach are described in Chapter 4.

7



2. Background

Figure 2.1: Example of a dataset instance of our core training and benchmarking dataset,
Brain-to-Text 2025. The dataset provides a spiking neural activity sequence as input
and labels for the corresponding sentence and phoneme sequence.

Figure 2.2: Overview of data from our various datasets. Quantity is further broken down
into total recorded hours of neural activity as well as number of recording sessions and
recording subjects. IBL and Allen datasets contain neural data from mice, while b2txt25,
b2txt24 and gesture consist of human neural recordings.
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CHAPTER 3
Related Work

This Chapter introduces recent work on neural speech decoding, with a focus on speech
BCIs, end-to-end Brain-to-Text models and neural pretraining. We begin by giving an
overview of recent developments in speech BCI performance. Afterwards, we discuss recent
attempts to improve efficiency through end-to-end architectures and neural pretraining.

3.1 Neural Speech Decoding
Early work on neural speech decoding, such as Makin et al. [MMC20] and Akbari et
al. [AKH+19], demonstrated initial successes in translating recorded neural activity
into intelligible outputs. These early solutions laid the groundwork for rapid future
advancements; however, they were still heavily constrained in decoding speeds and
vocabulary sizes.

Progress toward practical speech neuroprostheses was achieved by Moses et al. [MML+21],
who demonstrated one of the first real-time neural speech decoding solutions for a disabled
person with anarthria.

A central milestone of modern speech BCI development was achieved by Willett et
al. [WKF+23], who demonstrated high-performance neural speech decoding from a large
vocabulary with substantially improved communication rates, bringing Brain-to-Text
communication significantly closer to practical use. The data recorded for this work was
also used for the first Brain-to-Text competition.

The Brain-to-Text 2025 competition was motivated by a follow-up paper by Card et
al. [CWI+24], who further improved decoding accuracy and calibration speed by using a
cascaded pipeline including external language models. While these systems achieve very
strong decoding performance, they also demonstrate a current limitation of state-of-the-
art speech BCIs: high accuracy is obtained through multi-stage pipelines, introducing
significant computational overhead. This motivates research into end-to-end architectures
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3. Related Work

that reduce reliance on cascaded pipelines, as well as large-scale neural pretraining
methods that aim to create models with improved generalization ability despite the
scarcity of task-specific data.

3.2 End-to-End Decoding and Neural Pretraining
Feng et al. [FLWW24] initially introduced one of the first major end-to-end neural
speech decoding architectures during the Brain-to-Text 2024 competition, combining
recurrent neural networks with pretrained large language models. At the time, their
model achieved a competitive word error rate of 23.8%, demonstrating the feasibility of
end-to-end approaches for this task.

Major progress on end-to-end architectures was made by Zhang et al. [ZHF+25], whose
work is most closely related to this thesis. By integrating pretrained audio decoders
with a Transformer-based neural encoder, they significantly reduced the remaining WER
gap between end-to-end architectures and cascaded models. Additionally, Zhang et
al. demonstrated the benefits of neural pretraining on data from other humans and
non-human primates.

Further work on neural pretraining was conducted by Levin et al. [LAK+26], who showed
that cross-brain transfer between humans is possible for speech decoding tasks when
using session-specific input projection layers. They further found that the impact of
pretraining becomes more pronounced when the quantity of primary training data is
limited.

Beyond speech decoding, large-scale pretraining on cross-species, usually non-human
primate, data corpora has also shown promising results for other neural decoding tasks,
particularly in motor settings. Examples of such work include the Neural Data Trans-
former (NDT) models by Ye et al. [YCWG23, YRS+25] and the NEDS model by Zhang
et al. [ZWA+25], which show improvements on downstream decoding performance across
various tasks from neural pretraining.

Together, these works show that end-to-end decoding and neural pretraining are promising
directions for efficient Brain-to-Text decoding. However, the impact of large-scale
mouse neural data pretraining on different end-to-end architectures remains insufficiently
explored.

10



CHAPTER 4
Methodology

4.1 Overview of Approach

Building on the limitations discussed in Chapter 2, this chapter introduces an efficient
end-to-end architecture for Brain-to-Text decoding. We begin by presenting the two
model architectures used in our experiments. We then provide an overview of the three
training stages of our Brain-to-Text decoding pipeline, which progresses from general,
large-scale pretraining to learning task-specific structure. A full overview of our pipeline
is given in Figure 4.1.

In the first stage of training, the models are pretrained in a primarily self-supervised
manner on neural activity data from both mice and humans. This stage aims to learn
general representations of neural population dynamics. In the second stage, we further
train using the phoneme sequence labels provided by the Brain-to-Text 2025 dataset.
This step builds on the previous pretraining, bridging the gap to the Brain-to-Text
decoding task by optimizing a secondary objective provided by the benchmark dataset.
For the final stage, we combine our models with a pretrained audio decoder into a single,
efficient end-to-end architecture that decodes neural spiking activity directly into text
while leveraging the representations learned in the previous stages.

4.2 Models

The following section will introduce the two primary models used in our experiments, a
GRU model based on the provided Brain-to-Text competition baseline, and a Transformer
optimized for pretraining on spiking neural activity data.

11



4. Methodology

Figure 4.1: Full training pipeline used in our experiments. In a first stage, the model
performs neural SSL pretraining. In the second stage, the model learns from a phoneme
sequence decoding task, and in the final stage, the model is combined with Whisper in
an end-to-end setup to directly predict words from neural activity.

4.2.1 GRU Model

The first custom model we developed for our experiments is a gated recurrent unit
(GRU) recurrent neural network (RNN). This model is heavily based on the provided
Brain-to-Text 2025 baseline [CWI+24] architecture.

Recurrent Neural Network (RNN)

Traditional feedforward neural networks are ill-suited to processing sequential data, such
as the spiking neural activity from the Brain-to-Text decoding task. This is due to the
fact that feedforward networks require fixed input lengths and can only process one input
at a time, thereby losing temporal and positional context. Recurrent neural networks
(RNN) solve this issue by processing input sequences element by element, while also
maintaining a hidden recurrent state h that gets updated at every timestep. This hidden
state h serves as a form of memory for the network, providing information on what
happened in prior timesteps for future computation. The computation at each timestep
of an RNN for an input x is given by the following equations:

ht = f(Whxxt +Whhht−1 + bh) (4.1)

12



4.2. Models

yt = f(Wyhht + by) (4.2)

where ht denotes the hidden state h at timestep t, f a nonlinear activation function (that
may differ between the two equations), Whx, Whh and Wyh the corresponding weight
matrices, xt and yt the input and output at timestep t and bh and by the biases for
the hidden state and output. The weight matrices {Whx,Whh,Wyh} are shared across
timesteps, leading to the recurrence where previous timesteps influence later ones.

A recurrent neural network as defined above at timestep t is able to encode only informa-
tion from inputs at prior timesteps x0 . . . xt−1 with no knowledge of the future. For a task
like our Brain-to-Text decoding, it can be beneficial to also encode future information.
Consider the following example:

Ground truth : The man opened the door
Unidirectional prediction : The man (?)
Bidirectional prediction : The man (?) the door

The additional information provided by the future words ("the door") encodes relevant
information for the corresponding verb ("opened") we want our model to predict. A
bidirectional RNN works by using two separate RNNs, one processing the input sequence
left to right (capturing past information) and one processing the input sequence right to
left (capturing future information). The hidden state ht is then obtained by combining
the information provided by the two RNNs.

Traditional recurrent neural networks are faced with the vanishing gradient problem:
During the backpropagation phase of training, the gradient computation with respect to
the earlier hidden states h involves repeated multiplications with the weight matrix Whh,
which causes the gradients of the weight matrices to slowly disappear if the dominant
eigenvalue of Whh is smaller than one, thus making RNNs incapable of properly learning
long-range temporal and positional dependencies, which may be important for text
decoding. To solve this problem, our model is based on a variant of the standard
recurrent neural network, the gated recurrent unit (GRU).

Gated Recurrent Unit (GRU)

The gated recurrent unit (GRU) [CVMG+14] is a variation of the standard RNN model
that addresses the vanishing gradient problem faced by recurrent networks. It accom-
plishes this by introducing two different types of gates, the reset gate r and the update
gate z (equations adapted from the original paper). The reset gate controls how strongly
the previous hidden state should affect the new candidate hidden state. The reset gate
rt at timestep t for input x is computed as follows:

rt = σ(Wrxxt +Wrhht−1) (4.3)
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where xt denotes the input at timestep t, Wrx and Wrh denote the weight matrices and
ht−1 is the hidden state at timestep t − 1.

The update gate controls how much the new candidate hidden state should influence the
old hidden state. It is given at timestep t by the following equation:

zt = σ(Wzxxt +Wzhht−1) (4.4)

where Wzx and Wzh are the corresponding weight matrices. The new candidate hidden
state ĥt is then computed as follows:

ĥt = tanh(Wĥxxt +Wĥh(rt ⊙ ht−1)) (4.5)

where ⊙ is an element-wise multiplication. The final hidden state update ht is computed
as a linear interpolation of the previous hidden state ht−1 and the candidate hidden state
ĥt:

ht = (1 − zt) ⊙ ht−1 + zt ⊙ ĥt (4.6)

When the update gate zt is close to zero, the hidden state ht−1 is copied forward to
timestep t almost unchanged, which lets information flow through the backward pass
without repeated multiplications, thereby addressing the vanishing gradient problem.
Bidirectional GRUs follow the same principle as bidirectional RNNs, using two separate
models processing the sequence in opposite directions to capture both past and future
information. By leveraging bidirectional GRUs for our model, we can capture both long
and short-range temporal and positional context while decoding neural activity data into
phonemes or sentences.

Architecture Overview

Our GRU model is largely based on the provided baseline model. It uses a five layer
bidirectional GRU as the core of its architecture. Additionally, to handle any potential
drift in neural activity or microelectrode performance, the model contains a learned, per-
day affine transformation that turns an input x into an augmented input xday [CWI+24]:

xday = Wdayx+ bday (4.7)

where each day of recording receives its own weight matrix (Wday) and bias (bday), where
Wday is initialized as an identity matrix and bday as zeros, that allow the model to learn
day-specific corrections for potential neural drift. The transformed input xday is then
passed through a Softsign activation before entering the GRU. Additionally, the input
is downsampled in its temporal resolution by using a sliding window that concatenates
separate timesteps within the window into one. This reduces the length of the input
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sequence the GRU needs to process while simultaneously providing each frame of the
input with richer temporal context.

After the forward pass of the GRU, various heads based on learning objective (a connec-
tionist temporal classification head for phoneme decoding and a cross-entropy head for
end-to-end prediction) are trained to predict outputs.

4.2.2 Transformer Model
The second model we developed for the Brain-to-Text decoding task is a Transformer
model (https://github.com/guillaumeBellec/tiny-gpt) based on the nano-
gpt github (https://github.com/KellerJordan/modded-nanogpt/tree/master)
implementation and optimized for self-supervised pretraining on spiking neural activity
data.

Transformer

The RNN architecture used in the previous model is based on a sequential recurrence
computation of the hidden state at each timestep. This can lead to the vanishing gradient
problem, which is addressed to an extent, but not fully resolved by the GRU. Furthermore,
the sequential nature of the recurrence computation makes parallelization of the training
step of an RNN impossible. This means that RNNs cannot fully take advantage of
modern GPU architectures, which is particularly impactful when training on large data
corpora, such as in our neural pretraining step.

Transformers [VSP+17] are a type of model that address these shortcomings by replacing
the sequential recurrence computation with a new, parallelizable mechanism called self-
attention. Self-attention computes a new representation for each position in an input
as a weighted sum of all positions in the full sequence. The weights for this sum are
determined with the help of three different learned linear projections: The queries Q,
keys K and values V . Every position xt in the input sequence x broadcasts its own key
kt and value vt, while its query qt is used to decide how to attend to other elements of
the input sequence. The individual attention weight ("score") between a position xi and
a position xj is computed as a dot product between the corresponding key and query:
score(i, j) = qi · kj . This attention score can be interpreted as showing how important
position xj is for position xi, where a high dot product attention corresponds to high
relevance. The transformer computes the final attention score for all positions as given
by the following equation [VSP+17]:

Attention(Q,K, V ) = softmax
(︄
QKT

√
dk

)︄
V (4.8)

where dk is the dimension of the key vectors K. The scaling by
√
dk prevents the dot

product from growing too large for high-dimensional key vectors K, which would result
in vanishing gradients from the softmax function. The softmax function converts the
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individual attention scores into a probability distribution over all the input sequence
positions, which are then used as the weights of the sum computed by the self-attention
mechanism. This way, contextually important positions contribute strongly to the
output for a given position, while less important ones have a smaller impact. The
attention computation given above can be parallelized into a single computation. When
necessary for the given training objective, attention can be causally masked (equivalent
to unidirectional RNN) by masking out any future timesteps from the attention.

In order to capture richer temporal and positional relations, Transformers utilize multi-
head attention (MHA). Multi-head attention computes h (number of heads) different
attention layers simultaneously, each with its own learned projections for queries, keys
and values. For the final output, the different attention heads are all combined and
projected through a final shared layer. Each of the attention heads can learn a different
aspect of relations between input elements.

The computation of attention is permutation invariant, meaning that it cannot differ-
entiate between inputs no matter how the individual element positions are arranged.
To encode positional information, Transformers use positional embeddings. The origi-
nal Transformer by Vaswani et al. [VSP+17] uses fixed sinusoidal functions of differing
frequencies, which create a unique encoding for each position in the input sequence.
However, our model instead uses learned rotary positional embeddings (RoPE) [SAL+24].
RoPE encodes positional information directly into the attention computation by rotating
the respective query and key vectors. As a result, attention scores computed with rotary
positional embeddings depend on the relative, rather than the absolute distance between
positions of sequence elements. A single Transformer block consists of an MHA layer
followed by a position-wise feedforward network. Both of these layers include residual
connections and a normalization operation.

By utilizing a Transformer with bidirectional attention (i.e., without any causal masking)
for our second model, we have a model more suited to efficient, large-scale pretraining to
compare against our GRU model, which is closer to the provided baseline.

Architecture Overview

Our Transformer model uses eight blocks with 6 RoPE attention heads per block. In
each block, an RMSNorm layer is applied both before the attention and the feedforward
sublayer. The Transformer includes the same learned day affine projection, CTC and
cross-entropy classification head as the GRU model.

4.3 Training Stages
The following Sections introduce the training stages used in our Brain-to-Text decoding
pipeline. We begin by introducing the self-supervised pretraining stage, followed by the
phoneme sequence and Brain-to-Text decoding steps.
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4.3.1 Self-supervised Pretraining on Neural Activity

One of the primary challenges in creating a model capable of accurately decoding text from
neural spiking activity data is a scarcity in relevant available training data. This makes
it difficult to train a model to develop powerful and robust task-relevant representations,
making it susceptible to strong overfitting. To alleviate this issue and shed light on
how pretraining on different types of neural activity data can influence final decoding
performance, we introduce a self-supervised (SSL) pretraining step for our model training
pipeline.

This pretraining setup is motivated by the theory that neural populations evolve according
to an underlying dynamical structure. Rather than changing randomly over time, this
means that the evolution of the joint activity of a population of neurons is hypothesized
to be governed by a dynamical system [CCK+12, VGSS20]. Consequently, models that
capture these underlying temporal dynamics may learn meaningful representations of
joint neural population activity. Such representations can encode relevant information
across context and time, thus improving generalization when mapping neural activity
to downstream behavioral tasks, including speech. Recent work has shown the poten-
tial of large-scale neural pretraining in this setting. For example, Ye et al. [YRS+25]
demonstrated improvements on eight different motor decoding downstream tasks after
pretraining on 2000 hours of neural spiking data from non-human primates and humans.
Similarly, first experiments of neural pretraining applied to the Brain-to-Text decoding
task by Levin et al. [LAK+26] (human) and Zhang et al. [ZHF+25] (human and monkey)
reported benefits from pretraining on neural data from different brains and species.

To the best of our knowledge however, there has been no systematic study on the impact
of large-scale neural pretraining on spiking activity data from mice for the Brain-to-Text
task. The inclusion of mouse data is motivated both by its comparatively large-scale
availability and by emerging evidence suggesting that certain aspects of motor neural
population dynamics may be conserved across different mammalian species, including
humans, monkeys and rodents, despite evolutionary divergence [CAS+26]. This raises the
possibility that pretraining on neural activity data from mice may lead to improvements
for downstream Brain-to-Text decoding, as spiking activity for speech is often similarly
recorded from the motor cortex. At the same time however, the large evolutionary
distance between humans and rodents, as well as differences in behavioral activity during
data collection and recording techniques (see Appendix A), make the extent of transfer
of useful representations uncertain.

During the self-supervised pretraining step, we train our models using either causal,
autoregressive spike prediction or reconstruction of neural activity spans with bidirectional
context. Additionally, we extract supervised targets from the different datasets, depending
on the behavioral task performed during recording (see Appendix A for details regarding
the data). To accommodate for variations in the number of recorded neurons between
different data sources, we apply a learned input projection for every session of every
dataset, mapping the neural input into a shared input space of our model. The fine-tuning
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steps described in Section 4.3.2 and Section 4.3.3 also receive a shared input projection
layer. Portions of input data masked during the pretraining tasks are removed by setting
them to zero before projecting into the model input.

Autoregressive Spike Prediction

During the autoregressive (AR) spike prediction task, the model predicts whether the
next timestep tn+1 will contain a spike for each selected neural channel, given the binned
neural spiking activity data from timesteps t0 . . . tn. To ensure this prediction cannot
rely on future information, we use a causal attention mask or unidirectional RNN for
this task. Without this constraint, the model would have knowledge of future spikes,
thus making the task trivial. Additionally, a subset of channels is masked from the input
data, while the model is still required to predict their future activity. An example of the
autoregressive task is illustrated in Figure 4.2.

Figure 4.2: Illustration of the autoregressive (AR) spike prediction task. At a given
timestep (t5), the model is tasked with predicting whether the next timestep (t6) will
contain a neural spike for both channels with visible and hidden prior neural activity. A
black dot at a timestep t marks a spike occurring at that timestep.

During training, the model weights are updated by the binary cross-entropy loss LBCE ,
where predictions at a given timestep t are conditioned only on prior activity z<t via
causal masking:

LBCE = − 1
TN

T∑︂
t=1

N∑︂
i=1

[zt,i log ẑt,i + (1 − zt,i) log(1 − ẑt,i)] (4.9)

where N denotes the number of neural channels, T denotes the number of timesteps, zt,i
the ground truth of whether a spike occurred at time t in channel i and ẑt,i the prediction
from the model.
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By training on this task, the model is encouraged to capture temporal dynamics within
the neural population. To equivalently define a learning objective for bidirectional models,
we also introduce a masked span reconstruction task.

Neural Activity Span Reconstruction

When using full context without masking out future elements in a sequence, the previously
introduced AR spike prediction task no longer requires the model to learn temporal
structure of neural activity. To achieve a similar objective, we use a second task, where
we mask out entire spans of the neural activity data and ask the model to reconstruct the
activity in those segments. We mask spans of data on the temporal axis and additionally
mask out entire segments for some neural channels. When using mouse data recorded
by Neuropixel depth probes, we mask out channels clustered by depth or brain region
depending on available information. The loss is then computed using binary cross-entropy
over the (masked) timesteps and channels. An example of this bidirectional training
objective is given in Figure 4.3.

Figure 4.3: Illustration of the bidirectional neural span reconstruction task. The model,
given the known activity of the non-masked timesteps (with a black dot denoting a
spike at that timestep) is tasked with reconstructing the neural activity in the spans
represented by the red and blue dotted outlines, hidden by the temporal and channel
masks respectively.

This bidirectional reconstruction task similarly encourages the model to learn about
temporal dynamics of neural populations. As the neural datasets all include task-specific
information in addition to spiking data, we further define supervised training targets
based on the performed behavioral tasks.

Behavioral Targets

In order to extract as much information as possible from our datasets, we combine the
previously introduced self-supervised learning objectives with supervised, behavioral
targets extracted from our data corpus. The provided behavioral information differs
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depending on the dataset. For example, for the mouse data provided by the International
Brain Laboratory, we extract targets such as pose of the mouse (regression) and feedback
indicating whether the mouse correctly turned the wheel (classification). For continuous
behavioral variables modeled as a regression task, we use the mean-squared error (MSE)
loss over all valid training examples:

LMSE = 1
N

N∑︂
i=1

(xi − x̂i)2 (4.10)

where xi is the ground truth of the behavioral variable for example i, x̂i is the prediction
by the model and N is the number of valid training examples. Classification targets use
cross-entropy loss.

The behavioral targets encourage the model to learn mappings between neural activity
data and behavior, which may improve generalization to downstream tasks such as our
Brain-to-Text decoding objective.

The final loss of the SSL pretraining is then computed based on a weighted sum of the
different losses given by:

Ltotal = λbehav ∗ Lbehav + λAR ∗ LAR (4.11)

for the AR task setup and

Ltotal = λbehav ∗ Lbehav + λtemporal ∗ Ltemporal + λchannel ∗ Lchannel (4.12)

for the bidirectional setup, where Lbehav is the sum of the losses {LCE ,LMSE} of all
behavioral tasks in the experiment and λbehav, λtemporal and λchannel are floats between
0 and 1.

After the large-scale neural pretraining, our model is trained on the phoneme sequence
decoding objective in the next step.

4.3.2 Phoneme Sequence Decoding
As described in Appendix A, the Brain-to-Text 2025 competition dataset used as our
primary training and evaluation dataset contains not only the ground truth labels of
spoken sentences, but also the corresponding sequences of phonemes. For a lot of the
approaches seen in the competition, including the baseline [CWI+24], decoding the neural
spiking activity data into phonemes constitutes the primary training objective. The actual
sentences are then predicted based on the decoded phoneme sequences by additional,
external language models. In the end-to-end architecture presented here, neural activity
is decoded directly into the predicted sentences. However, as the Brain-to-Text 2025
dataset is small, we make use of the additional information provided by the phoneme
sequence labels in a second pretraining step.

20



4.3. Training Stages

In this training step, the goal is to decode a sequence of phonemes given the corresponding
neural spiking activity data as input. Thus, the model can learn relevant representations
of how spiking neural activity data maps to individual phonemes and capture temporal
dependencies between them, which are then leveraged in our final end-to-end training
step. To this end, we use our custom models introduced earlier as a decoder, which
is evaluated on phoneme error rate (PER). As the neural data provided as input is
unsegmented, we need to define a training objective that can map our neural activity
data to the phonemes at every time bin. The architecture used in this step is illustrated
in Figure 4.4.

Figure 4.4: Overview of the phoneme sequence decoding architecture. The neural spiking
activity data is decoded into a sequence of predicted phonemes by our custom models
trained on CTC loss.

Connectionist Temporal Classification (CTC)

For training on the Brain-to-Text 2025 dataset, we are given an unsegmented spiking
neural activity sequence and a ground truth labeling for the corresponding sequence of
phonemes. In a standard sequence prediction task, each frame of the input data would
require a corresponding target label. However, in our case, the provided data does not
contain any information on what phoneme corresponds to what segment of the neural
spiking activity data given as input. This makes it impossible to decode the phoneme
sequence "frame by frame", as we have no knowledge of what information each timeframe
of our data contains. To remedy this issue, we use Connectionist Temporal Classification
(CTC) [Gra12]. Equations in the following examples are adapted from the original paper.

CTC works not by predicting output sequence elements timeframe by timeframe, but
rather by predicting a probability distribution over all possible labels at each frame. This
removes the necessity for segmentation in the input data. A network based on CTC
has a final softmax output layer with a unit size of n + 1, where n is the number of
possible output labels (in this case, phonemes). The additional unit is necessary, as CTC
also includes an extra "blank" label denoted here as ε. The activations of these units
correspond to the probability of observing the corresponding labels at specific frames.

At every time step t ∈ {1, . . . , T} of a given input sequence x = (x1, . . . , xT ), the final
layer of the CTC network outputs a probability vector for how likely each label is at
this timestep. The input sequence is decoded into the output sequence by taking a path
π through all of the probability vectors, i.e. by picking one symbol from the output
probability distributions at each timestep t. A path π can be interpreted as one of the
possible alignments between the input timeframes and the output label sequence given
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by the CTC probability distributions, including repetitions and blank insertions. It is
apparent that many possible paths exist for a given input sequence. A few example paths
over an alphabet of possible phonemes {G, OW, HH, M, ε} with a target sequence (Go
Home (G, OW, HH, OW, M)) for an input x of length 9 are shown below:

x: {x1, x2, x3, x4, x5, x6, x7, x8, x9}
π1: {G, G, G, ε, OW, HH, OW, M, ε}
π2: {G, ε, OW, ε, HH, ε, OW, ε, M}
π3: {G, ε, OW, OW, HH, HH, OW, ε, M}

In total, a vocabulary size of five and an input sequence length of nine lead to 59 = 1953125
possible paths to decode the input sequence from the CTC output probability distribution.
As seen in the provided examples, not all of these paths are distinct in terms of their
final, decoded output. A many-to-one label mapping function B collapses a path π into
a sequence of predicted labels by merging any consecutively repeating labels into a single
instance and removing blank symbols ε. This also highlights the necessity of the blank
label ε: since the mapping function B collapses repeated labels into a single instance,
it must be capable of distinguishing between a prolonged single occurrence of a symbol
(e.g.:{G,G}) and repeated, consecutive instances of the same symbol (e.g.:{G, ε,G}).
This is accomplished by inserting ε between separate symbols in the sequence. After this
step, all paths π1, π2, π3 listed above collapse into the same sequence of output labels, as
illustrated by the example of π1:

B({G, G, G, ε, OW, HH, OW, M, ε} = {G, OW, HH, OW, M}

The probability of a given label sequence l is defined as the sum of probabilities of all
paths that map to it after the mapping function step:

p(l | x) =
∑︂

π∈B−1(l)
p(π | x) (4.13)

where the probability of an individual path is given by the product of the network’s
predicted probabilities for the labels along the path at each timestep:

p(π | x) =
T∏︂
t=1

ytπt
(4.14)

where ytπt
denotes the probability of decoding πt at the given timestep t for path π and x

denotes the given, unsegmented input sequence. The training objective of Connectionist
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Temporal Classification is to maximise the probability p(l | x) for the correct output
label sequence l. Directly computing p(l | x) is infeasible due to the exponential number
of possible alignments. Therefore, in practice, this sum is computed using dynamic
programming via the forward-backward algorithm introduced in the original paper.
This training objective can be equivalently defined as maximising the log-likelihood
(or minimising the negative log-likelihood) of the correct label sequence l, where the
likelihood is obtained by marginalising over all valid paths π decoding to l, summed over
all possible training examples (x, l) ∈ S:

L = −
∑︂

(x,l)∈S
ln p(l | x) (4.15)

where L denotes the loss function of the CTC training objective.

Optimizing the CTC loss function L allows our model to predict phoneme sequences
from the given unsegmented binned neural spiking activity data, without requiring the
input data to explicitly provide temporal alignment between input frames and output
labels. During validation, we perform greedy decoding by selecting the most probable
label at each timestep and subsequently applying the CTC mapping function B. The
decoded phoneme sequences are then compared with the ground truth to compute the
phoneme error rate. While greedy decoding of the most likely path does not guarantee
that the model outputs the most likely label sequence [Gra12], we are only interested
in the PER as an intermediate metric. Therefore, we choose to take the simple greedy
decoding approach in place of a more sophisticated beam search procedure to reduce
training times while still getting an overview of performance during this step.

After this training stage is completed, the model already encodes useful representations
for the Brain-to-Text decoding task, which will be leveraged by the final, end-to-end
speech decoding step.

4.3.3 End-to-End Sentence Decoding
In the final step of our training pipeline we use an end-to-end architecture to directly
predict sentences in the Brain-to-Text 2025 dataset from neural spiking activity data,
leveraging the representations learned in the prior pretraining steps. To accomplish this,
we construct an encoder-decoder model architecture. The RNN or Transformer previously
pretrained on diverse neural data from other human individuals and mice takes on the
role of the encoder, transforming neural activity data into embedded representations
in a latent space. These representations are then given as input to a decoder, which
directly predicts the corresponding sentence labels. For the decoder, we leveraged existing
open-source models trained on vast data corpora. In particular, we found that small to
medium-sized audio models greatly improved decoding accuracy in this step. This can
be explained by the similarity between the tasks, where audio models similarly learn to
extract high quality representations of speech from continuous, temporally structured
signals. Our primary experiments were carried out using the OpenAI Whisper [RKX+23]
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family of audio models. An overview of the full architecture used for this step is given in
Figure 4.5.

Figure 4.5: Overview of the entire end-to-end model architecture. The neural spiking
activity data is first encoded by our custom neural encoder, and then decoded using
OpenAI Whisper. The phoneme sequence prediction step is also shown to illustrate the
difference in the training stages.

Whisper

Whisper is a family of models first introduced by OpenAI in 2023. The primary use
case of Whisper is Speech-to-Text transcription, where spoken words get automatically
predicted and transcribed into text. A further focus during the development of Whisper
was robustness, i.e., ensuring that the model transfers well to additional datasets. To
accomplish this, OpenAI Whisper was trained with 680.000 hours of (weakly) supervised
multilingual speech data, most of which comprised spoken sentences in English. The
Whisper family of models follows an encoder-decoder transformer architecture, where
the encoder processes MEL audio spectrograms and the decoder uses the encoded
representations to generate the corresponding sequence of text.

Contrasting this with the ∼50h of neural spiking activity speech data available for our
task, we hypothesize that we can leverage the powerful and robust speech representations
learned by the Whisper family of models to improve decoding accuracy for our Brain-to-
Text models. Since Whisper models were designed to process MEL speech spectrograms
rather than neural spiking activity data, we cannot directly reuse the full encoder-
decoder architecture. Instead, we replace the Whisper encoder with our custom neural
encoder models, combining them with the decoder part of Whisper. This allows us to
leverage the powerful and robust decoding and language modeling capabilities of the
Whisper models while simultaneously adapting their capabilities to processing neural
input data. To further enhance the domain adaptation necessary to use the Whisper
models for our experiments, we optionally perform a Low-rank Adaptation [HSW+22]
(LoRA) fine-tuning.
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Low-rank Adaptation (LoRA)

To adapt Whisper from its original Speech-to-Text domain to our Brain-to-Text domain,
we additionally optionally perform a fine-tuning step on the weights of the Whisper
decoder. Although the checkpoints of Whisper used in our experiments all contain well
under one billion parameters, full fine-tuning on every experiment still is very costly and
significantly increases training times. To combat this issue, we use Low-rank adaptation
(LoRA) as introduced by Hu et al. [HSW+22]. Equations are adapted from the original
paper. LoRA was inspired by prior work from Aghajanyan et al. [AGZ21] showing
that pre-trained LLMs have a low intrinsic dimensionality, meaning that it is possible to
project the parameter spaces of these models down to a smaller rank while still learning
effectively. LoRA is based on the hypothesis that both the parameters of the model and
their corresponding fine-tuning weight updates lie in a low-dimensional (rank) subspace,
making it possible to fine-tune a large model by learning only a low-rank update matrix.
Low-rank adaptation updates a pretrained weight matrix W0 ∈ Rd×k by representing the
update using an additional low-rank matrix ∆W = BA, where B ∈ Rd×r and A ∈ Rr×k

with the rank r being significantly smaller than the dimensions of the original matrix W0.
During fine-tuning, the original weights W0 stay fully frozen. The forward pass during a
weight update from input x is then computed by combining the frozen weights W0 with
the low-rank matrix ∆W :

W0x+∆Wx = W0x+BAx (4.16)

Utilizing LoRA allows us to fine-tune Whisper by training only a few million parameters,
allowing us to efficiently adapt to the domain of neural activity decoding. However, as
discussed in Chapter 5, results from using LoRA were mixed in our experiments: Some
setups saw small improvements from the fine-tuning, while others were actually impacted
negatively.

Tokenization

The Whisper Decoder cannot directly process raw text as input or output. Instead, it
requires a sequence of numerical inputs that represent the text. To this end, we employ
a Tokenizer that breaks text down into small units called tokens, which are numbers
that represent some unit of text (usually parts of words, but sometimes also full words
or characters). Additionally, the Tokenizer inserts special tokens into the sequence,
providing Whisper with necessary metadata to process the given sequence, and pads the
inputs to uniform lengths using a special token. Consider the following example (padding
tokens omitted) that illustrates how the Whisper Tokenizer goes from raw text to input
it can process:
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Input sentence: I’m from up north also.
Metadata inserted: <|startoftranscript|><|en|><|transcribe|><|notimestamps|>

I’m from up north also.<|endoftext|>
Token sequence: [50257, 50258, 50358, 50362, 40, 1101, 422, 510, 5093, 635,

13, 50256]

The final tokenized sequence predicted by the decoder is translated back into raw text by
reversing the steps introduced above.

Cross-Entropy Loss

In contrast to the CTC-based phoneme sequence decoding stage, the objective loss
function our end-to-end model is trained to minimize is Cross-Entropy Loss (CE) over
the predicted sequence of tokens. At each timestep, the model predicts a probability
distribution over all possible next tokens based on the representations from the encoder
as well as all previously generated tokens. During training we employ teacher forcing,
where the ground truth tokenized sequence is given to the decoder as additional input.
The objective of the CE loss is to minimize the negative log-likelihood of the correct
token at each timestep, given the previously generated token sequence and the encoder
representations. Any special tokens inserted by Whisper are masked out at this stage so
they do not contribute to the loss. The CE loss LCE is computed as follows:

LCE = −
T∑︂
t=1

log p(yt | y<t, z) (4.17)

where yt is the token y at timestep t, z is the embedded representation produced by the
encoder and y<t = (y1, . . . , yt−1) denotes the tokens generated prior to t.

To maximize our probability of decoding the correct sentence at evaluation time, we
perform a beam search on the sequence output by the Whisper decoder. For a beam
search with n beams, the model keeps track of the n best current hypotheses at each
timestep t instead of just a single one. This is superior to a simple greedy decoding, as it
can prevent a failure mode where the model picks a wrong token confidently early on. At
the end of the decoding process, the most likely remaining beam hypothesis is output as
the final prediction. This predicted sentence is then compared against the ground truth
label to compute the final WER for the corresponding dataset instance. The word error
rate is then averaged over the particular recording session and the entire dataset.
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CHAPTER 5
Experiments

5.1 Experiment Overview

To conduct our experiments, we trained both of our models using our three-stage
training pipeline introduced in the previous chapter. We ablated the performance of
every pretraining stage by comparing with a non-pretrained version run using the same
arguments.

The primary evaluation metric of interest for all our experiments is the final WER on the
Brain-to-Text 2025 dataset. Due to the nature of the competition the dataset is taken
from, given evaluation data is split into three partitions: A validation set to be used
during training, an unlabeled public holdout set that submissions are ranked on prior to
the deadline and a completely hidden private holdout set that solutions are re-ranked
with after the deadline. For the phoneme sequence decoding step where predicted model
outputs are obtained using a simple greedy method instead of a more sophisticated
beam search approach, we found validation loss to be a more consistent predictor of
downstream performance for shorter runs, as shown in Figure 5.1. For longer runs, our
experiments show minor differences between the final WER of the best val loss and
best PER checkpoints, however, due to extensive training times needed to get PER
convergence, we were not able to comprehensively verify this. Interestingly, as shown
in Figure 5.2, every experiment exhibits a pattern where validation loss quickly hits a
minimum before starting to rise again, while PER continues improving, suggesting the
model becomes more confident in its top prediction while its overall representations begin
to overfit. Therefore, the metric we used for evaluation at this stage is the minimum
validation loss achieved before the model starts overfitting.

Finally, in the pretraining stage we use various metrics described in Appendix A to gauge
the healthiness of a given pretraining run.
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5. Experiments

Figure 5.1: Comparison of WER when using the best validation loss and best PER
checkpoints of a pretrained run. The validation loss results in a better final performance
for the model. Of note is that the PER was not run to convergence here; however,
our experiments suggest that using the converged PER checkpoint does not lead to
substantially different results compared to using the validation loss checkpoint.

5.1.1 Configuration
All of our experiments were run on a Linux SLURM HPC cluster node equipped with a
single NVIDIA L40S or A100 GPU, 72GB of memory and 4 CPU cores. The experiments
for stages two and three were run in the "b2txt25" Python environment provided by
the competition, while experiments on pretraining were conducted in a Python 3.10.20
environment containing the allensdk 2.16.2, one-api 2.11.2 and torch 2.10.0+cu126
packages. A fixed seed value of 10 was used in torch for every experiment run.

5.2 Results & Discussion

5.2.1 Performance Overview
The best final WER results we achieved are 10.33% for the public holdout set (GRU
baseline), 10.56% for the private holdout (GRU baseline) and 10.65% for the validation
set (Transformer pretrained). Notably, our two best models, the Transformer pretrained
on the AR task using the IBL mouse dataset (10.90%) and the baseline GRU (10.33%)
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5.2. Results & Discussion

Figure 5.2: Comparison of progression of validation loss and PER during phoneme
sequence decoding training. The validation loss quickly hits a minimum before overfit-
ting while the PER keeps improving slowly. As validation loss is the more consistent
downstream performance predictor, the minimum achieved validation loss is the critical
metric in this step.

both improve upon the public holdout performance of the previous best published pure
end-to-end method by Zhang and He et al. [ZHF+25], who achieved a WER of 11.06%
on the Brain-to-Text 2025 dataset with their non-ensembled end-to-end model. The
overall performance of a model depends on the particular evaluation split, with the
GRU outperforming the Transformer on the competition holdout partitions and the
Transformer achieving the best result on the validation set.

Figure 5.3: Word error rate for the primary investigated model setups, given at full
resolution and cropped at 0.3 to show detailed differences. The Transformer was pretrained
using only the IBL dataset and the AR task.

An overview of the performance of our best models is provided in Table 5.1 and Figure 5.3.
Overall, our approach improves upon prior pure end-to-end methods, thereby closing the
performance gap to more complex, significantly more computationally expensive pipelines
even further. Additionally, while neural pretraining did not facilitate our best result, it
allowed us to achieve similar performance with an even more efficient model architecture.
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5. Experiments

Model Total Parameters Public Holdout Private Holdout Validation
GRU baseline 502,878,802 10.33% 10.56% 10.91%
Transformer pretrained 175,535,698 10.90% 11.23% 10.65%
Transformer baseline 479,688,786 11.66% 12.69% 11.87%

Table 5.1: Model performance comparison across holdout and validation sets. Evaluation
is performed using the best average word error rate (WER) across sessions observed
for the given model. In general, the performance of the models is heavily dependent
on the data split, with the GRU outperforming on the competition holdout partitions
and the Transformer (IBL AR pretrained) showing the best result on the validation
set. Additionally, the GRU performs best without any neural pretraining, while the
Transformer requires pretraining to deliver competitive results.

Model Comparison

For the final WER on the competition test set, the GRU shows a slight performance
advantage over the Transformer. This is consistent with reports from the competition
results in 2024 [WLL+24], in which the best entrants struggled to improve upon the GRU
architecture using Transformers and State-Space Models. Another interesting observation
is that LoRA had a negative impact on GRU model performance, while slightly improving
the performance of our Transformer models. This justifies the continued usage of the
GRU architecture as a baseline model for this task, while Transformers require further
optimizations, such as pretraining or LoRA, to be competitive.

5.2.2 Pretraining
The effects of the neural pretraining stage were mixed overall: The Transformer shows
promising improvements in performance from the pretraining, whereas it actively degraded
downstream speech decoding performance for the GRU. One possible explanation for
this is that pretraining on a recurrent model may be more sensitive to input distribution
mismatch. Prior work [ZHF+25, CCK+12] suggests that the recurrent state computation
in RNNs learns task-specific dynamical motifs [DSS24], while neural activity itself also
exhibits a task-specific dynamical structure. Consequently, when pretraining is performed
on neural datasets with different tasks or behavioral settings, the input distribution
of the data may heavily shape the recurrent state structure of an RNN or GRU, thus
making it difficult to adapt to downstream Brain-to-Text decoding. Transformers may
be less susceptible to this particular issue because they rely on self-attention rather than
recurrent hidden state computation. Therefore, the remaining analysis of the neural
pretraining results focuses on the Transformer model.

Pretraining Objectives

Overall, in our experiments, the autoregressive pretraining task had slightly better results
than the bidirectional one, which suggests that the causal prediction may align more
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5.2. Results & Discussion

closely with the neural temporal structure needed for speech decoding. However, due to
constraints in hardware and long training times, we were not able to experiment widely
with different configurations (to which the bidirectional setup is likely more sensitive, as
it has configurations for span masking sizes and different weight parameters for temporal
vs channel masking). Therefore, further work is necessary to determine the exact impact
of these two tasks.

Pretraining Datasets

The best performing run used just the IBL mouse dataset, with the run using a combina-
tion of all data showing very similar performance. Both of these runs improved upon the
given baseline. Human only, Allen only or behavioral only runs performed worse, often
degrading final performance when compared with the baseline.

This is particularly interesting, as the IBL data is recorded not only from a different
species and task, but also using a different type of implant. A possible explanation for
this result is the difference in data quantity, where IBL is significantly larger than any
other single dataset, thus potentially making runs on the smaller datasets incapable of
capturing enough relevant structure. Compared to the second biggest dataset (Allen
institute), which focuses on the visual cortex of mice, data from the International Brain
Laboratory is recorded during a motor task, giving it an additional edge due to being
more closely related to task-relevant speech motor cortex data. This result is illustrated in
Figure 5.4, which gives a comparison of the final WER across different strategies, datasets
and data quantities. Further information on all relevant runs is given in Appendix B.

Pretraining Impact

Model Initial PER
GRU baseline 1.19
Transformer baseline 7.72
Transformer pretrained 0.99

Table 5.2: Initial PER across model types for the phoneme sequence decoding task. The
pretrained Transformer (IBL AR) shows an almost 8x improvement over the baseline,
suggesting that the neural pretraining equipped it with some useful prior structure.

Perhaps the most visible impact of the pretraining, as listed in Table 5.2, is visible at the
beginning of a training run. For the Transformer, the initial PER drops from 7.72 to
0.99, resulting in an almost 8x improvement. This suggests that the Transformer was
able to learn useful prior structure, giving it a strong starting point. The final val loss
gap becoming much smaller towards the end can be explained with overfitting due to a
lack of task-specific data that even the pretraining cannot fully overcome.
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5. Experiments

Figure 5.4: Comparison of final model WER across neural pretraining strategies. IBL
AR was the best performing configuration, closely followed by the AR task using every
dataset. The impact of bidirectional vs AR was relatively small, while the choice of
dataset and data quantity when comparing similar datasets (e.g. IBL and Allen, both
mouse datasets with vastly different quantities) was very significant.

5.2.3 Phoneme Decoding
The results of the best respective models during the CTC phoneme sequence decoding
stage are shown in Figure 5.6 and Figure 5.5. In this step, the GRU model slightly
outperformed the Transformer, reaching a minimum validation loss of ∼ 22. For the
Transformer, neural pretraining resulted in modest improvements for the best configura-
tions, going from a loss of 25.6 to 23.8 for the best pretraining setup (IBL AR). Most
pretrained runs ended up performing very similar to, or slightly better or worse than
the baseline in the validation loss metric. An overview of the result of all pretraining
configurations for this stage is given in Appendix B.

The overall impact of CTC phoneme sequence decoding pretraining on the final WER is
quite significant, with improvements of ∼8% for the baseline GRU.

5.2.4 End-to-end sentence decoding
In the final stage, the GRU once again outperforms the Transformer. The gap between
the models is narrowed to less than 1% WER by the neural pretraining stage.
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5.2. Results & Discussion

Figure 5.5: PER and val loss of the Top 3 Transformer runs during the phoneme sequence
decoding step: IBL only pretrained, pretrained with everything and baseline.

Figure 5.6: PER and val loss of the GRU baseline model during the phoneme sequence
decoding step. While the GRU takes slightly longer to converge to its best validation
loss, it ultimately has a slightly better result than the transformer.

Choice of Whisper Models

Another benefit of the SSL stage can be observed in the performance of different Whisper
decoder checkpoints, as seen in Figure 5.7: Both the baseline GRU and Transformer
performed best when using the whisper/medium.en checkpoint as a decoder, while
the pretrained Transformer achieved its best result using whisper/small.en, a model
with less than a third of the parameters of the medium version. This reduces the total
parameters of the best pretrained Transformer well below that of the GRU or Transformer
baseline, thereby greatly improving decoding efficiency.

Failure Modes

A major factor preventing better final average word error rate is the distribution of both
PER and WER across sessions, which is illustrated in Figure 5.8. During some sessions,
the models achieve perfect predictions, while others are stuck at a word error rate of
∼30%, significantly dragging down the final average. The overall trend of "easy" and
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5. Experiments

Figure 5.7: Performance comparison between baseline and pretrained Transformer using
the whisper/medium.en and whisper/small.en checkpoints. For the small Whis-
per checkpoint, the baseline is additionally run with a different parameter setup, as the
original one failed rapidly.

"difficult" sessions is roughly consistent across both GRU and Transformer.

Figure 5.8: Session-wise breakdown of WER for the GRU and Transformer (validation
split). The performance of the model is heavily dependent on the particular recording
session due to difficulty in used sentences as well as differences in speaking strategy
and vocabulary. Word error rate on the worst sessions heavily affects the final WER
and difficulty in improving it is a large hurdle for any further end-to-end performance
improvements on this benchmark dataset.

A lot of errors come down to insertions of phonetically similar words, especially when the
correct word is rare and the prediction is still grammatically plausible ("justify the cost"
→ "just before the cost"). Another major error source are shorter phrases ("woodworking
mastery"→ "what working naturally"), where the model seemingly struggles due to lack
of context given by a full sentence. This lack of context makes it more difficult to leverage
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5.2. Results & Discussion

Whisper’s language modeling prior, which otherwise helps isolate semantically correct
sentences from similar sounding, nonsensical ones. Another observation can be made in
some sessions:

Source: t15.2025.03.14, Block 4
True Sentence: i hope everything works out up there

Predicted Sentence: he heard everything he said here
Source: t15.2025.03.14, Block 6

True Sentence: i hope everything works out up there
Predicted Sentence: i hope everything works out up there

where the exact same sentence on the exact same day has drastically different prediction
performance across blocks. This is likely either due to clarity of attempted speech, or a
difference in speaking strategy (attempted silent vs attempted vocalized). As speaking
strategies per block are not known, it is not possible to confidently conclude the cause of
this phenomenon. The overall analysis of failure modes suggests that performance of the
end-to-end model is heavily influenced by ambiguity in phonetic sequences, session-specific
factors and availability of sentence context.

In summary, our results show that leveraging small audio decoder models pretrained on
large data corpora enable efficient yet accurate end-to-end architectures for the Brain-to-
Text decoding task. While our GRU models still slightly outperform the Transformers,
leveraging large scale neural pretraining from mice allowed us to narrow the final WER
gap while further improving decoding efficiency. Additional work is necessary to ascertain
and confirm the exact impact of different types of neural pretraining and to shed light
on whether a pretrained model is able to actually meaningfully improve upon the best
non-pretrained architectural configuration.
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CHAPTER 6
Conclusion

In this thesis, we presented efficient end-to-end architectures for the Brain-to-Text
decoding task that demonstrated improvements in performance compared to prior non-
ensembled end-to-end models. In particular, our best GRU-Whisper-based model achieved
a word error rate of 10.33% on the Brain-to-Text 2025 benchmark dataset, improving
upon the best previously reported WER of 11.06%, while maintaining a comparatively
efficient architecture through the use of lightweight OpenAI Whisper checkpoints.

We further investigated the impact of large-scale neural pretraining using data collected
primarily from mice. The results of these experiments were mixed: while pretraining
degraded performance compared to the baseline for GRU-based models, Transformer
models showed modest improvements in decoding performance. Notably, pretraining
enabled competitive decoding performance when using model configurations smaller than
the non-pretrained baseline, further improving efficiency.

The results introduced and discussed in Section 5 allow us to answer our guiding research
questions introduced in Section 1.2:

• RQ1: We further reduced the performance gap between cascaded and end-to-end
models, however, there is still a considerable difference between the two types of
approaches.

• RQ2: Our experimental results suggest that cross-species transfer from mouse
neural data is partially feasible, but heavily dependent on specific model architecture
and data quantity.

• RQ3: In our experiments quantity of available data is a dominant factor influencing
downstream performance, with large-scale mouse spiking data providing the most
consistent improvements. Smaller datasets or datasets focusing on behavioral
targets showed fewer improvements or even degraded performance.
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6. Conclusion

6.1 Future Work
Future work in this field is constrained by the limited availability of task-relevant human
neural activity datasets. This makes it difficult not only to continuously improve upon
existing solutions, but also complicates benchmarking and confirming results on metrics
such as generalization. Therefore, the release of additional public neural datasets from
both humans and other species is an important prerequisite for any future Brain-to-
Text decoding research. Despite this current scarcity of directly relevant data, several
interesting research directions remain to be explored in this field.

To properly identify how different aspects of data, such as species, quantity, recording
modality and behavior can affect downstream behavior, a more comprehensive study
investigating additional self-supervised algorithms as well as neural activity data from
different species is necessary. Additionally, further experiments are required to more
precisely confirm and quantify the exact impact of mouse neural data on downstream
performance, as well as whether it can actually lead to models outperforming the best, non-
pretrained architectures. Another interesting direction of study would be investigating
how neural pretraining effectiveness varies based on the amount of task-specific data.

Finally, exploring additional pretrained audio or language decoders represents a promising
direction. While this thesis focused solely on the Whisper family of models, newer and
potentially more efficient or powerful architectures may further improve end-to-end
decoding performance and efficiency.
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APPENDIX A
Data and Metrics

The following Appendix will provide an overview of the data used during the various
stages of training and benchmarking of our models. Our evaluation datasets consists of
human neural activity recorded during attempted vocalized and silent speech and were
also used for the previously introduced competitions. Additionally, we collected neural
activity datasets from mice and humans during other activities for various pretraining
experiments. Human datasets provide task specific recordings from specific, relevant brain
areas, while mouse datasets offer large scale, brain wide recordings across a multitude
of cortical regions. In total, we have 1218 hours of neural activity data recorded from
255 mice and 4 humans recorded while performing different activities. 1158.3 hours of
these comprise data collected from mice (ibl, allen), 59.7 hours are recorded from humans
(b2txt24, b2txt25, gesture), with 58 of those coming directly from the brain-to-text
competitions.

This Appendix also serves as an introduction to the primary metrics used to evaluate
our models and experiments.

A.0.1 Human Data

Neural activity data collected from invasive intracortical microelectrodes implanted
directly in a human brain is rarely released for public use. Because of this, the amount
of human data we are using is relatively small and comprises mostly the data provided
directly by the Brain-to-Text competitions themselves. To shed a light on the impact
of pretraining on data recorded from different brain areas during different behaviour,
we further augment our human data corpus with a small gesture encoding dataset. All
human data used is recorded using Utah Intracortical Electrode Array implants [MNN97].
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Utah Intracortical Electrode Array

The Utah Intracortical Electrode Array (UIEA) or Utah Array consists of a 2-dimensional
grid of needle-shaped microelectrodes. The UIEA is implanted on the cortical surface,
with microelectrodes penetrating into the cortex to record neural activity from localized
neuron populations [MNN97].

Brain-to-Text 2025

The Brain-to-Text 2025 dataset [CWI+24] serves as the primary dataset used in training
and evaluation. This is justified by it being the most up to date dataset for the human
speech decoding task that is also used by most current, state of the art literature in
the field. Neural data was recorded from a single individual implanted with four high
density microelectrode Utah Arrays (64 electrodes each) implanted in the speech motor
cortex during attempted speech. In total, 10948 sentences, derived from different sentence
corpora with a total vocabulary of 125.000 words, were recorded over 45 sessions spanning
20 months. Sentences were recorded either during attempted vocalized (ca. 30 words per
minute) or attempted silent (ca. 50 words per minute) speech.

Each of the 256 microelectrodes records ~4.5 RMS threshold crossings and spike band
power, resulting in a total of 512 neural features per dataset instance. The activity of the
neural features is binned at a temporal resolution of 20ms. Additionally, each dataset
instance contains a ground truth label for both the sentence itself and the corresponding
sequence of phonemes. Noteworthy is also that due to the nature of the data being
released as part of a competition, it is split into a separate val and test set, where the val
set includes ground truth labels to be evaluated during training, and the test set does not
provide any labels but is rather evaluated upon entering a model into the competition.

Brain-to-Text 2024

The Brain-to-Text 2024 dataset [WKF+23] has a slightly different setup to its 2025
counterpart. It uses data recorded from two Utah Arrays implanted into the inferior
frontal gyrus and two Utah Arrays implanted into the speech motor cortex, resulting in
256 microelectrodes total. 12.100 sentences were recorded from one participant attempting
vocalized speech during 25 sessions spanning 4 months. Sentences were take only from
the Switchboard [GHM92] corpus and spoken at a rate of approximately 62 words per
minute. The ground truth labels provided include the intended sentence data as before.

Gesture Encoding

The Gesture Encoding dataset [VIHG+25] used in our experiments contains just 1.7h of
neural spiking activity data recorded from 2 individuals. The data was recorded from
two 96-channel intracortical Utah Arrays implanted into the left precentral gyrus of the
two participants. The individuals then performed gestures as instructed on a screen,
and their neural activity was recorded by the implanted microelectrodes. The dataset
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additionally contains ground truth labels for the gestures matching each neural spiking
activity timeseries.

A.0.2 Mouse Data

To investigate the efficacy of pretraining on neural data not just from other human
individuals, but also from other mammalian species, we collected neural activity data
from mice. In contrast to human data, cortical data recorded from mice is available
publicly in much larger quantities. These datasets usually do not use Utah Arrays, but
rather one dimensional depth probes called Neuropixels [JSS+17].

Neuropixel Probes

The Neuropixel is a neural recording implant consisting of a single long and thin shank
containing many electrodes. This allows it to simultaneously record hundreds of neurons
in different brain regions at different levels of depth, making it possible to record neuron
populations in large areas of the brain at the same time. Contrasted with the Utah
Array, which consists of many short microelectrodes, the Neuropixel probe provides a
"one dimensional" recording of dense neuron populations [JSS+17] at different depths.

International Brain Laboratory

The single largest neural spiking activity dataset used in our experiments comes from
the International Brain Laboratory (IBL) [ABB+25]. The data we used was downloaded
using the ONE-API, which includes sessions not part of the curated subset analyzed in
the original paper by the International Brain Laboratory.

The IBL dataset consists of 1023.9h of total recorded neural activity from 251 mice across
801 sessions. The data was recorded across several different laboratories each using a
standardised task, experiment setup and data processing routine. During recording, the
mice were presented with a grating stimulus with varying intensity on either the left or
right side of a screen, to which they had to turn a wheel. If the mouse correctly turned
the wheel, it was rewarded with sugar water. During the experiment, Neuropixels were
inserted into different regions of the brain, providing data on how neuron populations in
various brain regions responded to the execution of the given task.

Allen Institute

The dataset from the Allen Institute [SJD+21] comprises spiking neural activity primarily
targeting the visual cortex and thalamus. Data was recorded from mice while they were
passively viewing visual stimuli. The subset of the dataset we used was obtained using
the AllenSDK programming interface and consists of 134.4h of recorded neural activity.
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A.0.3 Metrics
Word Error Rate (WER)

The word error rate (WER) is an evaluation metric used to measure the difference
between a predicted and a ground truth sentence. The WER is computed as shown in
Equation A.1, where S denotes the number of substitutions (wrongfully predicted words),
D denotes the number of deletions (prediction is missing ground truth words) and I
denotes the number of insertions (wrongly inserted additional words). The sum of these
three types of errors is divided by the number of words in the original sentence N . This
is equivalent to the edit distance (ED) defined for a sequence of words.

WER = (S +D + I)
N

(A.1)

Consider the following example:

Reference Sentence: The man walked to the door.
Hypothesis Sentence: The woman ran to the front door.

The hypothesis contains two substitution errors (man → woman, walked → ran) and one
insertion (door → front door). Therefore, the sentence contains a total of three errors
with the original sentence having a length of six words, resulting in a WER of 50%.

The word error rate is used as the primary final evaluation metric for both our experiments
and the Brain-to-Text competitions.

Phoneme Error Rate (PER)

The phoneme error rate is defined equivalently to the word error rate introduced in the
previous Section. It is computed over a predicted and ground truth sequence of phonemes
instead of words.

We use the phoneme error rate as an intermediate metric to help evaluate performance
of a model after SSL pretraining.

R2 score

The R2 score is an evaluation measure for regression tasks that captures how well the
predictions of a model can explain the variance in observed data. For a ground truth
sequence x1, x2, . . . , xn and its corresponding predictions by the model x̂1, x̂2, . . . , x̂n the
R2 score is computed using the following equation:

R2 = 1 −
∑︁n

i=1(xi − x̂i)2∑︁n
i=1(xi − x̄)2 (A.2)

where x̄ is the mean of the ground truth data. In this equation we compute the ratio
of the prediction error (∑︁n

i=1(xi − x̂i)2) to the total variability of the given dataset
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(∑︁n
i=1(xi − x̄)2). The resulting value tells us how well the model captures the variance in

the data. An R2 score of 1 indicates perfect capture of the variance, an R2 score of 0
means that the errors produced by the model match the performance of a simple mean
prediction baseline, and an R2 score of less than 0 means the model is performing worse
than a mean baseline on this task.

We use the R2 score for regression targets during SSL pretraining, to give an overview of
pretraining performance.

F1 score

The F1 score is a metric for classification problems that measures how well a model
performs on a given task. It is computed as the harmonic mean of the Precision and
Recall, where the Precision P

P = TP
TP + FP (A.3)

measures how many of the predictions the model makes for a given class actually belong
to that class and the Recall R

R = TP
TP + FN (A.4)

measures how many instances of a class the model correctly identified. In these equations,
TP denotes true positives, FP false positives, TN true negatives, and FN false negatives.

The final F1 score

F1 = 2 · PR

P +R
(A.5)

then provides an overall measure of a model’s classification performance on a given task.
A high F1 score, which is only possible when both Recall and Precision are also high,
indicates good model performance. If the model performs poorly on either of the two
metrics, the final F1 score will also be low.

We use the F1 score during SSL pretraining to evaluate how well our model does on the
next spike prediction task.
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APPENDIX B
Pretraining Results

This Appendix provides an overview of all pretraining experiments run on the phoneme
sequence decoding task, given in Table B.1. The (weighted) runs use a weight to attempt
to oversample underrepresented, smaller datasets for a more equal pretraining impact.
For every configuration, only the values of the best observed checkpoint are listed. All
experiments were run with the same hyperparameters over 10000 batches.

Run Init PER Init Loss Best PER Best Loss Best Loss Batch
Everything AR 0.99 1894.23 0.17 24.05 5000
Mouse bidirectional 3.84 2160.95 0.17 24.76 5000
Allen AR 2.04 2421.11 0.17 26.07 8000
IBL AR 0.99 1901.41 0.18 23.80 9000
Human AR 2.45 2117.83 0.18 24.39 7500
Everything bidirectional (weighted) 4.30 2291.55 0.19 26.63 5500
Human bidirectional 3.72 2205.64 0.19 27.24 4000
IBL bidirectional 3.04 2078.24 0.20 24.37 7000
Everything bidirectional 2.25 1639.44 0.21 30.84 7000
Brain-to-Text bidirectional 6.76 2464.66 0.22 37.77 5500
Everything AR (weighted) 1.42 1977.46 0.38 52.74 8500
Behavioral only 4.30 2048.75 0.38 57.04 6000
Brain-to-Text only AR 2.64 2320.07 0.51 59.56 9999
Brain-to-Text bidirectional 2.21 2011.93 0.66 74.29 9999

Table B.1: Overview of neural pretraining results
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Overview of Generative AI Tools
Used

Generative AI tools were used solely as assistance for work on this thesis. ChatGPT,
Claude and Writefull were used for proofreading to catch typos, problems with grammar,
issues with sentence structure and other major writing and content errors. Additionally,
Claude and Claude Code were used as assistance while writing and debugging code for
experiments and plots/figures.

47





Bibliography

[ABB+25] Dora Angelaki, Brandon Benson, Julius Benson, Daniel Birman, Nic-
colò Bonacchi, Kcénia Bougrova, Sebastian A Bruijns, Matteo Carandini,
Joana A Catarino, et al. A brain-wide map of neural activity during
complex behaviour. Nature, 645(8079):177–191, 2025.

[AGZ21] Armen Aghajanyan, Sonal Gupta, and Luke Zettlemoyer. Intrinsic di-
mensionality explains the effectiveness of language model fine-tuning. In
Proceedings of the 59th annual meeting of the association for computational
linguistics and the 11th international joint conference on natural language
processing (volume 1: long papers), pages 7319–7328, 2021.

[AKH+19] Hassan Akbari, Bahar Khalighinejad, Jose L Herrero, Ashesh D Mehta,
and Nima Mesgarani. Towards reconstructing intelligible speech from the
human auditory cortex. Scientific reports, 9(1):874, 2019.

[CAS+26] Olivier Codol, Margaux Asclipe, Anton R Sobinov, Zihao Chen, Junchol
Park, Nicholas G Hatsopoulos, Joshua T Dudman, Juan A Gallego, Guil-
laume Lajoie, and Matthew G Perich. Evolutionarily conserved neural
dynamics across mice, monkeys, and humans. bioRxiv, pages 2026–03,
2026.

[CCK+12] Mark M Churchland, John P Cunningham, Matthew T Kaufman, Justin D
Foster, Paul Nuyujukian, Stephen I Ryu, and Krishna V Shenoy. Neural
population dynamics during reaching. Nature, 487(7405):51–56, 2012.

[CVMG+14] Kyunghyun Cho, Bart Van Merriënboer, Çağlar Gulçehre, Dzmitry Bah-
danau, Fethi Bougares, Holger Schwenk, and Yoshua Bengio. Learning
phrase representations using rnn encoder–decoder for statistical machine
translation. In Proceedings of the 2014 conference on empirical methods in
natural language processing (EMNLP), pages 1724–1734, 2014.

[CWI+24] Nicholas S Card, Maitreyee Wairagkar, Carrina Iacobacci, Xianda Hou,
Tyler Singer-Clark, Francis R Willett, Erin M Kunz, Chaofei Fan, Maryam
Vahdati Nia, Darrel R Deo, et al. An accurate and rapidly calibrating
speech neuroprosthesis. New England Journal of Medicine, 391(7):609–618,
2024.

49



[DSS24] Laura N Driscoll, Krishna Shenoy, and David Sussillo. Flexible multitask
computation in recurrent networks utilizes shared dynamical motifs. Nature
Neuroscience, 27(7):1349–1363, 2024.

[FLWW24] Sheng Feng, Heyang Liu, Yu Wang, and Yanfeng Wang. Towards an end-
to-end framework for invasive brain signal decoding with large language
models. arXiv preprint arXiv:2406.11568, 2024.

[GHM92] John J Godfrey, Edward C Holliman, and Jane McDaniel. Switchboard:
Telephone speech corpus for research and development. In [Proceedings]
ICASSP-92: 1992 IEEE International Conference on Acoustics, Speech,
and Signal Processing, volume 1, pages 517–520. IEEE, 1992.

[Gra12] Alex Graves. Connectionist temporal classification. In Supervised sequence
labelling with recurrent neural networks, pages 61–93. Springer, 2012.

[HBJ+12] Leigh R Hochberg, Daniel Bacher, Beata Jarosiewicz, Nicolas Y Masse,
John D Simeral, Joern Vogel, Sami Haddadin, Jie Liu, Sydney S Cash,
Patrick Van Der Smagt, et al. Reach and grasp by people with tetraplegia
using a neurally controlled robotic arm. Nature, 485(7398):372–375, 2012.

[HSW+22] Edward J Hu, Yelong Shen, Phillip Wallis, Zeyuan Allen-Zhu, Yuanzhi Li,
Shean Wang, Liang Wang, Weizhu Chen, et al. Lora: Low-rank adaptation
of large language models. Iclr, 1(2):3, 2022.

[JSB+15] B Jarosiewicz, AA Sarma, D Bacher, NY Masse, JD Simeral, B Sorice,
EM Oakley, C Blabe, C Pandarinath, V Gilja, et al. Virtual typing by
people with tetraplegia using a self-calibrating intracortical brain-computer
interface. sci transl med 7: 313ra179, 2015.

[JSS+17] James J Jun, Nicholas A Steinmetz, Joshua H Siegle, Daniel J Denman,
Marius Bauza, Brian Barbarits, Albert K Lee, Costas A Anastassiou,
Alexandru Andrei, Çağatay Aydın, et al. Fully integrated silicon probes for
high-density recording of neural activity. Nature, 551(7679):232–236, 2017.

[KKK+25] Erin M Kunz, Benyamin Abramovich Krasa, Foram Kamdar, Donald T
Avansino, Nick Hahn, Seonghyun Yoon, Akansha Singh, Samuel R Nason-
Tomaszewski, Nicholas S Card, Justin J Jude, et al. Inner speech in motor
cortex and implications for speech neuroprostheses. Cell, 188(17):4658–
4673, 2025.

[KSBAB+21] Aleksandra Kawala-Sterniuk, Natalia Browarska, Amir Al-Bakri, Mariusz
Pelc, Jaroslaw Zygarlicki, Michaela Sidikova, Radek Martinek, and Ed-
ward Jacek Gorzelanczyk. Summary of over fifty years with brain-computer
interfaces—a review. Brain sciences, 11(1):43, 2021.

50



[LAK+26] Alisa D Levin, Donald T Avansino, Foram B Kamdar, Nicholas S Card,
Maitreyee Wairagkar, Brandon G Jacques, Justin J Jude, Carrina Iacobacci,
Bayardo E Lacayo, Payton H Bechefsky, et al. Cross-brain transfer of
high-performance intracortical speech and handwriting bcis. bioRxiv, pages
2026–01, 2026.

[MMC20] Joseph G Makin, David A Moses, and Edward F Chang. Machine transla-
tion of cortical activity to text with an encoder–decoder framework. Nature
neuroscience, 23(4):575–582, 2020.

[MML+21] David A Moses, Sean L Metzger, Jessie R Liu, Gopala K Anumanchipalli,
Joseph G Makin, Pengfei F Sun, Josh Chartier, Maximilian E Dougherty,
Patricia M Liu, Gary M Abrams, et al. Neuroprosthesis for decoding
speech in a paralyzed person with anarthria. New England Journal of
Medicine, 385(3):217–227, 2021.

[MNN97] Edwin M Maynard, Craig T Nordhausen, and Richard A Normann. The
utah intracortical electrode array: a recording structure for potential brain-
computer interfaces. Electroencephalography and clinical neurophysiology,
102(3):228–239, 1997.

[NAGG12] Luis Fernando Nicolas-Alonso and Jaime Gomez-Gil. Brain computer
interfaces, a review. sensors, 12(2):1211–1279, 2012.

[PM23] Janis Peksa and Dmytro Mamchur. State-of-the-art on brain-computer
interface technology. Sensors, 23(13):6001, 2023.

[RKX+23] Alec Radford, Jong Wook Kim, Tao Xu, Greg Brockman, Christine
McLeavey, and Ilya Sutskever. Robust speech recognition via large-scale
weak supervision. In International conference on machine learning, pages
28492–28518. PMLR, 2023.

[SAL+24] Jianlin Su, Murtadha Ahmed, Yu Lu, Shengfeng Pan, Wen Bo, and Yunfeng
Liu. Roformer: Enhanced transformer with rotary position embedding.
Neurocomputing, 568:127063, 2024.

[SJD+21] Joshua H Siegle, Xiaoxuan Jia, Séverine Durand, Sam Gale, Corbett
Bennett, Nile Graddis, Greggory Heller, Tamina K Ramirez, Hannah Choi,
Jennifer A Luviano, et al. Survey of spiking in the mouse visual system
reveals functional hierarchy. Nature, 592(7852):86–92, 2021.

[SMA+21] Simanto Saha, Khondaker A Mamun, Khawza Ahmed, Raqibul Mostafa,
Ganesh R Naik, Sam Darvishi, Ahsan H Khandoker, and Mathias Baumert.
Progress in brain computer interface: Challenges and opportunities. Fron-
tiers in systems neuroscience, 15:578875, 2021.

51



[VGSS20] Saurabh Vyas, Matthew D Golub, David Sussillo, and Krishna V Shenoy.
Computation through neural population dynamics. Annual review of
neuroscience, 43(1):249–275, 2020.

[VIHG+25] Carlos E Vargas-Irwin, Tommy Hosman, Jacob T Gusman, Tsam Kiu Pun,
John D Simeral, Tyler Singer-Clark, Anastasia Kapitonava, Claire Nicolas,
Nishal P Shah, Donald T Avansino, et al. Gesture encoding in human left
precentral gyrus neuronal ensembles. Communications Biology, 8(1):1315,
2025.

[VSP+17] Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones,
Aidan N Gomez, Łukasz Kaiser, and Illia Polosukhin. Attention is all you
need. Advances in neural information processing systems, 30, 2017.

[WAH+21] Francis R Willett, Donald T Avansino, Leigh R Hochberg, Jaimie M
Henderson, and Krishna V Shenoy. High-performance brain-to-text com-
munication via handwriting. Nature, 593(7858):249–254, 2021.

[WKF+23] Francis R Willett, Erin M Kunz, Chaofei Fan, Donald T Avansino, Guy H
Wilson, Eun Young Choi, Foram Kamdar, Matthew F Glasser, Leigh R
Hochberg, Shaul Druckmann, et al. A high-performance speech neuropros-
thesis. Nature, 620(7976):1031–1036, 2023.

[WLL+24] Francis R Willett, Jingyuan Li, Trung Le, Chaofei Fan, Mingfei Chen,
Eli Shlizerman, Yue Chen, Xin Zheng, Tatsuo S Okubo, Tyler Benster,
et al. Brain-to-text benchmark’24: Lessons learned. arXiv preprint
arXiv:2412.17227, 2024.

[YCWG23] Joel Ye, Jennifer Collinger, Leila Wehbe, and Robert Gaunt. Neural
data transformer 2: multi-context pretraining for neural spiking activity.
Advances in Neural Information Processing Systems, 36:80352–80374, 2023.

[YRS+25] Joel Ye, Fabio Rizzoglio, Adam Smoulder, Hongwei Mao, Xuan Ma, Patrick
Marino, Raeed Chowdhury, Dalton Moore, Gary Blumenthal, William
Hockeimer, et al. A generalist intracortical motor decoder. bioRxiv, 2025.

[ZHF+25] Yizi Zhang, Linyang He, Chaofei Fan, Tingkai Liu, Han Yu, Trung Le,
Jingyuan Li, Scott Linderman, Lea Duncker, Francis R Willett, et al.
Decoding inner speech with an end-to-end brain-to-text neural interface.
arXiv preprint arXiv:2511.21740, 2025.

[ZWA+25] Yizi Zhang, Yanchen Wang, Mehdi Azabou, Alexandre Andre, Zixuan
Wang, Hanrui Lyu, The International Brain Laboratory, Eva Dyer, Liam
Paninski, and Cole Hurwitz. Neural encoding and decoding at scale. ArXiv,
pages arXiv–2504, 2025.

52


	Kurzfassung
	Abstract
	Contents
	Introduction
	Problem Statement and Motivation
	Research Questions
	Contributions
	Methodological Approach
	Structure of the Thesis

	Background
	Brain-Computer Interfaces

	Related Work
	Neural Speech Decoding
	End-to-End Decoding and Neural Pretraining

	Methodology
	Overview of Approach
	Models
	Training Stages

	Experiments
	Experiment Overview
	Results & Discussion

	Conclusion
	Future Work

	Data and Metrics
	Pretraining Results
	Overview of Generative AI Tools Used
	Bibliography

