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Abstract

Continual learning in artificial neural networks remains challenging due to catastrophic
forgetting, where previously acquired knowledge is rapidly overwritten when learning new
tasks. A common approach to mitigate this issue is generative replay, in which a separate
generative model is used to approximate past data distributions. However, training such
models in a continual learning setting can be unstable and computationally demanding.

In this work, we investigate Deep Feedback Control (DFC) as a unified framework for both
learning and sample generation. By inverting the network dynamics through a feedback-
driven control signal, DFC enables the generation of class-conditional samples without
requiring a separate generative model. We analyze the properties of this generation
process under different initialization strategies and evaluate the quality of the resulting
samples using both qualitative methods and quantitative metrics such as the Fréchet
Inception Distance.

Building on this mechanism, we propose an internal replay approach for continual
learning, in which the same network used for classification also generates replay samples.
Experimental results on the SplitMNIST benchmark demonstrate that this method
effectively mitigates catastrophic forgetting. In contrast to conventional generative replay,
which can suffer from a progressive degradation of sample quality and eventual collapse,
DFC-based internal replay exhibits a more stable behavior, maintaining task-relevant
structure in generated samples over time.

Overall, the results suggest that coupling generative and discriminative processes within
a single model provides a robust and efficient alternative to traditional replay methods,
offering a promising direction for continual learning systems.
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CHAPTER 1
Introduction

Artificial intelligence has made extraordinary progress in recent years. Deep neural
networks now outperform human experts in specific domains such as image recognition
[1, 2] and strategic game playing [3, 4, 5], generate coherent long-form text [6, 7], produce
photorealistic images from natural language descriptions [8, 9], and contribute to scientific
discovery [10] and medical diagnosis [11]. Despite these advances, modern AI systems
remain fundamentally limited in sequential learning scenarios, both in small-scale and
large-scale settings. When trained on a sequence of tasks, neural networks typically
suffer from catastrophic forgetting: the acquisition of new knowledge leads to a rapid
degradation of previously learned representations [12, 13, 14]. This limitation poses a
major obstacle for deploying AI systems in dynamic, real-world environments where data
is not presented in a single static batch but arrives continuously over time to enable
life-long learning [15, 16].
In contrast to artificial systems, biological agents are inherently capable of continual
learning. Throughout their lifetime, humans and animals continuously acquire new skills,
adapt to changing environments, and integrate novel experiences while largely preserving
previously learned knowledge. A child can learn arithmetic without forgetting how to
speak, and adults can acquire new motor skills without erasing earlier memories. This
remarkable ability to balance plasticity, the capacity to incorporate new information, with
stability, the retention of existing knowledge, remains a defining characteristic of natural
intelligence [17]. The apparent robustness of biological learning therefore motivates the
search for artificial learning mechanisms that can achieve continual adaptation without
catastrophic forgetting.
A defining characteristic of modern AI systems is that virtually all high-performing models
are trained using the backpropagation algorithm [18]. As a gradient-based optimization
method, backpropagation enables efficient credit assignment across multiple layers and
has become the foundation of contemporary deep learning [19]. Within this framework, a
variety of strategies have been proposed to mitigate the effects of catastrophic forgetting
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1. Introduction

[16]. Some approaches partially isolate the learning of new tasks by allocating dedicated
sub-networks or expanding model capacity, thereby reducing interference with previously
acquired representations [20]. Others aim to preserve earlier knowledge by constraining
parameter updates and limiting the extent to which weights considered important for
past tasks may change [14, 21]. Among these approaches, rehearsal-based methods have
emerged as particularly effective [22, 23, 24, 25, 26, 27, 28]. Replay strategies seek to
stabilize learning by revisiting past experiences, either through explicitly stored samples
[22, 26, 27, 28] or through internally generated representations [23, 25] that approximate
previously encountered data distributions. In rehearsal-based approaches, past samples or
compressed representations thereof are retained in memory and periodically interleaved
with new training data. Such methods, however, are inherently limited by available
storage capacity. Generative replay methods address this limitation by training a separate
generative model to approximate past data distributions [23, 25]. Synthetic samples
produced by this model are then combined with current task data during training, thereby
reducing interference and mitigating forgetting without requiring explicit storage of prior
examples.

While replay-based strategies have demonstrated strong empirical performance, they
introduce an important structural consideration. Both explicit rehearsal and generative
replay treat memory as an auxiliary component of the learning system. In rehearsal-
based approaches, previously observed data must be stored, compressed, or selectively
retained. In generative replay methods, a separate model is trained to approximate past
data distributions and subsequently used to synthesize artificial samples. In both cases,
continual learning is achieved by augmenting the primary learner with an additional
memory mechanism, either in the form of stored examples or an independently trained
generator.

This architectural separation raises a broader question about the role of replay in continual
learning. Is replay necessarily an external process that supplements a feedforward learning
system, or can it emerge from the internal dynamics of the network itself? In biological
systems, memory reactivation and consolidation are believed to occur through recurrent
interactions and feedback-driven processes, such as hippocampal replay during sleep
and rest. Importantly, such reactivations do not appear to rely on a distinct generative
module trained in isolation, nor on the explicit storage of raw sensory experiences in the
form used by artificial systems. Instead, replay-like phenomena seem to be embedded
within the ongoing dynamics of neural circuits.

This perspective suggests a reformulation of the role of replay within continual learning.
Rather than treating replay as an external mechanism that supplements a primary
learning system through stored data or a separately trained generative model, one may
ask whether replay can be realized as an intrinsic property of the network’s learning
dynamics. In this view, the question is not whether replay is necessary for mitigating
catastrophic forgetting, but how it is implemented. If the reactivation of task-relevant
representations can emerge from feedback-driven network dynamics themselves, replay
would no longer constitute an auxiliary component but an integral aspect of the learning
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process.

Motivated by this perspective, the present thesis investigates replay-based continual
learning under biologically inspired constraints. In particular, it explores whether
feedback-driven learning dynamics can be leveraged not only for credit assignment but
also for the generation of artificial samples used in replay. Deep Feedback Control
[29] provides one concrete instantiation of such a framework. By embedding learning
within a closed-loop dynamical system in which feedback signals actively shape neural
activity, DFC offers a mechanism through which target-driven inversion processes may
be repurposed to reconstruct internal representations associated with previously learned
tasks.

The central research question guiding this work is therefore:

Can replay-based continual learning be integrated into the feedback-
driven dynamics of a single network, such that generative replay
emerges without explicit data storage or a separately trained gen-
erative model?

In more intuitive terms, this work asks whether a neural network can learn to continually
adapt by internally reactivating its own representations, rather than relying on stored
examples or an additional generative system.

To address this question, this thesis (i) implements continual learning experiments within
a feedback-driven learning framework, (ii) develops a replay mechanism derived from its
dynamical inversion process, and (iii) evaluates the resulting stability–plasticity trade-off
in comparison to established replay-based approaches. Through this investigation, the
thesis aims to contribute to a more unified understanding of how credit assignment and
memory reactivation can interact within a single learning system.

3





CHAPTER 2
Background

The following background section provides a structured review of learning in artificial
and biological neural systems, with a particular emphasis on brain-inspired approaches.
The discussion begins with artificial neural networks and the credit assignment problem,
establishing the computational principles that govern multi-layer learning. Backpropaga-
tion is then introduced as the most prominent learning algorithm in modern machine
learning.

Building on this foundation, the section examines the biological plausibility of back-
propagation and highlights the conceptual tensions between gradient-based optimization
and known properties of neural circuits. This motivates a review of alternative learning
paradigms that seek to reconcile multi-layer learning with biological constraints. Among
these approaches, Deep Feedback Control is presented as the central dynamical framework
investigated in this thesis.

The chapter concludes by broadening the perspective to continual learning and catas-
trophic forgetting, situating the stability–plasticity dilemma within both artificial and
biological contexts. Existing strategies for mitigating catastrophic forgetting are then
reviewed, providing the conceptual basis for the subsequent empirical investigations.

2.1 Artificial Neural Networks and Credit Assignment
Learning in biological agents provides a natural starting point for understanding artificial
neural networks. When an organism performs an action and receives feedback about its
success or failure, the nervous system must determine how to modify synaptic connections
so that future behavior better achieves the desired outcome. Because individual synapses
influence behavior only indirectly through complex, multi-stage neural pathways, linking
global feedback signals to specific local changes is a nontrivial challenge. The brain must
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2. Background

therefore translate outcome-related information, such as reward or error signals, into
coordinated modifications across many distributed synapses.

Artificial neural networks (ANNs) face an analogous challenge. ANNs are parameterized
function approximators that map inputs to outputs through a composition of linear
transformations and nonlinear activation functions. Formally, consider a fully-connected
feedforward neural network with L layers. Given an input vector x ∈ Rd0 , the network
computes intermediate representations

h(l) = ϕ(l)
(︂
W(l)h(l−1) + b(l)

)︂
, l = 1, . . . , L, (2.1)

with h(0) = x. Here, W(l) ∈ Rdl×dl−1 and b(l) ∈ Rdl denote the weight matrix and bias
vector of layer l, respectively, and ϕ(l)(·) is a nonlinear activation function, such as the
hyperbolic tangent or the Rectified Linear Unit (ReLU). The network output is given by
y = h(L).

Learning in ANNs consists of adjusting the parameters

Θ =
{︂
W(l),b(l)

}︂L

l=1

so as to minimize a loss function L(y, t), which measures the discrepancy between the
predicted output y and a target t. The optimization objective can be written as

min
Θ

E(x,t)∼D
[︁L(︁

fΘ(x), t
)︁]︁

, (2.2)

where D denotes the data distribution and fΘ the function implemented by the network.

As in biological systems, the central difficulty lies not in defining a global objective, but
in determining how local parameters should change in response to global feedback. When
the network produces an output error, learning requires distributing responsibility (or
credit) across parameters located in different layers such that their collective updates
reduce the loss. Because most parameters influence the output only indirectly through
intermediate computations, identifying appropriate parameter changes from a global
objective is nontrivial.

Formally, let L denote a global objective defined over the network output. The credit
assignment problem consists in determining, for each parameter θ ∈ Θ, an update rule

∆θ = Uθ(L), (2.3)

that uses information about the global objective to produce parameter changes that
improve performance. Different learning algorithms correspond to different mechanisms
for constructing such update rules.

In shallow models, credit assignment is relatively straightforward because each parameter
directly influences the output. In deep networks, however, parameters in early layers
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2.2. Backpropagation

affect the loss only through a sequence of intermediate transformations. The contribution
of a parameter θ(l) in layer l depends on its influence on h(l), which propagates forward
through layers l + 1, . . . , L before affecting the final loss. This hierarchical dependency
renders credit assignment a nontrivial computational problem.

The credit assignment problem is therefore fundamentally about determining how dis-
tributed local modifications can be coordinated so as to improve a global objective.
Solving this problem efficiently and scalably is essential for training deep architectures
and lies at the heart of modern machine learning. In the next section, backpropagation
is introduced as a principled algorithmic solution to this problem.

2.2 Backpropagation
Introduced in 1986, backpropagation provides an efficient solution to the credit assignment
problem in multi-layer neural networks [18]. By systematically applying the chain rule
of calculus, the method computes exact gradients of the loss function with respect to
individual parameters with a computational cost proportional to a single forward pass.

Consider again, a feedforward network with layer activations:

h(l) = ϕ(l)
(︂
a(l)

)︂
, where a(l) =W(l)h(l−1) + b(l). (2.4)

Let L(h(L), t) denote the loss. The key idea of backpropagation is to compute gradients
layer by layer, starting from the output layer and propagating error signals backward
through the network.

Define the error signal (or local gradient) at layer l as

δ(l) := ∂L
∂a(l) . (2.5)

For the output layer L, this quantity can be computed directly from the loss:

δ(L) = ∂L
∂h(L) ⊙ ϕ′(L)

(︂
a(L)

)︂
, (2.6)

where ⊙ denotes element-wise multiplication. For hidden layers, a backward pass of
higher-layer errors using the chain rule yields the recursive relation

δ(l) =
(︂
W(l+1)⊤δ(l+1)

)︂
⊙ ϕ′(l)(︂a(l)

)︂
. (2.7)

Once the error signals are available, gradients with respect to the parameters follow
directly:
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2. Background

∂L
∂W(l) = δ(l)h(l−1)⊤,

∂L
∂b(l) = δ(l). (2.8)

These gradients can then be used in an optimization procedure such as (stochastic)
gradient descent to update the network parameters:

W(l) ← W(l) − η
∂L

∂W(l) , (2.9)

where η > 0 is the learning rate.

Backpropagation achieves computational efficiency by reusing intermediate quantities
from the forward pass while propagating gradients through the same computational
graph. This procedure yields a time complexity that scales linearly with the number of
parameters, rendering the method practical for training deep networks with millions or
even billions of weights.

2.2.1 Biological Plausibility of Backpropagation
Shortly after its introduction, researchers began to question whether an algorithm re-
sembling backpropagation could be implemented in biological neural circuits, identifying
several conceptual and physiological obstacles [30]. Despite these early concerns, the
remarkable empirical success of backpropagation in artificial neural networks over subse-
quent decades has repeatedly revived the debate about whether the brain might employ
a functionally similar mechanism for credit assignment. Although backpropagation offers
a computationally efficient approximation to learning in deep artificial networks, its
standard formulation relies on structural and informational requirements for which there
is limited experimental evidence in biological systems [31, 32]. Below, we outline these
issues in more detail and discuss the main challenges that arise when attempting to
reconcile backpropagation with biological neural circuits.

Weight Transport Problem
A first concern is the requirement of precise symmetry between forward and backward
connections, often referred to as the weight transport problem [33]. In standard back-
propagation, error signals are propagated backward through the network using the exact
transpose of the feedforward weight matrices (see Equation 2.7). This symmetry ensures
that gradient information is correctly aligned with the forward computations that pro-
duced the activations. However, biological synapses are not organized in such a way that
forward and feedback pathways share identical weights, as synapses between biological
neurons are one-way. Cortical circuits exhibit extensive recurrent and feedback connec-
tivity, but these connections are neither mirror-symmetric nor dynamically constrained
to match feedforward synapses. Maintaining exact weight symmetry would require either
a biologically implausible mechanism for copying synaptic strengths across pathways or
an additional coordination process for continuously aligning them.
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2.2. Backpropagation

Non-Local and Precisely Structured Error Signals
A second concern relates to the form and transmission of error information in backpropa-
gation. The algorithm relies on explicitly computed error derivatives that are propagated
backward through the network to guide synaptic updates. These signals are signed
and can vary substantially in magnitude during training, sometimes spanning several
orders of magnitude as reflected in the phenomena of vanishing and exploding gradients.
Backpropagation requires that layer-specific error signals be transmitted with sufficient
precision and combined coherently across multiple feedback pathways.

One hypothetical solution involves distinct populations of neurons encoding deviations
from target activity, with firing rates above or below a baseline representing positive
or negative errors. Although neurons encoding prediction errors have been identified
in the visual cortex [34], such a scheme would still require reliable integration and
redistribution of these signals across successive layers. How a biological system could
implement coordinated multi-layer error propagation while maintaining stability and
precision remains an open question.

Feedback in Brains Alters Neural Activity
A further concern concerns the functional role assigned to feedback signals in backpropa-
gation. In artificial networks trained with backpropagation, feedback connections are
used exclusively to transmit error information down the hierarchy in order to compute
gradients. These error signals are not incorporated into the neural dynamics that gener-
ate activations; instead, feedforward activity is computed independently, and backward
signals operate in a separate computational channel dedicated to parameter updates. As
a result, feedback in backpropagation is segregated from the activity-generating process
and serves only as a mechanism for adjusting synaptic weights.

In biological neural circuits, by contrast, feedback connections are not silent carriers of
abstract gradient information. Anatomical and physiological evidence indicates that top-
down and recurrent inputs directly shape ongoing neural activity, influencing perception,
inference, and behavior in real time [35]. Feedback in the brain therefore plays an
active computational role, dynamically modulating representations rather than merely
transmitting signals for synaptic updates.

This difference highlights a mismatch between backpropagation and biological systems: in
backpropagation, feedback is computationally segregated from neural dynamics, whereas
in the brain, feedback is an integral part of the activity-generating process itself. Con-
sequently, the functional separation between feedforward activity and backward error
transmission assumed by backpropagation does not naturally align with the continuous,
interactive dynamics observed in cortical networks.

Taken together, these considerations suggest that although backpropagation provides
a computationally powerful solution to the credit assignment problem, the algorithm
may not faithfully capture the mechanisms underlying learning in biological neural
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2. Background

circuits. This mismatch has motivated the development of alternative credit assignment
frameworks that seek to retain the effectiveness of deep learning while respecting biological
constraints more closely.

2.3 Beyond Backpropagation
The limitations of standard backpropagation have motivated the development of alterna-
tive credit assignment mechanisms that aim to preserve the computational advantages of
deep learning while relaxing its most biologically problematic assumptions. Rather than
proposing entirely new learning objectives, many of these approaches seek to approximate
gradient-based learning using modified feedback pathways, alternative target representa-
tions, or network dynamics that implicitly encode error information. In the following, we
review several influential directions that have shaped the search for biologically plausible
multi-layer learning.

Feedback Alignment
One of the earliest challenges to the weight transport problem was the proposal of
feedback alignment [36]. In standard backpropagation, error signals are propagated using
the transpose of the forward weight matrices. Concretely, as shown in Equation 2.7, the
hidden-layer error recursion is given by

δ(l) =
(︂
W(l+1)⊤δ(l+1)

)︂
⊙ ϕ′(l)(a(l)), (2.10)

which requires exact symmetry between forward and backward pathways.

Feedback alignment relaxes this requirement by replacing the transposed forward weights
with fixed, random feedback matrices denoted by B(l+1). The error recursion then
becomes

δ(l) =
(︂
B(l+1)δ(l+1)

)︂
⊙ ϕ′(l)(a(l)), (2.11)

where the matrices B(l+1) are initialized randomly and remain fixed throughout training.
The forward weights W(l) are still updated according to

∂L
∂W(l) = δ(l)h(l−1)⊤, (2.12)

but the error signals δ(l) are no longer exact gradients of the loss with respect to the
pre-activations.

Remarkably, it has been shown that during training the forward weights W(l) tend to
align with the random feedback pathways defined by B(l), allowing useful learning signals
to propagate despite the absence of symmetry. This phenomenon suggests that precise
weight transport may not be strictly necessary for effective multi-layer learning.

Subsequent work has explored mechanisms by which feedback pathways themselves can
adapt without explicit weight transport. For example, [37] proposed weight-mirroring and
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reciprocal learning schemes in which feedback weights learn to approximate transposes
of forward weights through local plasticity rules, enabling competitive performance on
large-scale benchmarks such as ImageNet. From a biological perspective, alternative
circuit-level proposals have also been developed. In particular, segregated dendritic
architectures have been suggested as a means of separating feedforward activations and
feedback error signals within individual neurons, thereby supporting multi-layer learning
without direct weight transport [38].

Variants such as direct feedback alignment [39] further simplify the mechanism by trans-
mitting error signals directly from the output layer to hidden layers using fixed feedback
weights B, bypassing intermediate layers. Although these approaches significantly weaken
the symmetry requirement, they still rely on explicit error signals and distinct forward and
backward phases. Consequently, while feedback alignment addresses one major biological
concern, it does not fully resolve the issues of locality and temporal synchronization.
Moreover, while feedback alignment performs well in shallow architectures, empirical
studies indicate that its effectiveness degrades in very deep or highly structured networks,
highlighting remaining challenges in scaling biologically plausible learning rules to modern
architectures [40, 41, 42].

Difference Target Propagation and Target-Based Methods
A more substantial reformulation of credit assignment is provided by target-based
approaches, such as difference target propagation [43, 44]. Rather than propagating
error derivatives as in backpropagation, these methods assign each hidden layer a target
activation that approximates the representation induced by gradient descent. Learning
then proceeds through local weight adjustments that drive layer activations toward the
corresponding targets [45].

Let the forward mapping between layers be given by

h(l+1) = f (l+1)(h(l);W(l+1)), (2.13)

and let V(l+1) parameterize an approximate inverse mapping

h̃(l) = g(l+1)(h(l+1);V(l+1)). (2.14)

In difference target propagation, the hidden-layer target ĥ(l) is constructed using the
correction

ĥ(l) = h(l) − g(l+1)(h(l+1);V(l+1)) + g(l+1)(ĥ(l+1);V(l+1)), (2.15)
where ĥ(l+1) denotes the target of the next higher layer. This correction compensates for
imperfections in the inverse mapping and ensures that the induced updates approximate
gradient descent.

The forward weights W(l) are then updated by minimizing a local loss that encourages
the actual activation to match its target,

L(l)
forward =

1
2

⃦⃦⃦
h(l) − ĥ(l)

⃦⃦⃦2
, (2.16)
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2. Background

yielding updates of the form

∆W(l) ∝ −∂L(l)
forward

∂W(l) . (2.17)

In addition, the feedback weights V(l) are trained to approximate inverse mappings of
the forward transformations. This is typically achieved by minimizing a reconstruction
loss

L(l)
inverse =

1
2

⃦⃦⃦
g(l+1)(f (l+1)(h(l);W(l+1));V(l+1)) − h(l)

⃦⃦⃦2
, (2.18)

so that g(l+1)(·;V(l+1)) becomes an approximate inverse of f (l+1)(·;W(l+1)).

In this formulation, the matrices V(l) serve as feedback pathways that transport target
information rather than error derivatives. Unlike backpropagation, these feedback
weights need not equal W(l)⊤ and are learned separately. Although difference target
propagation reduces the reliance on exact weight symmetry and avoids explicit backward
transmission of derivatives, it introduces additional inverse models and often requires
distinct computational phases for prediction and target correction.

Predictive Coding and Equilibrium-Based Approaches
A distinct line of research approaches the credit assignment problem not by modifying
the backward transmission of gradients, but by reformulating learning as a dynamical
process of inference followed by consolidation. In these models, neural activity is not
treated as a static result of a forward pass, but as a dynamical variable that evolves
over time to minimize a global objective or energy function. Synaptic plasticity is then
driven by the steady-state configuration reached by these dynamics. In this way, credit
assignment emerges from the relaxation behavior of recurrent networks rather than from
explicitly computed error derivatives.

Predictive coding models, originally developed as theories of cortical information pro-
cessing [46], have been shown to approximate backpropagation on arbitrary computation
graphs [47]. In these networks, dedicated error units encode mismatches between predicted
and actual activity at every layer.

A common formulation defines an energy function of the form

E({h(l)}, {W(l)}) =
∑︂

l

1
2

⃦⃦⃦
h(l) − f (l)(h(l−1);W(l))

⃦⃦⃦2
, (2.19)

where the prediction errors ϵ(l) = h(l) − f (l)(h(l−1);W(l)) are explicitly represented.
Neural dynamics then follow gradient descent on the energy with respect to activities,

τ
dh(l)

dt
= − ∂E

∂h(l) , (2.20)

so that activity iteratively relaxes toward a fixed point minimizing E.

12



2.4. Deep Feedback Control

Closely related are equilibrium-based methods such as equilibrium propagation [48], in
which learning is described in terms of two equilibrium states of a dynamical system. Let
E(h,W) denote a global energy function. In the free phase, neural activity relaxes to a
fixed point

h∗ = argmin
h

E(h,W). (2.21)

In a subsequent nudged phase, the output is weakly clamped toward its target by adding
a small perturbation term βL to the energy, yielding a new equilibrium hβ. Synaptic
updates are then computed from the difference between the two steady states,

∆W ∝ − 1
β

(︃
∂E

∂W(hβ ,W) − ∂E

∂W(h∗,W)
)︃
, (2.22)

which approximates gradient descent on the loss as β → 0 [48].

A central feature shared by predictive coding and equilibrium-based approaches is that
neural activity is first allowed to relax to a steady state before synaptic plasticity occurs
[49]. During this inference phase, the network settles into an activity configuration that
reflects both the input and the imposed output constraints. Only after this equilibrium
has been reached are synaptic weights updated, typically as a function of differences
between steady states. In this sense, learning proceeds by first inferring the appropriate
neural representation and subsequently consolidating it through weight changes, rather
than directly propagating error signals to drive immediate parameter updates.

These approaches replace discrete forward and backward passes with continuous dynamical
processes and express learning in terms of locally available signals. As a result, they offer
a principled route toward biologically plausible multi-layer learning while retaining a
close relationship to gradient-based optimization. However, in their classical formulations,
both predictive coding and equilibrium propagation typically rely on symmetric or tied
forward and feedback connections to ensure the existence of a well-defined energy function
and, in certain limits, equivalence to backpropagation. Thus, while these frameworks
reformulate the temporal and dynamical aspects of credit assignment, they do not fully
eliminate the structural constraints associated with weight symmetry.

2.4 Deep Feedback Control
Difference Target Propagation relies on learning approximate inverse mappings in order
to propagate targets from the output layer to hidden layers. However, the existence
and quality of such learned inverses are not guaranteed, particularly in deep or highly
nonlinear networks. This raises the question of whether target inversion can be achieved
without explicitly constructing layer-wise inverse models.

Deep Feedback Control approaches this problem from a different perspective. Instead
of learning explicit inverses, DFC formulates credit assignment as a control problem
on neural dynamics. A feedback controller integrates the output error and injects a
feedback signal through separate feedback weights, driving the network toward an output
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Figure 2.1: Comparison of three learning algorithms. (a) Backpropagation (BP) computes
exact gradients using symmetric forward and backward weights to propagate error signals
through the network. (b) Feedback Alignment (FA) replaces symmetric backward weights
with fixed random feedback matrices Bi while retaining gradient-based parameter updates.
(c) Deep Feedback Control (DFC) feeds the network output and the target into a controller,
which injects activity into the network dynamics using feedback connections Qi and drives
hidden units toward local target activations, thereby enabling local credit assignment
without explicit gradient backpropagation.

target state through a process referred to as dynamical inversion [50]. In this framework,
inversion is not implemented by a learned backward mapping, but emerges from the
interaction between network dynamics and feedback control.

Learning is then performed locally at the resulting controlled state: synaptic updates
depend on a comparison between the neuron’s activity under feedback control and
the activity predicted from its instantaneous feedforward drive. In this respect, DFC
shares a conceptual similarity with equilibrium-based approaches and predictive coding
frameworks, where learning also relies on locally available mismatches between predicted
and actual activity at equilibrium [49]. Originally introduced in [29] and later generalized
under the least-control principle in [51], DFC interprets feedback as a mechanism for
steering network activity such that credit assignment information becomes available
through these locally measurable discrepancies, without requiring explicit layer-wise
inverse models.

Network Dynamics

Consider a deep network of L layers with pre-activations vi ∈ Rni and post-activations
ri = ϕ(vi), where ϕ is a smooth nonlinearity applied elementwise. In DFC, neuron
activations evolve in continuous time according to

τv
d

dt
vi(t) = −vi(t) +Wiri−1(t) +Qiu(t), (2.23)
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where Wi are feedforward weight matrices, Qi are feedback weight matrices, u(t) is a
global control signal and τv is a membrane time constant. The input layer is clamped to
r0 = x.

In the absence of feedback (u = 0), the network converges to the standard feedforward
equilibrium

v−
i = Wir

−
i−1, r−

i = ϕ(v−
i ), (2.24)

which corresponds exactly to the forward pass of a conventional deep network. Thus,
the classical feedforward computation appears as the uncontrolled equilibrium of the
dynamical system.

Error-Driven Control

Given a supervised loss L(rL, y), DFC defines a nudged output target

r∗
L = r−

L − λ
∂L(rL, y)

∂rL

⃓⃓⃓⃓
rL=r−

L

, (2.25)

where λ > 0 is a small step size. The goal of the controller is to drive the network output
rL(t) toward this target. While the original formulation focused on small λ to justify a
first-order approximation of the dynamics, subsequent work extended the framework to
the strong-feedback regime, including the case λ = 1, where the output is fully clamped
to the target [52].

Define the output error as e(t) = r∗
L − rL(t). DFC employs a proportional–integral

controller,

u(t) = KIuint(t) +KP e(t), (2.26)

τu
d

dt
uint(t) = e(t) − αuint(t). (2.27)

with gains KI , KP and leakage parameter α > 0. Through the interaction of (2.23) and
the controller dynamics, the network state evolves toward a controlled equilibrium in which
the output matches the target r∗

L. The theoretical analysis of DFC is not restricted to
proportional–integral control. In [29], the framework was shown to accommodate a broader
class of feedback controllers that satisfy suitable equilibrium conditions. Subsequent work
further generalized this perspective within the least-control formulation [51].

Crucially, feedback does not merely transmit error information but perturbs hidden-layer
activities. These controlled deviations encode credit assignment information directly in
the neural state, which can be used at equilibrium to drive parameter updates.

Learning as a Least-Control Principle

Learning in DFC is performed at the controlled equilibrium of the combined network
and controller dynamics. Let (v∗

i , u
∗) denote a steady state satisfying

0 = −v∗
i +Wir

∗
i−1 +Qiu

∗, r∗
i = ϕ(v∗

i ).
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At this equilibrium, feedforward weights are updated according to

∆Wi = η
(︁
ϕ(v∗

i ) − ϕ(Wir
∗
i−1)

)︁
r∗⊤

i−1, (2.28)

where η is a learning rate.

The update depends exclusively on pre-synaptic activity r∗
i−1 and post-synaptic activity

v∗
i , and is therefore local in space and time. The plasticity rule evaluates the discrepancy
between the neuron’s activity at the controlled equilibrium and the activity predicted
by its instantaneous feedforward input. Synaptic weights are modified to reduce this
discrepancy, enabling the feedforward pathway to reproduce the controlled state without
feedback.

This mechanism can be formally understood through the least-control principle [52]. Let
θ denote the collection of network parameters (e.g., the feedforward weights Wi) and let
ϕ denote the state of the dynamical system (e.g., the concatenated neural activities).
Instead of directly minimizing the task loss, learning is formulated as the constrained
optimization problem

min
θ,ϕ,ψ

1
2∥ψ∥2 s.t. f(ϕ, θ) + ψ = 0, ∇ϕL(ϕ) = 0, (2.29)

where ψ denotes the control signal and f the network dynamics. The objective is to
minimize the amount of control required to reach a loss-minimizing steady state.

Under mild regularity conditions, the gradient of the least-control objective with respect
to the parameters takes the form

∇θH(θ) = −∂θf(ϕ∗, θ)⊤ψ∗, (2.30)

which reduces to local Hebbian-style updates for neural networks. The DFC plasticity
rule in (2.28) is precisely the instantiation of this gradient for feedforward weights.

From this perspective, learning progressively reduces the magnitude of the control signal
u∗ required to satisfy the task constraints. As training proceeds, the free (uncontrolled)
equilibrium approaches the controlled equilibrium, thereby minimizing the necessary
control effort. Credit assignment thus emerges from optimal control of neural dynamics
rather than from an explicit backward gradient computation.

Minimum-Norm Updates in Deep Feedback Control

A central theoretical result of DFC is that, under appropriate conditions, its steady-state
plasticity rule implements minimum-norm parameter updates. This provides a precise
optimization-theoretic interpretation of the local learning rule.

Consider a single training sample and denote by r−
L the feedforward output and by r∗

L the
nudged target defined in (2.25). The goal of learning is to modify the feedforward weights
such that the free (uncontrolled) equilibrium reproduces the desired output correction.
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2.4. Deep Feedback Control

Among all parameter updates {∆Wi}L
i=1 that achieve

rnew
L = r∗

L,

DFC selects, at steady state, the update with minimal weighted Frobenius norm. More
precisely, in the limit of small λ and α, the DFC steady-state update solves

min
{∆Wi}

L∑︂
i=1

∥r−
i−1∥2

2∥∆Wi∥2
F s.t. rnew

L = r∗
L. (2.31)

Thus, DFC computes the smallest possible parameter change—measured in a layer-wise
activity-weighted metric—that realizes the desired output correction. This corresponds
to a weighted minimum-norm (MN) solution.

Conditions for Minimum-Norm Updates. The minimum-norm property holds
under the following conditions:

1. The network and controller dynamics are stable and converge to a steady state.

2. The target step size λ and controller leakage α are sufficiently small.

3. The feedback weights Qi satisfy the column-space condition

col(Q) = row(J),

where J denotes the Jacobian of the network output with respect to the concatenated
pre-activations evaluated at the feedforward equilibrium.

Under these assumptions, the controller dynamically inverts the output error into a
hidden-state perturbation that corresponds to the minimum-norm solution of

J∆v = δL,

and the local plasticity rule translates this state correction into the corresponding
minimum-norm parameter update.

Relation to Gauss–Newton Optimization. If, in addition, layer activation norms
are approximately equal across layers, the weighted minimum-norm update coincides with
a Gauss–Newton step for a single training sample. In this regime, DFC approximates a
second-order optimization method without explicitly computing curvature matrices or
requiring symmetric weights.
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Relaxed Conditions. When the column-space condition on Q is not exactly satisfied,
DFC no longer computes the exact minimum-norm solution. However, under mild
stability assumptions, the steady-state update remains a descent direction for the loss.
In this regime, the controller continues to steer the network toward lower-loss states,
although the resulting parameter update may deviate from the optimal second-order
direction.

Importantly, this relaxed requirement provides substantial flexibility in how the feedback
weights Q are structured or learned. Since exact alignment with the Jacobian row space
is not strictly necessary for learning to succeed, Q can be implemented through various
architectural choices, including fixed random feedback, structured feedback pathways,
or locally learned feedback weights. This flexibility distinguishes DFC from approaches
that rely on precise symmetry or explicit inverse mappings, and allows feedback to serve
multiple functional roles beyond exact curvature matching.

Interpretation. From the least-control perspective, the minimum-norm property
reflects that DFC modifies the parameters only as much as necessary to reduce the
amount of control required to reach the target equilibrium. Learning therefore proceeds
by progressively internalizing the corrective effect of feedback while avoiding unnecessary
parameter changes.

Biological Interpretation

The DFC neuron admits a natural multi-compartment interpretation. The central
compartment corresponds to the somatic voltage vi, the basal compartment integrates
feedforward input Wiri−1, and the apical compartment receives feedback Qiu. Plasticity
depends on the difference between somatic activity and basal prediction, resembling
dendritic predictive coding mechanisms.

In summary, DFC unifies dynamical systems, optimal control and second-order optimiza-
tion into a local learning framework. It avoids weight symmetry constraints, embeds
error signals in neural activity, and provides a principled alternative to backpropagation
for deep networks.

2.5 Continual Learning
Most modern machine learning models and algorithms (including backpropagation) are
developed under the assumption that training and test data are independently and
identically distributed (i.i.d.). Concretely, it is assumed that all samples are drawn
from a stationary underlying distribution and that the full training dataset is available
simultaneously. Under this regime, model parameters can be optimized jointly over all
data, and stochastic gradient-based methods provide unbiased estimates of the gradient
of a single, well-defined objective function.
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Continual learning (CL) departs fundamentally from this setting. Instead of receiving
all data at once, the model is exposed to a sequence of tasks or data distributions over
time. At any given moment, only data from the current task is available, while previous
data is typically no longer accessible. As a consequence, the effective data distribution
becomes non-stationary and violates the i.i.d. assumption. The learning problem is thus
no longer to optimize performance on a single static distribution, but to maintain good
performance across a sequence of changing tasks.

A central challenge that arises in this setting is catastrophic forgetting [12]. When
a neural network is trained sequentially on multiple tasks using standard gradient-
based optimization, the update steps for a new task tend to overwrite parameters that
were previously important for earlier tasks. Because the same parameters are reused,
optimizing for the current objective often degrades performance on previously learned
tasks, sometimes dramatically. This phenomenon was already observed in early studies of
neural networks and remains one of the primary obstacles to lifelong learning in artificial
systems [13, 12].

To provide a structured evaluation framework, the authors of [24] distinguish three
continual learning scenarios that differ in what information is available at test time and
in the difficulty of the problem. Importantly, the same sequence of tasks can be evaluated
under each of these scenarios.

Task-Incremental Learning (Task-IL). In the task-incremental scenario, the identity
of the task is provided at test time. The model only needs to solve the current task and
can rely on explicit task identity information. Architecturally, this is often implemented
via task-specific output heads (i.e., a multi-headed network), while potentially sharing
hidden representations across tasks. Since task identity is known, interference between
tasks can be reduced through task-specific components. This is generally considered the
easiest continual learning setting [24].

Domain-Incremental Learning (Domain-IL). In the domain-incremental scenario,
task identity is not provided at test time. However, the model is not required to explicitly
infer which task it is facing. Typically, the label space remains the same across tasks, while
the input distribution changes (e.g., due to domain shifts). The model must therefore
generalize across different input distributions without relying on task-specific output
heads. This setting is more challenging, as the model cannot condition its predictions on
explicit task information.

Class-Incremental Learning (Class-IL). In the class-incremental scenario, task
identity is neither provided nor implicitly given by the label space. Instead, new classes
are introduced over time, and at test time the model must discriminate among all
classes encountered so far. This requires both retaining knowledge of previous classes and
correctly identifying inputs from new ones. As shown by [24], this scenario is substantially
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more difficult than the previous two, and many approaches that perform well in the
Task-IL setting fail in this case.

These three scenarios illustrate that continual learning does not refer to a single, uniform
problem, but rather to a spectrum of settings with different assumptions and levels
of difficulty. In the literature, proposed methods are often evaluated in only one of
these scenarios, frequently without making the distinction explicit. As a result, reported
performances are not always directly comparable, even when similar datasets or task
sequences are used. A clear separation between Task-IL, Domain-IL, and Class-IL is
therefore crucial for interpreting empirical results and for assessing the strengths and
limitations of different approaches.

2.6 Mitigating Catastrophic Forgetting
A large body of work has proposed mechanisms to reduce catastrophic forgetting in
neural networks. Most approaches can be grouped into (i) architectural methods that
change the model structure to reduce interference, (ii) regularization-based methods that
constrain parameter updates so that previously acquired knowledge is preserved, and
(iii) replay methods that revisit past experience (directly or indirectly) while learning
new data. While all three families aim to address the same fundamental problem, they
differ substantially in scalability, flexibility, and empirical effectiveness, especially in more
challenging continual learning settings such as class-incremental learning.

Architectural methods. Architectural approaches mitigate forgetting by isolating
task-specific parameters or expanding the network capacity as new tasks arrive. A
prominent example are Progressive Neural Networks [20], which instantiate a new “column”
(a new set of layers) for each task while keeping earlier columns frozen. Lateral connections
from previous columns enable transfer, but because previously learned parameters are
not updated, interference (and thus forgetting) is avoided by design. While this strategy
effectively prevents forgetting, it leads to a growth of model parameters proportional to
the number of tasks and requires explicit task boundaries.

A related but more parameter-efficient approach is Context-Dependent Gating (XdG)
[53]. Instead of allocating entirely new subnetworks, XdG uses task-specific gating masks
that deactivate a subset of hidden units for each task. In this way, different tasks rely
on partially disjoint subsets of the network, reducing overlap in parameter usage and
limiting interference. However, such methods typically assume access to task identity
and are therefore mainly applicable to the task-incremental setting. Moreover, structural
separation does not directly address the underlying representational drift when task
identity is unavailable.

Regularization-based methods. Regularization methods retain a fixed architecture
but modify the learning objective so that parameters important for previous tasks change
more slowly. Elastic Weight Consolidation (EWC) [14] adds a quadratic penalty that
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pulls parameters back toward their previously learned values, weighted by an importance
estimate based on the (diagonal) Fisher information matrix. Parameters deemed crucial
for earlier tasks thus become less plastic during subsequent learning. Synaptic Intelli-
gence (SI) [21] follows a similar principle but estimates parameter importance online by
accumulating local signals reflecting each parameter’s contribution to loss reduction.

While these approaches are attractive due to their low memory requirements and fixed
architecture, they rely on accurate estimates of parameter importance. In complex
settings, especially when tasks share representations or when task identity is not available,
such constraints may be insufficient to prevent interference. Empirically, regularization-
based methods often struggle in class-incremental scenarios, where preserving fine-grained
class boundaries across tasks becomes essential.

Replay methods. Replay-based approaches address forgetting more directly by inter-
leaving learning on new data with samples representing previous tasks. By repeatedly
exposing the model to past experience, replay approximates joint training over all tasks
and thereby counteracts distributional drift. In its simplest form, exemplar-based re-
hearsal stores a small buffer of previously seen samples and mixes them with current
data during training.

iCaRL [22] combines rehearsal with a distillation objective and a nearest-class-mean
classifier in feature space, making it particularly suitable for class-incremental learning.
Beyond storing raw inputs, replay can also be guided by sampling strategies. Maximally
Interfered Retrieval (MIR) [26] selects replay samples that are predicted to suffer the
largest loss increase under the current update, prioritizing those most at risk of forgetting.

A particularly influential baseline is Dark Experience Replay (DER) [54], which stores past
samples together with their logits (“dark knowledge”) and enforces consistency between
current predictions and stored outputs. Instead of only replaying hard labels, DER
preserves richer predictive information, effectively regularizing the function represented
by the network rather than only its parameters. Variants such as DER++ further
combine logit matching with standard cross-entropy rehearsal, achieving strong empirical
performance across benchmarks.

Replay can also be made more memory-efficient by storing compressed representations
rather than raw inputs. REMIND [27] freezes early layers, stores quantized intermediate
features, and replays reconstructed representations to update later layers. SIESTA [28]
introduces a wake–sleep schedule, performing lightweight online updates during wake
phases and consolidation through replay during sleep phases.

Overall, replay-based methods consistently achieve strong performance in challenging
settings, particularly in class-incremental learning. Despite their empirical success,
replay-based methods introduce their own limitations. Storing raw samples requires
additional memory whose size grows with the number of tasks, which may be infeasible
in long learning sequences or privacy-sensitive settings. Generative replay avoids explicit
storage but instead requires training and maintaining a separate generative model, adding
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Figure 2.2: Conceptual comparison of three major strategies to mitigate catastrophic
forgetting in continual learning. Architectural approaches reduce interference by struc-
turally separating task solutions, for example by freezing previously learned components
and allocating new (fully plastic) capacity for incoming tasks. Regularization-based
approaches keep a shared architecture but make parameters that are important for prior
tasks less plastic, constraining updates during learning on new data. Replay methods
maintain performance on earlier tasks by interleaving training on the current task with
reactivated past experience, either from a stored buffer or from generated pseudo-samples.

computational overhead and introducing potential instability or model mismatch between
the generator and the main network. Consequently, replay shifts the continual learning
problem from catastrophic forgetting to questions of memory efficiency, model complexity,
and integration between learning and replay mechanisms. The central question addressed
in this thesis is therefore whether replay can be integrated more intrinsically into the
learning dynamics of a single network, reducing the need for explicit memory buffers or
separately trained generative models while retaining the benefits of replay for continual
learning.
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CHAPTER 3
Methods

This section introduces the framework investigated in this thesis. The goal is to study
whether replay-based continual learning can emerge from the internal dynamics of a single
neural network, without relying on explicit memory buffers or separately trained generative
models. The proposed approach builds on the Deep Feedback Control framework, in
which feedback signals steer neural activity toward target states through a dynamical
control process.

The central idea explored in this work is that these feedback-driven dynamics may not
only guide learning but may also induce the reactivation of internal representations
associated with previously learned tasks. If such reactivations occur during training, they
could provide an implicit form of replay that reinforces past knowledge while the network
adapts to new tasks.

The following sections first introduce the general mechanism for sample generation
through dynamical inversion within the Deep Feedback Control framework, including
the extension of the dynamics to the input layer. Subsequently, the multilayer setting is
considered, where design choices regarding the feedback structure and control pathways
are discussed. Finally, the use of generated samples in a continual learning setting is
described, illustrating how replay-like behavior can emerge from the network’s internal
dynamics.

3.1 Sample Generation through Dynamical Inversion
The dynamical inversion mechanism underlying Deep Feedback Control can be used to
generate artificial samples. While the standard DFC setting assumes a clamped input
r0 = x and uses feedback control to steer hidden activities toward an output target,
sample generation requires solving the inverse problem: finding an input that is consistent
with a desired output under the current network parameters.
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To achieve this, the dynamical inversion process is extended to the input layer. Instead
of fixing the sensory input, the network is initialized with an arbitrary input state x(0),
for instance random noise or an existing image, and the output layer is clamped to a
desired target class. The input layer is then treated as part of the dynamical system and
evolves together with the hidden layers under the influence of the feedback controller.

Formally, consider a network with L layers and activations defined as in Section 2.4.
In contrast to the learning setting, the input activity becomes a dynamical variable
x(t) ∈ Rn0 . To enable its adaptation, a feedback pathway from the output to the input
layer is introduced via a matrix Q0 ∈ Rn0×nL . The controlled network dynamics are then
given by

τx
d

dt
x(t) = Q0u(t), (3.1)

τv
d

dt
vi(t) = −vi(t) +Wiri−1(t) +Qiu(t), i = 1, . . . , L − 1, (3.2)

τv
d

dt
vL(t) = −vL(t) +WLrL−1(t), (3.3)

with
r0(t) = x(t), ri(t) = ϕi(vi(t)).

As in the learning setting, the controller acts on the output error

e(t) = r∗
L − rL(t),

where r∗
L denotes the desired output target. The controller generates a control signal u(t)

that is injected directly to lower layers through the feedback matrices Qi, including the
input layer via Q0. Notably, the output layer is not directly controlled by the feedback
signal. Instead, the output evolves purely according to the feedforward input received
from the preceding layer, ensuring that the resulting output remains consistent with the
forward mapping induced by the current input and hidden-layer activities.

Because the input layer is no longer clamped, the dynamical system can modify both in-
ternal representations and the input itself while minimizing the output error. The network
therefore performs a form of dynamical inversion, searching for an input configuration
that produces the imposed output under the current feedforward mapping.

At convergence, the network reaches a controlled equilibrium (x∗, v∗
1, . . . , v

∗
L, u

∗) satisfying

0 = Q0u
∗, (3.4)

0 = −v∗
i +Wir

∗
i−1 +Qiu

∗, i = 1, . . . , L − 1, (3.5)
0 = −v∗

L +WLr
∗
L−1, (3.6)

with
r∗

0 = x∗, r∗
i = ϕi(v∗

i ),
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and r∗
L ≈ ytarget. The equilibrium input x∗ is then interpreted as a generated sample

corresponding to the target class.

Notably, the input dynamics differ from the hidden-layer dynamics in that no explicit
decay term is included. This choice ensures that the input can reach a stable configuration
at equilibrium, rather than being continuously driven toward zero. However, the absence
of an intrinsic restoring force implies that any structure present in the initial state x(0)
must either be actively canceled by the feedback signal Q0u(t) or will persist throughout
the inversion process. As a result, the quality of the generated samples can depend
on the initialization and the ability of the controller to override residual input activity.
Strategies to mitigate these effects will be discussed in subsequent sections.

3.1.1 Layer-wise Control for Multilayer Networks

A straightforward extension of dynamical inversion is to control all lower layers using a
single global control signal derived from the output error. In this setting, the controller
ensures that the network output approaches the desired target, and the last hidden layer
is therefore driven toward a representation that produces the correct output under the
forward mapping. However, this objective imposes only a low-dimensional constraint on
the full network state, rendering the control problem rank-deficient: multiple internal
configurations can give rise to the same output. As a consequence, earlier hidden layers
are only indirectly constrained and need not produce activities that match the controlled
states of their downstream counterparts. This indeterminacy is particularly evident when
reconstructing inputs, which constitutes an underdetermined inverse problem in which
many candidate inputs can produce the same output. The network may therefore reach
a state in which the output is correct, while intermediate layers do not form a coherent
feedforward trajectory.

To address this issue, a layer-wise control mechanism is introduced, closely related
to predictive coding formulations. The central idea is to enforce consistency between
successive layers by assigning a local controller to each layer except the input layer. Each
controller compares the current feedforward activity of its layer to a controlled target
activity and sends its control signal to the layer below. In this way, the desired output is
not only imposed at the final layer, but propagated recursively through the network such
that all layers become aligned at equilibrium. By introducing additional constraints at
every layer, this approach resolves the rank-deficiency of the global control scheme and
reduces the space of admissible solutions, yielding internally consistent representations
throughout the hierarchy.

Formally, let ui(t) denote the control signal generated at layer i, for i = 1, . . . , L. The
controller at the output layer remains unchanged and integrates the error between the
desired target and the current output,

eL(t) = r∗
L − rL(t).
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For the hidden layers, the control objective is to enforce consistency between the controlled
activity of a layer and the activity predicted by its feedforward input. To this end, the
feedforward activity of layer i is defined as

rFF
i (t) = ϕ(Wiri−1(t)) , i = 1, . . . , L − 1.

The corresponding control error is then given by

ei(t) = ri(t) − rFF
i (t), i = 1, . . . , L − 1,

where
ri(t) = ϕ(vi(t)).

All controllers are implemented as PID controllers with dynamics as introduced in (2.26)
and (2.27), but the same mechanism can be extended to a wider range of controllers
as stated in [29]. The control signals are propagated downward through the feedback
pathways, such that the activity of each layer is influenced by the controller of the layer
above. The resulting neuron dynamics are given by

τx
d

dt
x(t) = Q0u1(t), (3.7)

τv
d

dt
vi(t) = −vi(t) +Wiri−1(t) +Qiui+1(t), i = 1, . . . , L − 1, (3.8)

τv
d

dt
vL(t) = −vL(t) +WLrL−1(t). (3.9)

In this layer-wise formulation, the feedback weights Qi are defined separately for each
layer. The choice of these feedback matrices plays a crucial role in the effectiveness
of the control process. In this work, the feedback weights are learned through a local
layer-wise reconstruction objective at the first timestep. To better match the behaviour
of Jacobian-based feedback, the controller output Qiui+1(t) is additionally modulated
with the derivative of the current neuronal activity in layer i, as the controller is not able
to freely modify the neuron activity.

Since the feedback weights are learned with a layer-wise reconstruction loss, a modified
input dynamics is employed to mitigate the issue of persistent input noise discussed
earlier. Specifically, a decay term is reintroduced at the input layer, yielding

τx
d

dt
x(t) = −x(t) +Q0r

FF
1 (t) +Q0u1(t), (3.10)

where rFF
1 (t) denotes the feedforward prediction. This formulation allows the input to

relax toward a structured feedforward signal while still being shaped by the feedback
controller.

Together, these design choices define a hierarchical control system in which the output
layer is driven toward the desired target, while each hidden layer is controlled such that its
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Figure 3.1: Illustration of the layer-wise dynamical inversion process used for sample
generation with DFC. Starting from an initial input, control signals derived from the
output error are propagated through feedback pathways to intermediate layers. Each
layer is driven toward a target activity that is consistent with both the desired output
and the feedforward dynamics, resulting in a coherent reconstruction of the input.

activity defines a target for the layer below. At equilibrium, the feedforward predictions
induced by lower layers align with the controlled activities of higher layers, enforcing
consistency across successive layers and yielding a coherent feedforward configuration
throughout the network.

3.2 Experimental Setup and Evaluation Protocol

This section describes the experimental setup used to evaluate the proposed approach.
It outlines the datasets, network architectures, and training procedures, as well as
the continual learning protocol under which the models are trained. Furthermore, the
evaluation metrics used to assess performance and quantify forgetting are introduced.
Together, these components define a controlled setting for systematically analyzing the
effectiveness of the proposed replay mechanism.
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Datasets

All experiments in this work are conducted on the MNIST dataset [55], which consists of
60000 grayscale images of handwritten digits from 0 to 9. Each image has a resolution of
28× 28 pixels and is associated with a corresponding class label.

To evaluate the ability of the proposed method to generate artificial samples, a network
is trained on the full MNIST dataset. In this setting, all ten classes are available
simultaneously, allowing the quality of generated samples to be assessed in a standard
supervised learning scenario.

For the continual learning experiments, variants of the Split-MNIST benchmark are
considered. In this setting, the original dataset is partitioned into a sequence of tasks,
each containing a disjoint subset of classes. We consider the class-incremental (Class-IL)
learning scenario, in which the model must distinguish between all classes encountered
so far at test time without access to task identity as described in [24].

The following configuration is used in this work:

• 5-task Split-MNIST: The dataset is divided into five tasks, each consisting of
two classes: {0, 1}, {2, 3}, {4, 5}, {6, 7}, and {8, 9}.

During continual learning, tasks are presented sequentially, and the model does not have
access to data from previous tasks once training on a new task begins. This setup provides
a controlled benchmark for evaluating the ability of the proposed replay mechanism to
mitigate catastrophic forgetting.

Network Architecture

The experiments are conducted using fully connected neural networks with between one
and three hidden layers, depending on the specific experimental setting. Each hidden layer
consists of 256 units. The activation function used throughout the hidden layers is the
hyperbolic tangent (tanh), applied element-wise to all hidden-layer pre-activations. The
output layer consists of ten units and uses a softmax activation to produce a probability
distribution over classes.

Training Procedure

Training is performed using the Deep Feedback Control framework as described in
Section 2.4. For each input sample, the network dynamics are simulated until convergence
or until a maximum number of timesteps is reached. Convergence is determined based
on the output error: if the discrepancy between the current output and the target
falls below a predefined threshold ϵ, the system is considered to have reached a steady
state. Otherwise, the simulation is terminated after a maximum of tmax timesteps. The
dynamical updates are performed with a time constant given by the hyperparameter τ .
In the case where the feedback weights are learned, the updates are applied after the
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Figure 3.2: Illustration of the continual learning protocol used in this work. The MNIST
dataset is split into a sequence of tasks, where each task consists of two classes. The
network is trained sequentially on these tasks without access to data from previous tasks.

network has reached an equilibrium or once the maximum number of iterations tmax is
reached.

The controller acts on the output error defined with respect to a nudged target. Specifically,
the desired output is constructed as a convex combination of the network output and the
one-hot label, controlled by a hyperparameter lrtarget, which determines the strength of
the nudging toward the target.

Training is performed using mini-batches of size 100 over a total of n epochs. All network
parameters are initialized using Xavier initialization. Both the forward weights and,
when applicable, the feedback weights are optimized using the Adam optimizer. The
optimizer is characterized by the learning rate η, exponential decay rates β1 and β2, and
a numerical stability constant ϵadam, which are treated as hyperparameters and specified
in the experimental setup. An overview of all hyperparameters used in the experiments
is provided in Table 3.1.

Continual Learning Protocol

The continual learning experiments are conducted in a sequential task setting, where
tasks are presented one after another without revisiting the original data of previous tasks.
After completing training on a task, the corresponding dataset is no longer accessible.

Replay is incorporated at the beginning of each new task, except for the first task. Before
training on task Tk, synthetic samples corresponding to previously learned classes are
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Table 3.1: Overview of hyperparameters used in the experiments.

Parameter Value Description
ϵ 10−3 Convergence threshold for output error
tmax 10 Maximum number of timesteps for dynamics during training
tgen 5000 Number of timesteps for dynamics during sample generation
τ 0.1 Stepsize of the dynamical updates
lrtarget 1.0 Nudging strength toward target output
n 20 Number of training epochs
B 100 Number of samples per training batch
η 10−4 Learning rate of the Adam optimizer
β1 0.9 Exponential decay rate for first moment (Adam)
β2 0.999 Exponential decay rate for second moment (Adam)
ϵadam 10−8 Numerical stability constant (Adam)
KP 2.0 Proportional gain of the controller
KI 1.0 Integral gain of the controller
α 0.0017 Leak term of the controller integrator

generated using the dynamical inversion procedure described in Section 3.1. These
generated samples are then combined with the data of the current task and included in
every training batch throughout all epochs of that task.

The number of generated samples depends on the specific experimental setting and is
treated as a variable parameter. The exact values used in each experiment are reported
in the corresponding results section.

Evaluation Metrics

The performance of the proposed method is evaluated using classification accuracy in a
continual learning setting. After training on each task, the model is evaluated on the
test sets of all tasks encountered so far.

Accuracy per task. For each task Ti, the classification accuracy is computed on its
corresponding test set after training on task Tk, for all i ≤ k. This provides a detailed
view of how performance on previously learned tasks evolves over time.

Cumulative accuracy. In addition to per-task performance, the overall accuracy is
evaluated on the union of all test sets corresponding to tasks encountered so far. After
training on task Tk, this corresponds to evaluating the model on all classes from tasks
T1, . . . , Tk. This metric reflects the model’s ability to correctly classify all previously
learned classes without access to task identity.

Evaluation of generated samples. The quality of the generated samples is assessed
through a downstream classification task. Specifically, an artificial dataset is constructed
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by generating samples for all classes using the dynamical inversion procedure, such
that the size of the generated dataset matches that of the original training set. A new
network with the same architecture is then trained on this artificial dataset using standard
backpropagation. The quality of the generated samples is quantified by evaluating the
classification accuracy of this network on the original MNIST test set. High test accuracy
indicates that the generated samples capture the underlying data distribution and contain
sufficient class-discriminative information.

In addition, the similarity between generated and real images is evaluated using the Fréchet
Inception Distance (FID). This metric compares the statistics of feature representations
extracted from real and generated images using a pretrained InceptionV3 network. In
this work, we employ the standard PyTorch implementation described in [56]. Denoting
by (µr,Σr) and (µg,Σg) the empirical means and covariance matrices of the feature
activations for real and generated samples, respectively, the FID is defined as

FID = ∥µr − µg∥2 +Tr
(︂
Σr +Σg − 2(ΣrΣg)1/2

)︂
.

Lower FID values indicate a closer match between the generated and real data distribu-
tions.

31





CHAPTER 4
Results

4.1 Experimental Overview
The goal of this section is twofold. First, we evaluate whether Deep Feedback Control can
be used as a mechanism to generate meaningful artificial samples by means of dynamical
inversion. Second, we assess whether these generated samples are suitable for mitigating
catastrophic forgetting in a continual learning setting through replay.

All experiments are conducted on the dataset and model architectures described in
Section 3, and any deviations in hyperparameters or settings will be specifically mentioned.
We consider both the quality of generated samples in isolation and their effectiveness
when integrated into a sequential task-learning scenario. To this end, the results are
structured into two main parts.

In the first part, we analyze the properties of samples generated with DFC. This includes
a qualitative inspection of generated inputs, an evaluation of how well the generation
process can be controlled via output targets, and a quantitative assessment based on
training a separate model on generated data and measuring its performance on real test
data. In the second part, we investigate the usefulness of these samples for replay in
continual learning. We compare DFC-based replay against relevant baselines and evaluate
performance across a sequence of tasks, focusing on how well previously learned tasks
are retained over time.

4.2 Sample Generation with DFC
To investigate the sample generation capabilities of DFC in isolation, a network with
three hidden layers trained for 20 epochs on the full MNIST dataset is considered. After
training, the model achieves a test accuracy of 97.35%, indicating that the learned
representations are sufficiently rich to capture the structure of the data. All results
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presented in this section are obtained using this trained model, allowing a focus on the
properties of the generation process independent of continual learning effects.

4.2.1 Qualitative Evaluation of Generated Samples
We begin by qualitatively evaluating the samples generated through dynamical inversion
in DFC. The objective of this analysis is to assess whether the generated inputs are
meaningful, i.e., whether they resemble valid data samples and reflect the class-specific
structure imposed by clamping the output layer to a target label.

To this end, we generate samples for each class by fixing the corresponding output
neuron while allowing the input layer to evolve freely under the feedback dynamics for
5000 timesteps. Figure 4.1 shows examples of generated inputs across all classes. The
top row corresponds to samples generated from random noise, while the bottom row
shows samples obtained by initializing the input with real images from different classes.
Across both initialization strategies, the generated samples exhibit clear class consistency.
Although the visual quality does not reach that of state-of-the-art generative models,
the resulting inputs are typically recognizable as instances of the desired class. This
indicates that the feedback dynamics successfully propagate target information through
the network down to the input layer.

Qualitatively, both initialization regimes produce comparable results. In both cases, the
generated samples capture the overall structure of the target class while still exhibiting
some blurriness and artifacts. From the examples shown, no clear systematic difference
in sample quality can be observed between the two initialization strategies.

Figure 4.1: Samples generated via dynamical inversion in DFC for each class. The top
row shows samples generated from random noise initialization, while the bottom row
shows samples obtained by initializing from real images of different classes. In both cases,
the generated inputs are largely class-consistent.

4.2.2 Distributional Comparison Between Real and Generated Data
To assess how well the generated samples capture the structure of the original data
distribution, we compare real and generated samples in a low-dimensional embedding
space obtained using UMAP. The embedding is fitted on the original MNIST training
set and subsequently used to project both real and generated samples into the same
two-dimensional space. Figure 4.2a shows the UMAP projection of the original MNIST
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dataset. The data forms well-separated clusters corresponding to the different digit
classes, indicating that the embedding preserves the class structure of the dataset.

In Figure 4.2b and 4.2c, we project samples generated through dynamical inversion
using the same UMAP transformation. The generated samples exhibit a similar overall
structure, forming clusters that largely align with those of the original data. In particular,
several classes occupy comparable regions in the embedding space, suggesting that the
generation process captures key features of the underlying data distribution.

However, compared to the original data, the generated samples display a noticeably
broader spread and less sharply defined cluster boundaries. In some regions, samples
from different classes overlap more strongly, and a number of points lie in intermediate
regions between clusters. This effect is more pronounced for samples generated from
random noise initialization, which exhibit greater dispersion and less distinct clustering.
In contrast, samples generated from real images (contrastive initialization) tend to form
more compact and better-aligned clusters, indicating a closer correspondence to the
original data distribution. Overall, this suggests that while both generation strategies
capture the global structure of the dataset, the contrastive initialization provides a
more faithful approximation of the underlying class structure, particularly with respect
to cluster compactness and separation. This behavior is expected, as random noise
initialization does not reflect the covariance structure of the original dataset and therefore
tends to drive the system toward a limited set of similar solutions. In contrast, contrastive
initialization provides diverse starting points that already lie on the data manifold and
preserve its covariance structure, allowing the dynamics to explore a broader range of
meaningful configurations.

To complement this qualitative analysis, we evaluate the usefulness of the generated
samples for training a classifier. Specifically, we construct artificial datasets of the same
size as the original training set using generated samples, and train a new network with
an identical architecture using backpropagation. Instead of using hard class labels, the
targets are given by the logits of the model used for generating the samples. In this
way, the training procedure can be interpreted as a form of knowledge distillation, where
the generated dataset serves as a medium for transferring information from the original
model to a newly initialized network. The resulting models are then evaluated on the
original MNIST test set.

Using samples generated from real images (contrastive initialization), the trained model
achieves a test accuracy of 95.3%. When using samples generated from random noise
initialization, the accuracy decreases slightly to 94.1%. Both results are below the perfor-
mance obtained when training on real data, but remain substantially above chance level
and indicate that the generated datasets contain meaningful class-relevant information
which my be used during replay later to prevent catastrophic forgetting.

As an additional quantitative measure, we evaluate the similarity between generated and
real images using the FID introduced in Section 3. The samples generated from random
noise initialization achieve an FID score of approximately 116, while samples generated
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Method FID
Random initialization 116
Contrastive initialization 83
GAN 183

Table 4.1: Fréchet Inception Distance (FID) scores for different sample generation
methods. Lower values indicate better alignment with the real data distribution.

using contrastive initialization yield a lower FID of approximately 83. These results
indicate that contrastive initialization leads to a closer match between the distributions
of generated and real images. However, both scores remain relatively high compared to
typical values reported for natural image datasets, which is likely due to the mismatch
between the MNIST domain and the ImageNet-trained Inception network used for feature
extraction.

Taken together, these results suggest that DFC-based sample generation approximates
the underlying data distribution well enough to facilitate effective supervised learning,
while still exhibiting limitations in terms of cluster compactness and class separation.

(a) Original MNIST data (b) Generated (noise initializa-
tion)

(c) Generated (contrastive ini-
tialization)

Figure 4.2: UMAP projections of original and generated datasets. Left: original MNIST
training data. Middle: samples generated from random noise initialization. Right:
samples generated from real images (contrastive initialization). While the global cluster
structure is preserved across all cases, generated samples exhibit increased dispersion
and reduced separation between classes.

4.2.3 Dynamics of the Generation Process
To better understand how samples emerge during dynamical inversion, we analyze the
temporal evolution of both the input and the internal network states. While the previous
sections established that the generated samples resemble the original data distribution,
we now investigate how these samples are formed through the feedback-driven dynamics.
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We first consider the evolution of the input over time for a representative example
initialized from random noise. As shown in Figure 4.3, the initially unstructured input
progressively transforms into a recognizable digit. At early stages of the inversion process,
the input consists of high-frequency noise with no discernible structure. As the dynamics
evolve, coarse features characteristic of the target class begin to emerge, followed by
a gradual refinement of the overall shape. In later stages, the sample stabilizes into a
coherent representation that is confidently classified by the network.
To quantify this process, we examine the evolution of the hidden-layer errors during
dynamical inversion. Specifically, we track the mean absolute error between the current
activations and their corresponding target values induced by the output clamping,
averaged over the entire dataset. Figure 4.4 shows the error trajectories for all hidden
layers.
Across all layers, the errors decrease consistently over time, indicating a gradual con-
vergence of the network toward a stable internal configuration. Notably, deeper layers
exhibit larger initial errors but also show a rapid decay during the early phase of the
dynamics, while shallower layers converge more slowly. This suggests that the feedback
signals propagate through the network in a coordinated manner, progressively aligning
the representations across layers.
Importantly, the reduction in hidden-layer errors occurs alongside the emergence of
structured inputs, indicating that the formation of meaningful samples is directly linked
to the convergence of the internal network state. Rather than only adjusting the input
layer to match the target output, the feedback dynamics drive all layers toward a joint
equilibrium in which the imposed output constraint is satisfied.
Overall, these observations support the interpretation of DFC-based sample generation as
a coherent, network-wide dynamical process. The generated inputs arise as a consequence
of this global convergence, reflecting the internal representations learned by the network.

4.2.4 Comparison with GAN-Based Sample Generation
To further evaluate the quality of samples generated via DFC, we compare our approach
to a conditional Generative Adversarial Network (GAN) of comparable size. The GAN
consists of a fully-connected generator and discriminator, each with three hidden layers
of width 200. The generator takes as input a 100-dimensional noise vector together with
a one-hot encoded class label, while the discriminator receives both the image and the
corresponding label. The model is trained on the MNIST dataset for 50 epochs.
Representative GAN-generated samples are shown in Figure 4.5. Overall, the model
produces recognizable digits across all classes. Compared to the samples generated by
DFC, the GAN outputs tend to exhibit fewer visible artifacts and appear visually cleaner,
but are often slightly blurred. In contrast, DFC-generated samples occasionally contain
more irregularities, while sometimes preserving somewhat sharper local structure. Taken
together, the visual quality of both methods is comparable, with the GAN producing
smoother but not necessarily more informative outputs.
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(a) Generation starting from random noise.

(b) Generation starting from a real image (contrastive initialization).

Figure 4.3: Evolution of generated samples during dynamical inversion under different
initialization strategies. Top: generation starting from random noise. Bottom: generation
starting from a real image of a different class. In both cases, the input gradually evolves
into a structured representation consistent with the target class.

We next analyze the structure of the generated dataset using UMAP. Figure 4.6 shows
the projection of the GAN-generated samples into the same two-dimensional embedding
space that was fitted on the original MNIST training set and used previously for the
DFC-generated samples. The GAN embeddings form clusters that are generally denser
and more compact than those obtained with DFC. However, small groups of samples
from one class sometimes appear inside the cluster of another class. This behavior differs
from the DFC-generated data, where mismatched samples are more often dispersed in
intermediate regions between clusters rather than forming distinct subclusters. Thus,
while both methods reproduce the global class structure reasonably well, they exhibit
different failure modes in how class-relevant information is organized.

To further quantify the similarity between generated and real data, we compute the FID
using an InceptionV3 network. The corresponding values for all methods are summarized
in Table 4.1. The GAN-generated dataset achieves an FID score of approximately 183,
which is substantially higher than the values obtained for DFC-generated samples. Despite
the visually cleaner appearance of the GAN images, this indicates a larger discrepancy
from the real data distribution, potentially due to a lower diversity of generated samples.

We additionally evaluate the usefulness of GAN-generated samples for supervised learning
using the same protocol as before. An artificial dataset of equal size is constructed from
generated samples, and a new network with identical architecture is trained using
backpropagation with soft targets given by the logits of the generating model. When
evaluated on the original MNIST test set, the resulting model achieves a test accuracy of
approximately 91%, compared to approximately 95% when trained on DFC-generated
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Figure 4.4: Evolution of hidden-layer errors during dynamical inversion for different
initialization strategies. Solid lines correspond to generation starting from random noise,
while dashed lines represent contrastive initialization from real images. Colors indicate
different layers of the network. Across all conditions, the errors decrease over time,
indicating convergence toward a consistent internal representation. While all layers
exhibit a similar qualitative behavior, deeper layers show larger initial errors and faster
early decay, whereas shallower layers converge more gradually.

samples. This indicates that DFC-generated data provides more informative supervision
signals, despite the similar visual quality and comparable global structure observed in
the embedding space.

Overall, these results highlight a trade-off between the two approaches. While GAN-based
generation produces visually smoother samples with fewer artifacts, DFC-based generation
yields samples that better preserve class-relevant structure for downstream learning tasks.
It is important to note that larger and more sophisticated GAN architectures, for example
using additional architectural refinements or stronger normalization schemes, would likely
outperform DFC in terms of visual fidelity. In the present setting, however, the goal is to
compare DFC against a simple baseline GAN of comparable size.

4.3 Internal Replay for Continual Learning
Having established that DFC can generate meaningful samples that capture the structure
of the underlying data distribution, we now investigate whether these samples can be
used for replay in a continual learning setting. In particular, we evaluate the effectiveness
of DFC-based sample generation for mitigating catastrophic forgetting.
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Figure 4.5: Representative samples generated by the conditional GAN for all digit classes.
The generated digits are generally recognizable and visually clean, although many samples
appear slightly blurred.

The experimental setup follows the protocol described in Section 3.2. In brief, we consider
the 5-task SplitMNIST benchmark and compare DFC-based replay to a set of baselines,
including joint training on the full dataset, sequential training without replay, and replay
based on samples generated by a conditional GAN.

Method Final Accuracy (%)
Offline 97.4
Sequential (no replay) 20.1
GAN Replay (fixed) 82.3
GAN Replay (continual) 21.5
DFC Internal Replay 73.4

Table 4.2: Final classification accuracy (%) after training on all tasks of SplitMNIST.

4.3.1 Continual Learning Performance
The continual learning performance of the different methods is shown in Figure 4.7. In
all plots, the solid blue line represents the accuracy on all tasks encountered so far, while
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Figure 4.6: UMAP projections of generated datasets using the same embedding fitted on
the original MNIST training set. Left: samples generated with DFC using contrastive
initialization. Right: samples generated with a GAN. The DFC samples form broader
clusters with smoother transitions between classes, while the GAN samples form dense
class-related clusters with occasional small groups appearing in regions associated with
other classes, indicating a different failure mode.

the dashed lines correspond to the accuracies on the individual tasks. Vertical dotted
lines indicate task boundaries.

The sequential baseline (top left in Figure 4.7) suffers from severe catastrophic forget-
ting. After each task boundary, the performance on previously learned tasks rapidly
degrades, leading to a steady decline in overall accuracy. While the network achieves
high performance on the current task, knowledge of earlier tasks is quickly lost.

We first consider replay using a generative model trained in a continual learning setting
(bottom left in Figure 4.7). In this setup, the generator is retrained from scratch after
each task using the current task data together with replay samples produced by the
previous instance. To provide sufficient capacity, a larger GAN model with three hidden
layers of 600 neurons is employed, exceeding the size used in the previous section.

Initially, this replay strategy is able to mitigate forgetting and maintain high accuracy
on earlier tasks. However, as training progresses, the performance collapses. This is
reflected in a sharp drop in both per-task and overall accuracy after later task transitions.
This behavior suggests that the quality of the generated samples deteriorates over time,
ultimately preventing effective replay.

To investigate whether this collapse is caused by architectural limitations or by the
continual learning setting itself, we consider a fixed generator setup (bottom right in
Figure 4.7). In this case, the generative model is trained once on the full dataset for 50
epochs and subsequently used to produce replay samples throughout training. Under
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these conditions, forgetting is largely mitigated and the network maintains high accuracy
across tasks.

This comparison indicates that the continual learning setting poses a particular challenge
for replay based on generative models. While a well-trained generator can provide high-
quality samples, training such a model sequentially can lead to instability and eventual
collapse. Although more powerful generative approaches may alleviate this issue, the
present results highlight that a model of comparable size can fail in this setting. The
underlying failure mode will be investigated in more detail in the following subsection.

Finally, the DFC-based internal replay approach (top right in Figure 4.7) successfully
mitigates catastrophic forgetting throughout the entire training process. Despite the fact
that both the classifier and the generative mechanism are trained in a continual learning
manner, the network maintains substantially higher accuracy on earlier tasks compared
to the baselines. This indicates that the internal replay mechanism provides stable and
informative samples over time.

A comparison of the final accuracies after training on all tasks is given in Table 4.2.
While the fixed-generator replay achieves strong performance, it relies on unrealistic
assumptions. In contrast, the DFC-based replay provides a robust and self-contained
solution, outperforming the continually trained generative replay baseline.

4.3.2 Evolution of Sample Quality Across Tasks
We begin by analyzing the samples generated by the generative replay model over the
course of continual learning (Figure 4.8). After the first task, the generated images
appear largely well-structured and resemble the original data distribution. Following the
second task, the samples remain recognizable, but small amounts of noise and artifacts
begin to emerge. As training progresses, this degradation becomes more pronounced.
When the generator is retrained on replayed samples that already contain noise, these
imperfections accumulate, leading to a rapid decline in sample quality. After the third
task, many samples exhibit substantial distortions and reduced class-specific structure.
By the final stage, the generated images are dominated by noise, and meaningful patterns
are largely absent. This progressive deterioration indicates that errors introduced during
replay are amplified over time, ultimately resulting in a collapse of the generative process.

We now turn to the samples generated by the DFC-based internal replay mechanism
(Figure 4.9). After the first task, the generated images appear reasonably well-structured,
although the diversity is noticeably limited. This is expected, as the underlying network is
primarily optimized for a discriminative objective. In the simple setting of distinguishing
between two classes (e.g., 0s and 1s), many features that are not required for this
task may be discarded. Consequently, the generative mechanism also neglects these
features, leading to a reduced variability in the generated samples. As additional tasks
are introduced, the model must rely on these replayed samples, and features that overlap
with newly learned classes are progressively suppressed. This results in increasingly
simplified representations of earlier classes, as can be observed in the later stages of
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(a) Baseline (no replay) (b) DFC Internal Replay

(c) GAN Replay (continual) (d) GAN Replay (fixed)

Figure 4.7: Continual learning performance on the 5-task SplitMNIST benchmark. Top
left: sequential training without replay, exhibiting severe catastrophic forgetting. Top
right: DFC-based internal replay, which maintains high accuracy across tasks. Bottom
left: GAN-based replay trained in a continual learning setting, which initially mitigates
forgetting but eventually collapses. Bottom right: GAN replay using a model trained on
the full dataset, providing strong performance but relying on unrealistic assumptions.
The solid blue line indicates overall accuracy, while dashed lines correspond to individual
task accuracies.

Figure 4.9. Furthermore, when newly introduced classes share significant structure with
previously learned ones (e.g., class 9 and class 7), the contrastive generation process may
induce only minor changes, producing samples that remain close to their initial state.
Despite this gradual degradation, the generative process does not exhibit the catastrophic
collapse observed in Figure 4.8. Instead, the generated samples retain sufficient structure
to support effective replay throughout training.

These observations highlight a fundamental difference between internal replay and ap-
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(a) After Task 1

(b) After Task 2

(c) After Task 3

(d) After Task 4

Figure 4.8: Generated samples from the generative replay model after each task during
continual learning. Sample quality progressively deteriorates over tasks, with later stages
showing increased noise and loss of recognizable structure, indicating a collapse of the
generative process.

proaches based on a separate generative model. In the proposed framework, the generative
and discriminative processes are tightly coupled, such that the generated samples directly
reflect the representations learned by the network. As a result, replay is inherently
aligned with the features that are relevant for the current classification task. This stands
in contrast to approaches that rely on an independently trained generator, which may
produce visually detailed samples but does not explicitly ensure that the generated
features are informative for the discriminative model. Consequently, such samples may
capture aspects of the data distribution that are less relevant for the task at hand,
while potentially neglecting features that are crucial for maintaining performance on
previous tasks. Internal replay can therefore be interpreted as a more principled form of
rehearsal, in which the generated samples are constrained by and adapted to the evolving
representation of the network itself.
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(a) After Task 1

(b) After Task 2

(c) After Task 3

(d) After Task 4

Figure 4.9: Generated samples using the DFC-based internal replay mechanism after
each task during continual learning. While sample quality gradually degrades over
tasks, the generated images remain structured and class-relevant. Even in later stages,
where changes from the initial samples become small, the samples still retain sufficient
information to support effective replay and mitigate catastrophic forgetting.
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CHAPTER 5
Discussion

A key observation of this work is the fundamentally different failure modes exhibited
by the two replay mechanisms. Generative replay based on a separately trained model
shows a rapid degradation of sample quality over tasks, ultimately leading to a collapse
in which the generated samples lose all meaningful structure. In contrast, the DFC-based
internal replay mechanism exhibits a more gradual degradation, where samples become
less diverse and increasingly simplified, but retain sufficient structure to remain useful
for rehearsal.

It is important to note that this comparison is not intended to suggest that separate
generative models are inherently inferior. In fact, sufficiently large and well-trained models
are capable of closely approximating the training distribution and have been shown to
effectively mitigate catastrophic forgetting in simple settings such as MNIST [23, 24, 25].
However, these approaches rely on the assumption that the generative model can faithfully
reproduce the data distribution. As soon as this assumption is violated, even small
imperfections in the generated samples may accumulate over successive tasks, eventually
leading to a breakdown of the replay mechanism.

A similar accumulation of errors could, in principle, also affect the DFC-based approach.
Nevertheless, the experimental results suggest that internal replay is less susceptible to
such catastrophic failure. Although the generated samples at later stages appear visually
degraded and in some cases almost unchanged from their initial states, they still contain
sufficient task-relevant information to mitigate forgetting. This indicates that, in contrast
to purely generative approaches, the usefulness of replay samples is not solely determined
by their visual fidelity, but rather by their alignment with the representations learned by
the network.

These observations naturally lead to a discussion of the strengths and limitations of the
proposed approach. A key advantage of the DFC-based internal replay mechanism is
that it does not require a separate generative model. In conventional generative replay,
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an additional model must be trained and, in a continual learning setting, often retrained
after each task boundary. This introduces both computational overhead and additional
memory requirements. In contrast, internal replay reuses the existing network dynamics
for sample generation, resulting in a more compact and integrated solution. Although
the generation of individual samples through dynamical inversion is computationally
more expensive than a single forward pass in models such as GANs or VAEs, this cost is
offset by the absence of a second model that must be trained and maintained.
At the same time, several limitations remain. A primary concern is scalability. Simply
increasing the size of the network does not necessarily guarantee improved sample quality,
and it remains unclear whether the current formulation of the method can fully exploit
larger model capacities. Furthermore, the generative process is not yet competitive with
modern image generation approaches such as Diffusion Models [57] in terms of visual
fidelity. Nevertheless, the results suggest that high perceptual quality may not be strictly
necessary for effective replay, and that task-relevant structure is of greater importance in
this context.
Another important limitation is that the present study is restricted to fully connected
architectures and relatively simple datasets. Extending the approach to convolutional
networks and more complex datasets is an essential direction for future work. Interestingly,
while it is unclear whether the method scales directly with model size, the quality of
generated samples may benefit from increased dataset complexity. As the number of
classes grows, the network is required to form more refined discriminative boundaries,
which may in turn lead to sharper and more structured generated samples. This effect is
already hinted at in the experiments, where samples generated after training on the full
dataset appear more defined and diverse than those obtained after training on only the
first task (see Figure 4.9).
A further promising direction is to consider architectural or learning modifications that
explicitly encourage hidden representations to retain as much information as possible while
still supporting accurate classification. Approaches inspired by bidirectional predictive
coding [58], which enforce consistency between bottom-up and top-down signals, may help
preserve richer internal representations. Such mechanisms could mitigate the limitations
observed in simple discriminative settings, where the network may otherwise discard
information that is not immediately relevant for classification but is crucial for generating
diverse and meaningful samples.
Beyond the specific application to sample generation and continual learning, the dynamical
inversion mechanism underlying DFC may have broader implications. Since the same
principle is used for both learning and generation, it provides a general framework for
inferring inputs or intermediate states that are consistent with desired outputs. In the
context of image processing, this could be extended to tasks such as image completion,
where partially observed or occluded inputs are iteratively refined to produce coherent
reconstructions. More generally, the ability to steer network states toward target outputs
suggests potential applications in sequential decision-making. For instance, one could
envision training a World Model [59] using DFC, where providing an initial state as
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input and clamping a desired goal state at the output induces a sequence of intermediate
states that form a trajectory from the current state to the goal. Such a mechanism could
offer an alternative perspective on planning similar to gradient-based planning [60], in
which trajectories emerge from the dynamics of the model rather than being explicitly
optimized. These directions highlight the versatility of the proposed framework and point
toward promising avenues for future research.
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CHAPTER 6
Conclusion

This work investigated the use of Deep Feedback Control (DFC) as a unified framework
for both learning and sample generation in neural networks, with a particular focus on
its application to continual learning through internal replay. The results demonstrate
that DFC provides a flexible mechanism for inverting network dynamics and generating
class-conditional samples without requiring a separate generative model.

In the context of sample generation, DFC is able to produce structured and class-relevant
images. The quality of these samples depends on the initialization strategy: contrastive
initialization yields samples that more closely match the data distribution, as supported
by both qualitative observations and FID scores, while random initialization leads to
more dispersed and less coherent samples. These findings highlight the importance of the
starting point in the inversion process and its influence on the resulting representations.

When applied to continual learning, internal replay based on DFC effectively mitigates
catastrophic forgetting. In contrast, replay using a similar-sized separately trained
generative model in a sequential setting suffers from a progressive degradation of sample
quality, ultimately leading to a collapse of the generative process and a corresponding
drop in performance. Although a fixed, pre-trained generator can provide strong results,
this setting relies on unrealistic assumptions and does not address the challenges inherent
to continual learning.

A detailed analysis of generated samples across tasks reveals distinct failure modes.
Generative replay based on a separate model accumulates errors over time, resulting in
increasingly noisy and unstructured samples. In contrast, DFC-based replay exhibits a
gradual reduction in diversity and detail, but maintains sufficient structure to remain
useful for rehearsal. This robustness can be attributed to the tight coupling between the
generative and discriminative processes in internal replay, which ensures that generated
samples remain aligned with the features learned by the network.
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6. Conclusion

Overall, the findings suggest that DFC-based internal replay provides a stable and
principled alternative to conventional generative replay approaches. By integrating
generation directly into the network dynamics, this framework avoids the need for a
separate generative model and naturally adapts to the evolving representation during
continual learning. These properties make DFC a promising direction for developing
more robust and biologically plausible learning systems.
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Overview of Generative AI Tools
Used

During the preparation of this thesis, AI-based tools such as ChatGPT were used in a
limited and supportive capacity. In particular, ChatGPT was employed to review text
for grammar and spelling, as well as to suggest improvements in phrasing and clarity for
already written content. Additionally, it was used during the coding process for auxiliary
tasks such as generating plotting code and assisting with general workflow organization.
It was not used for the development of the core models, implementation of experiments,
or the generation of scientific results.
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