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Abstract

Efficient inter-GPU communication is very important for scalable distributed deep
learning, yet the internal behaviour of NVIDIA’s Collective Communication Library
(NCCL) at the GPU kernel level remains largely unexplored. Existing profiling tools
observe only host-side call boundaries, giving no visibility into the individual send, receive,
and reduce steps that constitute each collective operation.

This thesis aims to address this by introducing a fine-grained modification embedded
directly into the NCCL source. NCCL collectives can use different algorithms to perform
their task, similarly they can use different protocols, which in turn use primitives to
perform operations like send, receive or reduce. We implement a tracer, that wraps each
collective as well as primitive step in order to get timing and metadata information. We
try to introduce as little slowdown as possible, as we wish our traces and timings are as
accurate as possible.

Experiments were conducted on two GPU platforms spanning five collectives, two
algorithms (Ring and Tree), three protocols (LL, LL128, Simple), and message sizes
from 4,KB to 1,GB. The evaluation reveals several findings inaccessible to existing
tools. Rather than treating a collective as a single black box, the tracing shows that it
consists of a sequence of fine-grained steps (send, receive, and reduce), whose behavior
varies significantly across conditions. This highlights that optimizing collectives requires
understanding and improving individual steps, not just end-to-end execution.

The results demonstrate that fine-grained kernel-level tracing can provide useful insight
into NCCL’s internal execution behavior while introducing only modest runtime overhead.
Beyond performance analysis, the collected measurements also provide a foundation for
improving the realism of future GPU communication simulators.
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CHAPTER 1
Introduction

1.1 Motivation
As the size of contemporary AI and machine learning models continues to grow, efficient
inter-GPU communication has become very important for scalable distributed training.
Collective communication operations, such as AllReduce and Broadcast, are used
extensively to coordinate data exchange across processes in distributed systems. Although
traditional high-performance computing frameworks such as MPI have historically sup-
ported these workloads, GPU vendors have increasingly developed specialized Collective
Communication Librarys (CCLs) tailored to the communication patterns of deep learning.
Prominent examples include NCCL from NVIDIA, RCCL from AMD, and oneCCL from
Intel. These libraries exploit modern hardware interconnects such as NVLink, PCIe, and
InfiniBand to achieve faster and more scalable training for large AI models, as surveyed
by Weingram et al. [1].

Despite this progress, the internal behavior of these libraries remains poorly understood.
Performance analysis is commonly performed using tools such as the CUDA Profiling
Tools Interface (CUPTI) [2] and the NCCL external profiler [3]. However, these tools
target host-level events and kernel launch boundaries, providing only coarse-grained
timing data. They give no visibility into the fine-grained communication dynamics
that occur within GPU kernels, such as the exact timing of individual send and receive
steps during a collective operation. This gap limits both performance diagnosis and the
construction of accurate GPU simulators.

This thesis aims to address these limitations by introducing fine-grained modifications
into the NCCL library that records precise timings at the kernel level during collective
operations. The instrumented library not only enables deeper performance analysis but
also produces empirical timing data suitable for building and validating realistic GPU
communication simulators.
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1. Introduction

1.2 Problem Statement
The goal of this thesis is to enhance the observability of GPU collective operations through
a tracing-based instrumentation approach applied directly to NCCL. By recording precise
timestamps at specific communication phases within GPU kernels, this work aims to
provide insights that existing coarse-grained profiling tools cannot.

The anticipated contributions are: (i) a modified NCCL library capable of collecting fine-
grained kernel-level timing data; (ii) an empirical characterization of timing distributions
across different collective operations, algorithms, and communication elements; and
(iii) an overhead analysis comparing the instrumented library against the unmodified
baseline. The collected data is further evaluated as a foundation for constructing accurate
GPU simulation models.

The following research questions guide this work:

1. How can NCCL be instrumented to collect fine-grained timing information without
significantly affecting performance?

2. What additional insights into GPU collective communication are revealed through
fine-grained timing compared to standard NCCL benchmarks, and which communi-
cation steps dominate execution time in different collective operations?

3. What overhead does fine-grained instrumentation introduce, and is it acceptable
for practical performance analysis?

4. How can these fine-grained measurements guide the development of future GPU
simulators?

1.3 Outline of the Thesis
The remainder of this thesis is structured as follows. Chapter 2 provides the theoretical
and conceptual background necessary to understand the implementation, covering CUDA,
collective operations and NCCL internals, as well as surveys the related work on GPU
collective communication, existing profiling tools, and prior efforts to model or simulate
NCCL behavior. Chapter 3 describes the design and implementation of the fine-grained
instrumentation and explains how to use it. Chapter 4 evaluates the instrumented library,
comparing performance under different configurations and analyzing the resulting timing
measurements. Chapter 5 concludes the thesis and outlines directions for future work.
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CHAPTER 2
Conceptual Foundations

This chapter provides the conceptual and technical background necessary to understand
the design and implementation described in Chapter 3. We begin with an overview
of NCCL and its place in the GPU software stack, then cover CUDA execution and
memory models, collective communication primitives, NCCL’s internal communication
algorithms and protocols, and finally the profiler plugin interface that forms the basis of
our instrumentation.

2.1 MPI

An understanding of MPI is essential before discussing NCCL, as MPI establishes many
of the communication abstractions used in distributed-memory parallel computing.

The MPI (Message Passing Interface) is a standardized programming model and API
for communication in distributed-memory parallel systems. MPI was designed to enable
multiple independent processes, potentially executing on different compute nodes, to
coordinate computation through explicit message passing. Since its introduction in the
1990s, MPI has become the dominant communication standard in high-performance
computing (HPC) systems [4].

MPI defines both point-to-point communication primitives, such as MPI_Send and
MPI_Recv, and collective communication operations including broadcast, reduce, all-
reduce, gather, and scatter. These will be explain in greater detail later. Communication
occurs within communicators, which define groups of participating processes and pro-
vide isolation between independent communication domains. Each process within a
communicator is assigned a unique integer identifier called a rank.

3



2. Conceptual Foundations

2.2 NCCL

NCCL is a library of inter-GPU communication primitives developed by NVIDIA. Concep-
tually it is similar to MPI but is designed specifically for GPU workloads. It implements
both collective communication operations and point-to-point ncclSend/ncclRecv
primitives, as documented in the NCCL User Guide [5]. The library is optimized to ex-
ploit hardware interconnects such as NVLink, NVSwitch, PCIe, and InfiniBand, selecting
algorithms and protocols automatically based on the detected topology and message size.

2.2.1 Communicator

A communicator is an object that defines a group of processing elements (Processing
Elements (PEs)) that may exchange data using collective or point-to-point operations.
All communication in NCCL takes place within a communicator: only ranks belonging to
the same communicator can interact. This model mirrors the communicator abstraction
in MPI, as described by Pacheco [6], and provides isolation between independent groups
of GPUs. The ncclComm_t type represents a communicator handle in the NCCL API.

2.3 CUDA

CUDA is a parallel computing platform and programming model developed by NVIDIA
that enables general-purpose computation on GPUs [7]. The aspects most relevant to
this thesis are the execution model and the memory hierarchy.

2.3.1 Execution Model: Threads, Warps, and Blocks

In CUDA, threads are the smallest units of execution. Threads are grouped into thread
blocks, which are themselves arranged into a grid. Each thread has a unique identity
derived from its position within its block and the block’s position within the grid, allowing
it to operate on a distinct portion of data.

Thread blocks execute on a single Streaming Multiprocessor (SM), enabling threads
within a block to communicate via shared memory and to synchronize efficiently. Blocks
are scheduled independently across SMs and cannot directly synchronize with one another.
Within a block, threads are further grouped into warps of 32 threads that execute in a
Single-Instruction Multiple-Threads (SIMT) fashion: all threads in a warp execute the
same instruction simultaneously, with divergent branches handled by masking inactive
lanes [7].

For efficiency, thread blocks should be sized as multiples of 32 to ensure full warp
occupancy. In NCCL, the environment variable NCCL_NTHREADS controls the number
of CUDA threads per block, and NCCL launches one block per communication channel.

4



2.4. Collective Operations

2.3.2 Memory Hierarchy
CUDA heterogeneous systems contain multiple distinct physical memories: the host CPU
has its own DRAM, and each GPU has dedicated device memory. CUDA provides several
mechanisms for managing data across these memories [7]:

• Unified memory presents a single virtual address space accessible by both CPU
and GPU code, with data migrated automatically via software page migration or
hardware coherency.

• Mapped host memory exposes CPU memory directly to the GPU over PCIe or
NVLink, at lower bandwidth than device memory.

• Page-locked (pinned) host memory enables asynchronous CPU–GPU transfers
and is required for certain NCCL transport paths.

Memory placement has a direct effect on NCCL protocol selection. In particular, the LL
protocol requires intermediate buffers to reside in host memory so that the CPU proxy
thread can poll flags without incurring the full latency of GPU memory access over PCIe
(see Section 2.6).

2.3.3 CUDA Streams
A CUDA stream is an ordered sequence of operations executed on a GPU. Kernel
launches, memory copies, and other CUDA operations submitted to the same stream
execute sequentially in issue order, while operations submitted to different streams may
execute concurrently if hardware resources permit. Streams therefore provide a mechanism
for expressing parallelism and overlapping computation with communication [7].

The default stream synchronizes implicitly with many other operations, whereas user-
created streams allow finer control over concurrency and execution order. Applications
commonly use multiple streams to overlap kernel execution with data transfers or
communication.

NCCL integrates directly with the CUDA stream model. Collective operations such as
ncclAllReduce are enqueued onto a user-specified stream and execute asynchronously
with respect to the host CPU. This design allows communication to overlap with GPU
computation and enables applications to coordinate NCCL operations using standard
CUDA synchronization primitives such as events and stream synchronization.

2.4 Collective Operations
Collective communications are operations that involve all processes in a communicator
simultaneously, coordinating a single, structured data exchange pattern. Unlike point-to-
point communication, collectives allow data to be distributed and aggregated concurrently
across many PEs, reducing idle time by exploiting parallelism in the communication
itself [8].

5



2. Conceptual Foundations

0 1

23

Process rank

1 4

37

1

1+4

1+4+3

1+4+3+7=15

Figure 2.1: Ring-based reduction of four values (ranks 0–3) using the sum operator.
Partial sums travel clockwise around the ring; rank 0 accumulates the final result
1 + 4 + 3 + 7 = 15.

The sections below describe each collective operation supported by NCCL.

2.4.1 Reduce

Reduction combines values held by all p processing elements (PEs) into a single global
result using an associative operator, as described by Sanders et al. [9]. Here, p denotes
the total number of participating processing elements (ranks/GPUs) in the communicator.
Each PE i contributes a local value mi, and the operation computes

p−1⨂︂
i=0

mi,

storing the result at a designated root rank r. The operator ⨂︁ must be associative
(e.g. sum, min, or max), because associativity permits combining values in any order.
Figure 2.1 illustrates a tree-based reduction using the sum operator over four ranks.

As of NCCL version 2.29.2 reduce supports only the Ring algorithm (Section 2.5.1).

In NCCL the operation is invoked as shown in Listing 2.1, following the API definition
in the NCCL documentation [5].

6



2.4. Collective Operations

Listing 2.1: ncclReduce API signature [5].
1 ncclResult_t ncclReduce(
2 const void* sendbuff, // input buffer on each \gpu{}
3 void* recvbuff, // output buffer (meaningful at

root only)
4 size_t count, // number of elements per buffer
5 ncclDataType_t datatype, // element type (e.g. ncclFloat32)
6 ncclRedOp_t op, // reduction operator
7 int root, // rank that receives the result
8 ncclComm_t comm, // communicator handle
9 cudaStream_t stream // CUDA stream

10 );

2.4.2 Broadcast

Broadcast is the inverse of reduce: a root rank r sends a message m of size m bytes to
all other ranks. Formally,

∀ i ∈ {0, . . . , p − 1}, i ̸= r : PEi ← m.

Efficient implementations propagate the message via a logical tree, completing in
O(α log p + βm) time instead of O(pα + βm) for a naive sequential send [9], where
α denotes the communication latency and β the inverse bandwidth cost per byte trans-
ferred.

As of NCCL version 2.29.2, broadcast supports only the Ring (Section 2.5.1 algorithm.

The API definition is similar to Listing 2.1, but without the reduction operation.

2.4.3 All-Reduce

All-reduce combines a reduce followed by a broadcast so that every rank obtains the
globally reduced value. Formally, if each PE i holds mi, the operation computes

M =
⨂︂
i<p

mi and ensures ∀ i : PEi ← M.

For large messages, efficient implementations based on ring or tree topologies avoid the
overhead of an explicit reduce-then-broadcast sequence [9].

As of NCCL version 2.29.2, all-reduce supports the Ring and Tree algorithms, described
in Section 2.5.1 and Section 2.5.2, respectively, as well as the CollNet Direct and CollNet
Chain algorithms, both discussed in Section 2.5.4, and the NVLS and NVLS Tree
algorithms, both discussed in Section 2.5.5.

7



2. Conceptual Foundations

0 1

2 3

a b

c d

0 1

2 3

ab b

cd d

0 1

2 3

abcd b

cd d

⇒ ⇒

Figure 2.2: Gather progression over p = 4 ranks. After step 1 each pair has consolidated
its messages, after step 2 rank 0 (double border) holds the complete buffer abcd.

2.4.4 Gather
Gather collects the local message mi from every PE i at a single root rank r:

PEr ← {m0, m1, . . . , mp−1}.

Unlike reduction, gather does not combine values using an operator, instead the root rank
receives and stores the individual contributions from all participating ranks in rank order.
The operation is commonly used when distributed partial results must be assembled into
a single contiguous buffer for further processing or output.

Tree-based implementations can reduce startup latency compared to direct delivery from
every rank to the root [9]. Conceptually, intermediate ranks forward already-collected
data upward through the tree until the complete buffer reaches the root.

As of NCCL version 2.29.2, gather does not use the same topology-aware communication
algorithms as major collectives such as all-reduce or broadcast. Instead, the implementa-
tion relies primarily on batched memory-copy operations, as implemented in the NCCL
code-base in src/ce_coll.cc.

2.4.5 All-Gather
All-gather extends gather so that every rank receives the concatenation of all local
messages:

∀ i ∈ {0, . . . , p − 1} : PEi ← {m0, m1, . . . , mp−1}.

Efficient implementations use hypercube-based communication patterns [9]. Figure 2.3
illustrates the data progression for p = 4: after two steps each rank holds the concatenation
of all local values.

As of NCCL version 2.29.2, all-gather supports the Ring and PAT algorithms, described
in Section 2.5.1 and Section 2.5.6, respectively, as well as the NVLS and CollNet Direct
algorithms, both discussed in Section 2.5.5 and Section 2.5.4.

8



2.4. Collective Operations

a b

c d

ab ab

cd cd

abcd abcd

abcd abcd

⇒ ⇒
Figure 2.3: All-gather progression over p = 4 ranks. Each rank starts with one element
(a, b, c, d), after two steps every rank holds the full concatenation abcd.

2.4.6 Scatter

Scatter is the inverse of gather: a root rank r distributes a distinct message mi to each
PE i:

PEi ← mi for all i ∈ {0, . . . , p − 1}.

Efficient implementations use a modified binomial tree, achieving time ⌈log p⌉ α + (p −
1)n β [9].

As of NCCL version 2.29.2, the scatter operation relies primarily on batched memory-copy
operations, similar to the gather operation, the implementation can be found in the
NCCL code-base in src/ce_coll.cc

2.4.7 Reduce-Scatter

Reduce-scatter is equivalent to an all-reduce followed by a scatter: after the operation,
each PE i holds the reduced result for the i-th segment of the buffer. It is one of the two
phases of the ring all-reduce algorithm.

As of NCCL version 2.29.2, reduce-scatter supports the Ring and PAT algorithms,
described in Section 2.5.1 and Section 2.5.6, respectively, as well as the NVLS and
CollNet Direct algorithms, discussed in Section 2.5.5 and Section 2.5.4.

2.4.8 All-to-All

All-to-all is the most general collective: each PE i holds a distinct message mij for every
PE j, and after the operation each rank i has received all messages addressed to it:

∀ i : PEi ← {m0i, m1i, . . . , mp−1,i}.

For uniform message sizes, direct delivery costs (p − 1)(α + nβ). Hypercube algorithms
reduce latency overhead to log p (α+np/2 β), and two-phase algorithms handle nonuniform
message sizes [9].

9



2. Conceptual Foundations

Listing 2.2: ncclSend and ncclRecv API signatures [5].
1 ncclResult_t ncclSend(
2 const void* sendbuff,
3 size_t count,
4 ncclDataType_t datatype,
5 int peer,
6 ncclComm_t comm,
7 cudaStream_t stream
8 );
9

10 ncclResult_t ncclRecv(
11 void* recvbuff,
12 size_t count,
13 ncclDataType_t datatype,
14 int peer,
15 ncclComm_t comm,
16 cudaStream_t stream
17 );

2.4.9 Point-to-Point: Send and Receive
ncclSend and ncclRecv are the basic point-to-point primitives. Unlike collective
operations, they communicate data directly between a specific pair of ranks and do not
require participation from all members of the communicator [5].

2.5 Communication Algorithms
NCCL selects a communication algorithm at runtime based on the detected topology,
message size, and the value of the environment variable NCCL_ALGO, these will be
explained in the following chapters. The internal architecture of all algorithms described
below is analyzed in detail by Hu et al. [10].

2.5.1 Ring
The Ring algorithm arranges all p participating ranks in a logical circle. Each rank
communicates exclusively with its two immediate neighbors: it sends data to its right
neighbor and receives from its left neighbor, as originally described by Gibiansky [11].
Figure 2.4 illustrates this topology for p = 4.

The key property of Ring is bandwidth optimality. Because communication load is
distributed evenly across all ranks, the total data volume transmitted per node converges
to a constant (2K elements) as p grows, independent of the number of participants. This
contrasts with centralized architectures such as parameter servers, where communication
cost scales linearly with p.
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0 1

23

Figure 2.4: Logical ring topology for p = 4 ranks. Each rank sends data to its right
neighbor and receives from its left neighbor, the cycle repeats for 2(p − 1) steps in
all-reduce.

The algorithm proceeds in a pipe-lined, step-by-step fashion over 2(p − 1) communication
steps. Because each rank communicates only with its immediate neighbors, Ring makes
efficient use of point-to-point bandwidth. Its weakness is latency: data must traverse the
full ring before reaching all participants, requiring O(p) steps.

2.5.2 Tree

The Tree algorithm organizes ranks hierarchically. In its dual-tree form, two complemen-
tary binary trees T1 and T2 are constructed over the same p ranks, such that interior
nodes in T1 are leaves in T2 and vice versa, as proposed by Sanders et al. [12]. Figure 2.5
shows an example for p = 7.

This complementary structure ensures that in every communication step each rank is
simultaneously active in both trees: a rank that receives in T1 sends in T2, keeping
link utilization balanced. Because tree depth scales as h ≈ log2 p, data reaches all
participants in O(log p) communication rounds, though each round may involve multiple
primitive operations, making Tree significantly more latency-efficient than Ring for
large p or small messages. The trade-off is that interior nodes carry a disproportionate
communication load, without the dual-tree construction this asymmetry would lead to
link under-utilization.

2.5.3 Algorithm Comparison

Table 2.1 summarizes the key properties of Ring and Tree. In practice, NCCL selects
automatically between them: Ring is preferred for large messages where bandwidth
efficiency dominates, and Tree (or NVLSTree) is preferred for small messages or large p
where low latency is critical.
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Figure 2.5: Complementary binary trees T1 and T2 for p = 7 used in the 2Tree algorithm.
Gray nodes are interior nodes. Each processor is interior in exactly one tree and a leaf in
the other, allowing simultaneous send and receive operations on full-duplex networks.

Table 2.1: Comparison of Ring and Tree collective algorithms. Ring is bandwidth-optimal
but incurs O(p) latency. Tree achieves O(log p) latency at the cost of moderate bandwidth
efficiency.

Property Ring Tree (2Tree)
Topology Circular Binary tree
Propagation steps O(p) O(log p)
Per-node communication vol. ≈ 2K (constant) Depends on tree depth
Bandwidth efficiency Near-optimal Moderate
Latency for large p High Low
Preferred message regime Large Small
Link utilization Uniform Balanced (dual-tree)

2.5.4 CollNet

CollNet is an algorithm introduced in NCCL 2.6 that enables network-accelerated
reductions by offloading computation to hardware outside the compute nodes [13]. Rather
than performing all reduction steps on GPUs, CollNet first performs an intra-node
reduction to produce a local partial sum per node. These partial sums are then forwarded
to a network reduction engine, which computes the global result and returns it to each
node, after which the result is broadcast locally to all GPUs on the node. This approach
reduces inter-node communication volume compared to Ring, where traffic scales with p.

A common backend for CollNet is SHARP (Scalable Hierarchical Aggregation and
Reduction Protocol), which performs in-network reductions on Mellanox InfiniBand
switches. SHARP implements the reduction engine that CollNet requires. CollNet defines
the algorithmic structure while SHARP provides the hardware acceleration [13].

NCCL exposes two variants of CollNet that differ in their intra-node communication
structure [14]:
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• CollNetChain: GPUs within a node are connected in a chain (ring-style) struc-
ture. Data is reduced progressively along the chain until it reaches a designated
master rank that interfaces with the network.

• CollNetDirect: GPUs communicate more directly with the master rank in an
all-to-all-like fashion, increasing intra-node parallelism.

2.5.5 NVLS and NVLSTree

The NVLS algorithm exploits NVIDIA’s NVSwitch fabric for intra-node collective oper-
ations [14]. NVSwitch provides high-bandwidth direct GPU-to-GPU connections and
supports NVLink SHARP, which offloads reduction operations to the switch hardware
and supports multicast distribution of reduced values. This allows multiple GPUs to
receive the aggregated result simultaneously, accelerating intra-node collectives such as
ncclAllReduce [10].

NVLSTree extends NVLS to multi-node environments by combining NVSwitch-based
intra-node reductions with a tree-based inter-node communication pattern. Within each
node, GPUs reduce via NVSwitch, the aggregated results are then propagated across
nodes using a binary tree. This design preserves high intra-node throughput while
providing scalable multi-node reductions [10].

2.5.6 PAT

PAT (Parallel Aggregated Trees) is a recent algorithm introduced in NCCL 2.23, targeting
AllGather and ReduceScatter operations at scale [15]. It was designed to address
the poor performance of Ring for small messages and large rank counts, where Ring’s
O(p) latency becomes a bottleneck. PAT achieves a logarithmic number of network
transfers for small messages, minimizes long-distance communication, and requires only
a logarithmic amount of internal buffer space independent of the total data size. Its
current implementation in NCCL covers the inter-node component, intra-node support
remains future work. For a full algorithmic description, see Jeaugey [15].

2.5.7 NCCL Primitives

In NCCL, a primitive is a GPU-side object responsible for executing the low-level
communication steps that collectively implement a higher-level collective operation. Each
collective algorithm decomposes its work into sequences of elemental operations: send,
receive, and reduce. It is the primitive that carries out these steps directly against the
network buffers and synchronization structures of a channel.

Primitives are implemented as templated classes parameterized over the protocol (Simple,
LL, or LL128), the reduction operation, and the data type. This compile-time special-
ization eliminates runtime branching on the critical communication path. A primitive
instance is constructed once per kernel invocation, at which point all configuration
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relevant to the communication like: peer ranks, buffer pointers, thread counts, and
synchronization state are fixed for the lifetime of that instance.

2.6 Communication Protocols
Independently of the algorithm, NCCL uses one of three communication protocols to move
data between ranks. The protocol governs how data is buffered, flagged, and transferred
at a low level. It can be set explicitly via NCCL_PROTO or selected automatically by
NCCL based on topology and message size. A detailed analysis of all three protocols is
provided by Hu et al. [10].

2.6.1 Simple
The Simple protocol is optimized for large message transfers. Data is divided into large
chunks and sent across multiple communication channels, saturating available bandwidth.
Memory fences enforce data ordering: a receiver cannot access a chunk until it has been
fully delivered. This fence-based synchronization is accurate but costly, and for short
messages the synchronization overhead dominates transfer time. Consequently, Simple
achieves near-peak bandwidth for large messages but exhibits high latency for small
payloads [10].

2.6.2 LL (Low Latency)
The LL protocol addresses the latency shortcomings of Simple by replacing memory
fences with lightweight flag-based synchronization. Each 8-byte transmission consists of
4 bytes of data followed by a 4-byte flag, the receiver polls the flag to determine when
data is ready, avoiding expensive barrier operations.

To enable CPU-side polling without incurring the cost of reading GPU memory over
PCIe, LL places intermediate buffers in host memory. This design reduces latency but
can limit effective bandwidth compared to the Simple protocol because intermediate
buffers reside in host memory and some transport optimizations are unavailable. LL is
therefore appropriate only for small transfers where latency dominates over bandwidth
utilization [10].

2.6.3 LL128
LL128 retains the flag-based synchronization of LL while increasing the transmission
unit from 8 bytes to 128 bytes (120 bytes of data plus 8 bytes of flag). This increased
granularity allows LL128 to achieve close to peak bandwidth on supported systems while
preserving low latency, making it well suited to a wide range of message sizes.

LL128 requires that 128-byte atomic writes are guaranteed by the memory system
or interconnect. On systems where such operations are not guaranteed, due to PCIe
constraints or other architectural limitations, NCCL disables LL128 to prevent data
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corruption. Protocol selection is therefore influenced by system-level hardware capabilities
in addition to message size [10].

2.6.4 Primitive Operations
Each protocol is implemented using a set of low-level primitive operations that define
how data is moved, reduced, and managed between ranks. These primitives compose to
implement the higher-level collective algorithms.

• Send / Recv: Transmit or receive data between a local buffer and a peer rank.
• DirectSend / DirectRecv: Send or receive data using direct memory access

(DMA), bypassing intermediate FIFO buffers. Effective over PCIe, NVLink, or
InfiniBand Remote Direct Memory Access (RDMA). Only available in Simple;
the flag-interleaved wire format of LL and LL128 is incompatible with direct buffer
access.

• Copy: Move data from an input buffer to an output buffer. Used to preserve the
input or to prepare data for subsequent operations. May be combined with send or
receive (e.g. copySend, recvCopySend).

• Reduce: Apply a reduction operator during data movement. Used in collectives
such as ncclAllReduce and ncclReduceScatter. Composable with direct
variants (e.g. recvReduceDirectSend, directRecvReduceCopyDirectSend).

• FromOutput: Use the output buffer as the source for a send operation instead of
the input buffer. Applied when data has already been written to the output buffer
and can be sent directly.

• Scatter / Gather: Distribute data across or collect data from multiple peer buffers.
Used in collectives such as ncclAllGather and ncclReduceScatter. Available
only in Simple, with direct-memory variants (directScatter, directGather).

LL and LL128 each expose eight primitives built exclusively from send, recv, reduce, copy,
and fromOutput combinations. Simple exposes thirty primitives, adding direct-memory
and scatter/gather variants that are unavailable in the flag-based protocols. A full listing
of all instrumented primitives, grouped by protocol, is given in Appendix A.1.

2.7 Existing Profiling Tools
A number of tools exist for profiling CUDA applications and NCCL in particular. The
following subsections describe the most relevant tools, their capabilities, and their
limitations in the context of kernel-level collective analysis.

2.7.1 Nsight Compute
NVIDIA Nsight Compute [16] is an interactive kernel-level profiler for CUDA applications.
It collects detailed hardware performance counters and software metrics directly from
the GPU, including instruction throughput, memory access patterns, warp occupancy,
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and hardware unit utilization. Nsight Compute supports both an interactive graphical
interface and a command-line interface suitable for scripted workflows, and provides
reports with source-code and PTX assembly correlation. Profiling runs can be compared
across configurations, and the tool supports extension via post-processing scripts and
custom metric sections.

Despite its depth at the hardware level, Nsight Compute operates at the granularity of
individual kernel launches and provides no visibility into the host-side or network-side
activity that surrounds NCCL collective execution. Since NCCL collectives involve coor-
dinated communication across multiple ranks, proxy thread activity, and algorithm-level
pipelining that spans well beyond a single kernel invocation, the per-kernel view offered
by Nsight Compute is insufficient to reason about end-to-end collective performance. In
addition, collecting hardware counters requires replaying kernel launches across multiple
passes, which introduces substantial measurement overhead and can alter observable
timing behavior in multi-process communication settings.

2.7.2 Nsight Systems
NVIDIA Nsight Systems [17] is a system-wide performance analysis tool designed to
capture application behavior over time across the full software stack. Unlike kernel-centric
profilers, Nsight Systems records activity across CPU threads, GPU streams, operating
system scheduling events, and CUDA API call boundaries, producing a unified timeline
that correlates events from multiple layers simultaneously. It is particularly well suited
to identifying high-level bottlenecks such as CPU–GPU synchronization delays, kernel
launch overhead, and resource contention.

For NCCL workloads, Nsight Systems can expose the temporal relationship between
collective submissions and the GPU kernels they dispatch, and supports multi-node
profiling for distributed applications. However, it provides no insight into NCCL-internal
behavior: algorithm selection, protocol decisions, channel utilisation, and proxy thread
activity are not surfaced. The tool treats NCCL collectives as opaque CUDA kernel
launches, making it unsuitable for diagnosing algorithm- or protocol-level inefficiencies
within the collective itself.

2.7.3 CUDA Profiling Tools Interface
The CUPTI [2] is a low-level library that enables the development of custom profiling
and tracing tools for CUDA applications. It exposes API for collecting CUDA runtime
and driver call traces, kernel launch records, memory operation timings, and hardware
performance counters. Tools such as Nsight Systems and Nsight Compute use CUPTI
internally to gather their timing and counter data. CUPTI is packaged with the CUDA
Toolkit and forms the foundation for building both general-purpose and specialized
performance analysis tools.

While CUPTI provides fine-grained access to GPU-side events, it shares the same
fundamental blind spot as the higher-level tools built on top of it: it has no awareness of
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NCCL-internal state. CUPTI can record that a NCCL kernel was launched and measure
its duration, but cannot attribute that kernel to a specific collective algorithm, protocol,
or channel configuration. Instrumenting NCCL at the CUPTI level therefore requires
pairing it with additional NCCL-specific instrumentation to obtain a complete picture of
collective behavior.

2.8 NCCL Profiler Plugin
Since the NCCL Profiler Plugin [3], was the main reference for building our custom tracer,
we will expand upon it a bit more. It provides a mechanism for extracting performance
data from NCCL at runtime through a callback-based API. It was the primary reference
used to build the profiler for this thesis.

2.8.1 Initialization and Life-cycle

The profiler plugin is built as a shared library and made available via LD_LIBRARY_PATH.
At runtime, NCCL searches for a library named libnccl-profiler.so, or for
libnccl-profiler-{NCCL_PROFILER_PLUGIN}.so if NCCL_PROFILER_PLUGIN
is set. NCCL always selects the most recent supported version of the ncclProfiler_vX
interface structure [3].

For each newly initialized communicator, NCCL invokes the profiler’s initialization
callback, which creates a profiler instance and returns an opaque context handle. This
handle is passed to all subsequent callbacks, allowing the profiler to maintain separate
state per communicator. When the communicator is destroyed, NCCL calls the finalize
callback to release resources.

Profiler errors must not affect NCCL’s normal execution. All callbacks except initialization
are expected to return ncclSuccess. If the initialization callback returns an error, the
profiler is disabled for that communicator.

2.8.2 Callback Functions

The profiler interface exposes three callback functions:

• startEvent: Signals the beginning of an event.
• stopEvent: Signals the end of an event.
• recordEventState: Updates the internal state of an in-progress event.

The events to be captured are selected by setting NCCL_PROFILE_EVENT_MASK, and
the output trace filename is controlled by NCCL_PROFILE_DUMP_FILE. Trace files are
named {NCCL_PROFILE_DUMP_FILE}-{hostname}-{tid}.txt and can be visual-
ized using chrome://tracing.

17

chrome://tracing


2. Conceptual Foundations

Listing 2.3: NCCL profiler event type bitmask, as defined in the NCCL external profiler [3].
1 enum {
2 ncclProfileGroup = (1 << 0), // group event
3 ncclProfileColl = (1 << 1), // host collective call
4 ncclProfileP2p = (1 << 2), // host point-to-point call
5 ncclProfileProxyOp = (1 << 3), // proxy operation
6 ncclProfileProxyStep = (1 << 4), // proxy step
7 ncclProfileProxyCtrl = (1 << 5), // proxy control
8 ncclProfileKernelCh = (1 << 6), // kernel channel
9 ncclProfileNetPlugin = (1 << 7), // network plugin events

10 };

2.8.3 Event Types
NCCL defines the event type bit-mask shown in Listing 2.3.

• ncclProfileGroup: Marks the start and end of a group of NCCL operations
delimited by ncclGroupStart() and ncclGroupEnd().

• ncclProfileColl: Profiles host-side collective call submission (e.g. ncclAllReduce).
Reflects enqueueing rather than completion due to NCCL’s asynchronous execution
model.

• ncclProfileP2p: Profiles host-side ncclSend and ncclRecv calls.
• ncclProfileProxyOp: Captures proxy operation activity managed by NCCL’s

proxy progress threads. Present only when a network transport path is used.
• ncclProfileProxyStep: Profiles individual network transfer steps within proxy

operations, offering more granular visibility than ncclProfileProxyOp. Also
present only on network transport paths.

• ncclProfileProxyCtrl: Captures proxy thread control activity (idle periods,
scheduling, and internal bookkeeping).

• ncclProfileKernelCh: Profiles GPU-side kernel channel events associated with
NCCL kernels. Provides channel-level visibility into GPU execution but does not
expose intra-kernel behavior.

• ncclProfileNetPlugin: Captures transport-specific events emitted by network
plugins (e.g. InfiniBand or Ethernet).

2.8.4 Trace Format
Profiler output is in JSON format, following the Chrome Trace Event format [18]. Each
event contains the fields listed in Table 2.2.

The args field carries semantic metadata. Common arguments include groupId,
SeqNum, CommHash, Rank, Count, Datatype, Algorithm, Protocol,
nMaxChannels, Channel, Peer, Steps, transSize, POSTED, RECEIVED, and
REM_FIFO_WAIT.
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Table 2.2: Fields present in each NCCL profiler trace event, following the Chrome Trace
Event format [18].

Field Description
name Human-readable event identifier.
cat Category (or categories) of the event, supports filtering.
ph Phase/type: b/e mark begin/end of a duration event.
pid Process identifier of the emitting process.
tid Thread identifier of the emitting thread.
ts Timestamp in microseconds (clock-local to the emitting

process).
args Key–value metadata associated with the event (see

below).
id Optional identifier for correlating asynchronous events

across threads or processes.

Listing 2.4: Example JSON trace snippet produced by the NCCL external profiler [3] for
an ncclAllReduce call using the Ring algorithm with the Simple protocol.
1 {"name": "Group", "cat": "GROUP", "ph": "b", "id": 16,
2 "pid": 888504, "tid": 1, "ts": 26397958.261719,
3 "args": {"groupId": 1402}},
4 {"name": "AllReduce","cat": "COLL", "ph": "b", "id": 16,
5 "pid": 888504, "tid": 1, "ts": 26397958.640625,
6 "args": {"SeqNum": 1402, "Rank": 1, "Count": 8126528,
7 "Algorithm": "RING", "Protocol": "SIMPLE",
8 "nMaxChannels": 2}},
9 {"name": "Recv", "cat": "PROXY", "ph": "b", "id": 64,

10 "pid": 888504, "tid": 1, "ts": 26397976.046875,
11 "args": {"Channel": 0, "Peer": 0, "Steps": 16,
12 "POSTED": {"step": 16, "ts": 26424438.074219},
13 "RECEIVED": {"step": 16, "ts": 26428477.320312},
14 "DONE": {"step": 16, "ts": 26429671.855469}}}

An example JSON snippet from an ncclProfileP2p trace is shown in Listing 2.4, as
well as how said profiler trace looks in a trace viewer, which can be seen in Figure 2.6.
The trace shows us the collective we ran and that it was part of a group. Also visible
are proxy Send and Recv events. These are not the fine-grained pipe-lined send/reduce
steps occurring inside the GPU kernel. Instead, they are ncclProfileProxyOp events
capturing the host-side network transfers managed by NCCL’s proxy thread on behalf of
the collective.
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Figure 2.6: Snippet of trace file from Listing 2.4, showing what using the
ncclProfileProxyOp bit-mask shows us.

2.8.5 Limitations of Existing Tools
Despite their utility, all tools described above share a fundamental limitation for the
purposes of this thesis: they operate at or above the host–device boundary. CUPTI
and Nsight Systems capture kernel launch and completion events but cannot observe
intra-kernel communication steps. The NCCL external profiler records proxy-thread
and channel-level events but similarly does not expose the fine-grained send and receive
timing that occurs inside a NCCL GPU kernel. Consequently, existing tooling provides
no direct visibility into which communication steps dominate execution time within a
collective, leaving this an open problem that motivates the present work.

2.9 NCCL Tests
The NCCL Tests suite [19] is a set of micro-benchmarks commonly used to evaluate
the correctness and performance of NCCL collective operations across multi-GPU and
multi-node systems.

All major NCCL collectives are supported, including AllReduce, AllGather, Reduce,
ReduceScatter, Broadcast, AllToAll, and Send/Recv.

For each message size, the benchmarks report average time in milliseconds, algorithm
bandwidth (algbw), and bus bandwidth (busbw). Algorithm bandwidth is defined as

algbw = S

t
,

where S is the total data size and t is the measured time. Bus bandwidth applies
a collective-specific correction factor to reflect effective hardware utilization. For
AllReduce, this is

busbw = algbw × 2(p − 1)
p

,

where p is the number of ranks. This normalization enables direct comparison with
hardware peak bandwidth figures for NVLink or InfiniBand [19].

While NCCL Tests are the standard tool for high-level benchmarking, they report
only aggregate timing per collective call and provide no information about the internal
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communication structure. This thesis uses NCCL Tests as a baseline for overhead
comparison but goes substantially further by collecting kernel-level timing data.

2.10 NCCL Environment Variables

NCCL exposes a large number of environment variables for configuration and debugging,
documented in the NCCL User Guide [5]. Table 2.3 lists the variables most relevant to
this thesis.

Table 2.3: NCCL environment variables relevant to this thesis, as documented in [5].

Variable Effect
NCCL_PROFILER_PLUGIN Name or suffix of the profiler plugin library to load. If

set to STATIC_PLUGIN, symbols are resolved from the
program binary.

NCCL_DEBUG Debug output verbosity: VERSION, WARN, INFO, TRACE.
NCCL_DEBUG_FILE File path for debug output. Supports %h (hostname) and

%p (PID).
NCCL_DEBUG_SUBSYS Comma-separated list of subsystems to include (or exclude

with ˆ) in INFO output.
NCCL_P2P_DISABLE Set to 1 to disable peer-to-peer communication (NVLink,

PCIe DMA).
NCCL_SHM_DISABLE Set to 1 to disable shared-memory transport.
NCCL_NTHREADS Number of CUDA threads per block. NCCL launches one

block per channel.
NCCL_ALGO Comma-separated list of allowed algorithms (e.g. Ring,

Tree). Prefix with ˆ to exclude.
NCCL_PROTO Allowed protocols: LL, LL128, Simple. Modify only for

debugging or to work around known issues.
NCCL_PROFILE_EVENT_MASK Bitmask of profiler event types to capture (see Listing 2.3).
NCCL_PROFILE_DUMP_FILE Base filename for profiler trace output.

2.11 Collective Communication Libraries

NCCL provides highly optimized implementations of collective operations such as
ncclBroadcast and ncclAllReduce. This has made it the dominant choice for
GPU collective communication in large-scale deep learning. Its adoption is driven by
tight integration with NVIDIA hardware and the ability to exploit high-speed intercon-
nects including NVLink, PCIe, and InfiniBand. Despite widespread deployment, the
library’s internal mechanisms are sparsely documented. Hu et al. [10] present a systematic
in-depth analysis of NCCL’s internal architecture, examining its API structure, commu-
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nication channel management, protocols (Simple, LL, LL128), data-transfer models, and
collective algorithms.

The broader landscape of CCLs is surveyed by Weingram et al. [1], who document a
shift across the industry towards hardware acceleration and deep learning workloads,
with libraries increasingly targeting specialized interconnects and offload engines. Other
libraries in this space, such as AMD’s RCCL and Intel’s oneCCL, follow similar ar-
chitectural principles to NCCL but target different hardware substrates, reflecting a
convergence on the design patterns that NCCL established.

2.12 Performance Analysis and Optimization of NCCL
Recent research has examined NCCL performance from several angles. Beni et al. [20]
perform a systematic study of NCCL tuning strategies in large-scale deployments, showing
that environment-level configuration choices, such as algorithm selection via NCCL_ALGO
and protocol selection via NCCL_PROTO, can have a substantial impact on collective
throughput across different message sizes and process counts. Their results highlight that
no single configuration is universally optimal, motivating the need for fine-grained insight
to explain why one configuration outperforms another.

De Sensi et al. [21] study GPU-to-GPU communication across a diverse set of super-
computing platforms, demonstrating that collective performance is highly sensitive to
system topology, interconnect type, and configuration. Their cross-platform evaluation
underlines the importance of system-aware performance modeling and optimization.

Collectively, this body of work shows that performance analysis of NCCL is non-trivial and
that empirical, fine-grained measurements are necessary to complement environment-level
tuning and theoretical models.

2.13 Simulation of GPU Collective Communication
A growing body of work seeks to model or simulate NCCL behavior to enable performance
prediction without requiring physical hardware. Wang et al. [22] present SimAI, a
framework that unifies architectural simulation and performance tuning for large-scale
AI workloads. As part of this framework, SimCCL, a modified version of NCCL used
internally by SimAI, intercepts collective communication calls and injects timing estimates
derived from approximate bandwidth and latency models. These estimates are based
on bus bandwidths, network delays, and high-level algorithmic behavior rather than on
measured GPU kernel execution times. As a result, SimAI’s accuracy is fundamentally
limited by the quality of its approximations, and there is currently no publicly available
dataset of fine-grained NCCL kernel timings that could replace those approximations
with empirical data.

This thesis attempts to address that gap by producing kernel-level timing measurements
that can serve as ground-truth inputs for simulation models such as SimCCL.
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2.13.1 Summary of Notation
Table 2.4 defines the symbols and abbreviations used consistently throughout this thesis.

Table 2.4: Summary of notation used throughout this thesis.

Symbol Meaning Unit/domain
p Number of processing elements (ranks/G-

PUs)
N+

n Number of recorded steps N+

K Elements in a communication buffer N+

m Message size bytes
mi Local value/message at PE i —⨂︁ Associative reduction operator —
T1, T2 Complementary trees in 2Tree —
r Root rank of a collective {0, . . . , p−1}
S Total transferred data size bytes
t Measured execution time seconds
α Communication latency term seconds
β Inverse bandwidth term seconds/byte
algbw Algorithm bandwidth (S/t) bytes/s
busbw Hardware-corrected bus bandwidth bytes/s
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CHAPTER 3
NCCL Tracer

As stated before, we wish to research the inner-workings of NCCL, specifically what
happens during a collective call and how long specific steps may take. Inspired by the
NCCL Profiler Plugin [3], we implemented a tracer inside the NCCL code-base. The idea
was to time events that launch inside a GPU kernel and other relevant data in order to
get a clearer picture.

3.1 NCCL Version
Our implementation is based on NCCL version 2.29.2. Although this specific version
was used during development, care was taken to minimize version-specific dependencies,
making the changes straightforward to port to future NCCL releases.

3.1.1 Events
For our tracer implementation, we must first define which events to trace. We implement
an event list as a macro, which is used to populate an enumerator declared in a new
header added to the include folder. The list covers all primitive operations defined in
the prims_* files, as well as every primitive/algorithm combination for every collective
operation. The list is designed to be easily extended to cover additional event types or
new events introduced in future NCCL versions.

3.1.2 Tracer data
The first component we implemented is a tracing mechanism designed to measure the
execution time of NCCL operations at two levels of granularity: complete collective
operations and the lower-level primitives that perform individual send and receive steps.

To record timing information, we define a tracing structure with the following fields:
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• thread: the index of the CUDA thread generating the event,
• event: a unique identifier corresponding to the traced operation,
• start: the timestamp at which the operation begins,
• end: the timestamp at which the operation ends.
• eltN: the number of elements processed by the primitive,
• channel: the NCCL channel index used by the primitive,
• block: the NCCL block index used by the primitive,
• inpIx: the offset index of the input buffer used by the primitive,
• outIx: the offset index of the output buffer used by the primitive.

Each traced event is wrapped with calls to the globaltimer instruction to obtain precise
timestamps at the start and end of the operation. Once collected, timing information is
passed to a dedicated function that stores the trace record in a pre-allocated array.

To reduce overhead and avoid synchronization costs, the tracer writes only once per warp
and only when tracing is explicitly enabled. Each thread is assigned a unique slot in the
output array, eliminating the need for mutual exclusion. In particular, atomic operations
are avoided, as they introduce additional latency and could negatively affect the accuracy
of recorded timestamps.

GPU Clocks

Two options exist for obtaining timestamps inside CUDA device code: clock()/
clock64() and the global timer, both described in the CUDA programming guide [7].

The clock() and clock64() functions read a per-multiprocessor cycle counter that
increments every clock cycle on a given SM. Because each SM maintains its own inde-
pendent counter, readings are not synchronized across SMs. Furthermore, the returned
value includes cycles during which the thread is not actively executing due to warp
scheduling, which can cause overestimates of actual instruction latency. As a result,
clock() is meaningful only for relative timing within a single warp or SM and cannot
reliably characterize execution time across the full GPU.

The global timer, accessible via the globaltimer PTX instruction and exposed by tools
such as Nsight Systems [17] and CUPTI [2], provides a unified clock that is consistent
across all SMs. It increments at a stable frequency (up to around 31.25 MHz when
profiling tools are active, and 1 MHz by default.) independent of GPU performance
state changes, making comparisons between threads on different SMs meaningful. The
elapsed time closely reflects actual clock time inside the GPU. For kernel-wide timing
and profiling purposes, the global timer is therefore strongly preferred over clock() or
clock64().

3.1.3 Primitive Metadata
While the data already captured in the tracer is great for getting timing information, we
can improve upon it by also separately capturing primitive metadata. This allows us to
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see how these primitives are configured and could be vital when implementing a GPU
simulator or trying to understand all the parameters that define primitives.

That is why we also implemented a metadata tracing mechanism designed to capture
the configuration of NCCL primitives at construction time. Unlike the timing tracer,
which measures execution duration, this component records the static and runtime
parameters that characterize each primitive instance, providing insight into how low-level
communication primitives are instantiated and configured during execution.

To store this information, we define a unified PrimitiveMeta structure composed
exclusively of POD fields to ensure lightweight construction and efficient copying. Table 3.1
describes each field and its role in the profiling process.

Table 3.1: Fields of the PrimitiveMeta structure, captured at primitive construction
time. Protocol and connectivity fields describe the communication configuration, pointer
fields enable post-hoc buffer analysis, the timestampCtor field anchors the metadata
record in time.

Field Description
proto Communication protocol identifier (LL, LL128, Simple).
typeSize Size in bytes of the data type processed by the primitive.
typeKind Semantic category of the data type (e.g. integer, floating-

point).
redOpArg Argument associated with the reduction operator (e.g.

scaling factor).
redOpId Reduction operation identifier (sum, max, min, etc.).
fan_nrecv Number of incoming connections (fan-in degree).
fan_nsend Number of outgoing connections (fan-out degree).
Direct Boolean: whether the primitive uses direct memory access

paths.
P2p Boolean: whether the primitive operates in point-to-point

mode.
isNetOffload Whether communication is offloaded to the network de-

vice.
slicePerChunk Number of slices processed per chunk of data.
stepPerSlice Number of protocol steps required per slice.
unroll Loop unrolling factor applied within the primitive.
multimemSrcs Number of source memory regions in multi-memory oper-

ations.
multimemDsts Number of destination memory regions in multi-memory

operations.
stepLines_or_stepSize Protocol-dependent step granularity (lines per step or

bytes per step).
Continued on next page
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Field Description
tid Thread identifier within the block.
nthreads Total number of threads participating in the primitive.
wid Warp identifier derived from the thread index.
tidInBlock Thread index within the CUDA block.
group Communication group identifier.
index Logical index of the primitive instance within its execution

context.
flags Bitmask encoding additional execution options.
connIndexRecv Index of the receive connection used by this primitive.
connIndexSend Index of the send connection used by this primitive.
recvPeersCount Number of valid receive peers.
sendPeersCount Number of valid send peers.
recvPeersPtr Pointer to the array of receive peer identifiers.
sendPeersPtr Pointer to the array of send peer identifiers.
inputBufPtr Pointer to the input buffer used by the primitive.
outputBufPtr Pointer to the output buffer used by the primitive.
recvConnPtr Array of pointers to receive connection buffers.
sendConnPtr Array of pointers to send connection buffers.
recvConnHeadPtr Pointer to the receive connection head index in memory.
sendConnHeadPtr Pointer to the send connection head index in memory.
recvConnHead Cached value of the receive connection head at construc-

tion time.
sendConnHead Cached value of the send connection head at construction

time.
connStepCache Cached step counter associated with the connection.
connStepValue Current step value used by the primitive.
connFifoPtr Pointer to the FIFO structure managing connection steps.
netDeviceHandle Handle identifying the network device when offload is

enabled.
accSize Accumulated data size processed by the primitive.
timestampCtor Timestamp captured at primitive construction time.
nChannels Number of NCCL channels utilized by the primitive.

Together, these fields provide a complete snapshot of the primitive’s configuration and com-
munication state at the moment of instantiation. This metadata enables post-execution
analysis to correlate runtime behavior with protocol selection, topology structure, buffer
configuration, and synchronization state, complementing the execution-time measure-
ments collected by the timing tracer.

Each primitive instance populates a local PrimitiveMeta object during construction.
Once initialized, the metadata is passed to the recordPrimitiveConfig device
function, which stores the record in a pre-allocated profiling buffer in shared memory. To
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Listing 3.1: Fields added to ncclKernelComm in device.h to expose profiling buffers
and the enable flag to the GPU kernel.
1 struct ncclPrimsTracer *primsTracer;
2 struct ncclPrimsMeta *primsMeta;
3 bool *profilerEnabled;

minimize overhead, only one thread per warp performs the write, enforced by checking
the thread identifier modulo the warp size. Metadata recording executes only when
profiling is explicitly enabled.

While most of the fields in PrimitiveMeta are not directly used by the tracer or this
thesis, they are included as a proof of concept for the type of detailed metadata that can
be captured and later used for in-depth analysis of NCCL’s behavior.

3.1.4 Modification of Existing Structures
To transfer data from the device to the host, we extend the ncclKernelComm structure
(or ncclDevComm on older NCCL versions), located in device.h. We also add a
boolean flag to allow profiling to be toggled at runtime. Listing 3.1 shows the three fields
appended to the end of the structure.

To access this information from host code, analogous fields are added to the ncclComm
structure in comm.h.

3.1.5 Modification of Algorithm and Primitive Code
The algorithm code requires minimal changes. We introduce a RunTracer struct whose
constructor records a start timestamp and whose destructor records an end timestamp
when the instance goes out of scope. This RAII-style design reduces instrumentation to
a single line of code per function: declaring a local RunTracer instance at the top of a
function body is sufficient to bracket its entire execution.

Listing 3.2 shows the call for the AllReduce Ring/Simple algorithm specialization, found
inside device/all_reduce.h. The single added line is highlighted, all surrounding
code is unmodified NCCL source.

The same pattern applies at the primitive level. Rather than wrapping a whole algorithm
body, the tracer is placed inside individual primitive methods such as recvReduceSend,
which is defined in device/prims_simple.h, bracketing each low-level communication
step independently. Listing 3.3 shows an example, again, the single added line is the only
modification to the original NCCL source.

In both cases the RunTracer constructor receives the thread identifier, an event tag
identifying the operation, the element count, the channel identifier, and the input and
output buffer indices. The destructor fires automatically when the method returns,
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Listing 3.2: Tracer instrumentation of the AllReduce Ring/Simple template specializa-
tion. The only added lines are highlighted.
1 template<typename T, typename RedOp>
2 struct RunWorkColl<ncclFuncAllReduce, T, RedOp,
3 NCCL_ALGO_RING, NCCL_PROTO_SIMPLE> {
4 __device__ __forceinline__ void run(
5 int tid, int nthreads, struct ncclDevWorkColl* work) {
6 size_t count, partOffset, partCount, chunkCount;
7 ncclCollCbdPart(work, ncclShmem.channelId, NCCL_PROTO_SIMPLE,
8 sizeof(T), &count, &partOffset,
9 &partCount, &chunkCount);

10 RunTracer profiler(tid, Event::allReduceRingSimple,
11 count, ncclShmem.channelId, 0, 0);
12 runRing<T, RedOp, Proto>(tid, nthreads, work);
13 }
14 };

Listing 3.3: Tracer instrumentation of the recvReduceSend primitive method. The
only added lines are highlighted.
1 __device__ __forceinline__ void recvReduceSend(
2 intptr_t inpIx, int eltN, bool postOp=false) {
3 RunTracer profiler(tid, Event::recvReduceSend, eltN,
4 ncclShmem.channelId, inpIx, -1);}
5 genericOp<0, 0, 1, 1, Input, -1>(inpIx, -1, eltN, postOp);
6 }

capturing the end timestamp without any additional instrumentation site. Primitive
instrumentation additionally populates and records a PrimitiveMeta instance inside
the Primitives constructor, as described in Section 3.1.3.

3.1.6 Modification of Host Code
To improve portability, all profiling-related host functions are implemented in prims
_profiler_init.cc. Integrating the profiler into NCCL therefore requires only adding
calls to these functions at the appropriate points in the existing code-base.

Initialization of buffer inside of the communicator

The initialization function allocates all resources required by the profiler within a commu-
nicator. It allocates both device-side and pinned host-side buffers for storing tracing data
and metadata per profiling thread, sized by MAX_THREADS_PROF. Device allocations
are performed asynchronously on a dedicated cudaStream_t, while host allocations
use pinned memory to enable efficient DMA transfers. All allocated resources are regis-

30



3.2. Benchmark

tered with the communicator’s internal memory management system to ensure safe and
automatic cleanup.

Profiling behavior is controlled via two environment variables: NCCL_PROFILER_
START_ROUND, which specifies when profiling begins (in terms of communication rounds),
and NCCL_PROFILER_DURATION, which controls how long it remains active.

This function should be called inside devCommSetup() in init.cc.

State Update

A lightweight round-based control mechanism determines when profiling should be active.
At each communication round, the function decrements an internal counter until it
reaches zero, at which point profiling is enabled by setting the shared flag. Once active,
a second counter tracks the remaining profiling rounds and decrements each round, when
it reaches zero, profiling is automatically disabled.

This function should be called at the end of ncclEnqueueCheck() in enqueue.cc,
after a task has been appended.

3.1.7 Data Collection
Profiling data is written to disk when the communicator is destroyed. During
ncclCommDestroy(), our flush function is invoked before communicator resources are
released, ensuring that no traced data is lost and that output is generated exactly once
per communicator lifetime.

Before writing, device-side profiling buffers are asynchronously copied to their pinned
host mirrors via the communicator’s cudaStream_t and then synchronized. Data is
appended to rank-specific CSV files in a configurable output directory and file, controlled
by NCCL_PROFILER_FOLDER and NCCL_PROFILER_FILE. Separate files are produced
for primitive timing data and primitive metadata.

The flush function is registered inside ncclCommDestroy() in init.cc.

3.2 Benchmark
The instrumented NCCL library is compatible with any existing benchmark suite that
links against NCCL, including NCCL Tests [19] (described in Section 2.9). In practice,
running NCCL Tests against our modified library is sufficient to exercise the tracer and
collect timing data for all supported collectives. However, we additionally implement a
small standalone benchmark to allow tightly controlled experiments.

All supported collective operations are dispatched through a single run_collective()
function that selects the appropriate NCCL call based on the operation name. AllToAll
is emulated via grouped ncclSend/ncclRecv calls, as NCCL does not have a dedicated
AllToAll API in all versions of NCCL. Our benchmark also generates a CSV file
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Listing 3.4: Column layout of the per-rank timing CSV. start and end are raw
globaltimer ticks, eltN is the element count, channel is the NCCL channel index,
block is the NCCL block index, thread is the CUDA thread index, inpIx/outIx
are buffer indices.
1 thread, primitive, start, end, eltN, channel, block, inpIx, outIx

containing the mode of our benchmarking (if we used modified NCCL or unmodified),
the collective name, the number of ranks, the data size, time and the measured algorithm
and bus bandwidths. This allows us to easily import results into a data-frame for analysis
and plotting.

3.3 Trace Visualization
The CSV files produced by the instrumented library are not directly human-readable
at scale. We therefore provide a Python post-processing script that converts them into
the Chrome Trace Event format [18], which can be loaded into chrome://tracing for
interactive inspection.

CSV Format

Each rank produces two files: a timing file and a metadata file. The timing file contains
one row per recorded primitive event with the columns shown in Listing 3.4.

The metadata file contains one row per primitive constructor invocation with the fields
of PrimitiveMeta described in Table 3.1.

Portable Trace format

Similar to the Profiler Plugin [3], we also decided to use the google trace format for
trace visualization, as it is widely used. To do this we need to convert our files into a
single JSON file, which we can load in the Chrome Tracer. We do this with a
python script.

The script accepts a filename prefix and discovers all matching rank files automatically.
For each rank it:

• reads the timing CSV and groups events by a composite thread/channel/block
identifier,

• reads the corresponding metadata CSV and associates each metadata record with
its timing event,

• normalizes timestamps so that the earliest event across all threads of a rank is set
to zero, and converts raw ticks to microseconds,
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• emits one Chrome Trace "X" (complete) event per record, with primitive name,
duration, rank as pid, thread/channel/block as tid, and the full metadata fields
in args.

The output is a single JSON file named <prefix>_trace.json, which can be opened
directly in chrome://tracing.
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CHAPTER 4
Evaluation

This chapter evaluates the instrumented NCCL library from multiple perspectives. Sec-
tion 4.1 demonstrates the qualitative insights available from the Chrome Trace visual-
ization. Section 4.2 presents quantitative timing analysis. Section 4.3 quantifies the
performance overhead introduced by the instrumentation. Section 4.4 presents the timing
analysis on the 4 GPU system. Section 4.5 validates the measurements and discusses
their implications for GPU simulator development.

The experiments in this thesis were conducted on two computing platforms. Hydra
is a two-GPU machine (p = 2) equipped with 2 NVIDIA Tesla T4 GPUs connected
over PCIe, paired with sufficient CPU and system memory to support GPU workloads.
Hydra provides the primary dataset used throughout the evaluation, covering all five
collectives, both algorithms, and all three protocols. MUSICA is a high-performance
four-GPU server (p = 4) featuring 4 NVIDIA H100 GPUs (SXM5 form factor) connected
over PCIe, 2 AMD EPYC 9654 CPUs, and 768 GB of system memory. In addition,
MUSICA supports GPU partitioning for advanced experiments. Section 4.4 presents the
MUSICA results and cross-system comparisons, while the remaining sections focus on
Hydra results.

Because the tracer records one entry per warp per logical primitive step (Section 3.1.3),
each logical step appears as multiple rows whose start timestamps differ by at most a
few nanoseconds. The data is also recorded by each GPU separately (i.e. by pid).

4.1 Trace Visualization
Before timing analysis, we first examine the raw traces produced by our profiler to verify
that the instrumentation is capturing meaningful data and to build intuition about how
different collective algorithms manifest at the primitive level. The goal of this experiment
is to confirm that our tracer correctly identifies and distinguishes the primitive types
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Figure 4.1: Chrome Trace view of a ncclAllReduce Ring/Simple with 2 GPUs and,
1024 ncclInt elements. Each horizontal lane corresponds to one thread-channel pair
(tid), the process row (pid) is the GPU. Three distinct primitive types are visible as
coloured spans: directSend (brown), directRecvReduceCopyDirectSend (blue),
and directRecv (pink). As a summary, we can also see which collective/protocol/algo-
rithm combination is being used (teal).

Figure 4.2: Chrome Trace view of a ncclAllReduce Tree/LL with 2 GPUs and,
1024 ncclInt elements. Each horizontal lane corresponds to one thread-channel pair
(tid), the process row (pid) is the GPU. Three distinct primitive types are visible as
colored spans: send (green), recvReduceCopySend (brown), and recv (purple). As
a summary, we can also see which collective/protocol/algorithm combination is being
used (red).

involved in each algorithm, and that the timeline structure visible in the trace is consistent
with the expected communication schedule of the Ring and Tree algorithms respectively.

Figure 4.1 shows the Chrome Trace view for a ncclAllReduce Ring/Simple call with
2 GPUs and 1024 ncclInt elements. The visualization immediately reveals the pipeline
structure of the Ring algorithm: three sequential primitive types advance left to right
across the timeline. The directSend spans occupy the first segment, correspond-
ing to the outgoing phase of the reduce-scatter step, the directRecvReduceCopy
DirectSend spans follow, performing the combined receive, local reduction, and for-
warding of the partial result, and the directRecv spans complete the all-gather phase.
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The relative widths reflect the measured durations analyzed quantitatively in Section 4.2.

Figure 4.2 shows the Tree/LL trace for the same collective, revealing a markedly different
structure across the two ranks. Rank 0 acts as the tree root: its lane timeline contains
only recvReduceCopySend spans, each lasting approximately 6 µs, in which it receives
the partial result from its child, applies the reduction, and forwards the result back
down the tree. All warps execute this single combined primitive in lockstep, and no
separate send or receive step is visible. Rank 1 acts as the tree leaf: its timeline contains
two distinct primitive types executed concurrently across different warp groups, a send
(2–3 µs) carrying its local data up to the root, and a recv (64–65 µs) waiting for the
globally reduced value to be returned. The recv duration is substantially longer than
the send, reflecting the time rank 1 spends blocked until the root has completed its
reduction.

This rank asymmetry is a direct consequence of the dual-tree structure: interior nodes
combine both a receive-and-reduce and a send in a single primitive, while leaf nodes issue
a pure send followed by a pure receive. The difference in primitive composition between
rank 0 and rank 1 is not directly observable to host-level tools such as CUPTI or the
NCCL external profiler, which record only the collective call boundaries and report an
identical event for both ranks.

These traces confirm two things. First, the instrumentation is functioning correctly:
the primitive types, their ordering, and their relative durations are consistent with the
known communication schedules of both the Ring and Tree algorithms. Second, and more
importantly, they demonstrate that primitive-level visibility reveals structural differences
between algorithms and between ranks that are entirely opaque to existing host-side
tools. This motivates the quantitative analysis that follows, where we move from visual
inspection to systematic measurement of primitive durations across algorithms, protocols,
and message sizes.

4.1.1 Comparison with Nsight Systems
Figure 4.3 places the two representations side by side for the same collective call, making
the difference in observable granularity concrete. The red arrow indicates the corre-
spondence between the single opaque span visible in Nsight Systems and the detailed
primitive-level decomposition produced by our instrumentation.

The Nsight Systems timeline (top) contains two threads. The benchmark thread
([3628618]) shows the NCCL row reporting a single monolithic ncclAllReduce
[39.344ms] span, preceded by ncclCommInitRank [1.369s] for communicator
setup. The CUDA API row shows individual kernel launches and memory operations as
coloured bars, but these reflect the host-side dispatch sequence only, not what executes
inside the kernel. The proxy thread ([3628650]) shows a long poll span covering most
of the collective duration. This is the complete picture Nsight Systems can offer about
the internal structure of the collective: one start time, one end time, and a proxy thread
that is polling. No information is available about which communication steps occurred,
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Figure 4.3: Top: Nsight Systems timeline for an ncclAllReduce Ring/Simple call (p =
2, Hydra). The NCCL row reports a single monolithic ncclAllReduce [39.344ms]
span, the proxy thread shows only a long poll. Bottom (red arrow): our instrumented
trace for the same collective, decomposed into individual primitive spans at the warp
level. The detail panel shows the PrimitiveMeta arguments attached to the selected
directSend span.

how long each took, how many warps participated, or what data was transferred at each
step.

Our instrumented trace (bottom) decomposes the same collective into individual primitive
spans visible at the warp level. Each horizontal lane corresponds to one warp group within
a channel (e.g., t64 ch0, t96 ch1), and the spans from left to right show the sequential
pipeline steps: directSend (gold), directRecvReduceCopyDirectSend (teal),
and directRecv (pink). The summary lane below each thread group (*summary*)
shows the collective-level non-primitive (allReduceRingSimple) spanning the full
duration.

Crucially, selecting any span reveals the full PrimitiveMeta arguments in the detail
panel. The selected directSend span shows proto=2 (Simple protocol), nrecv=1 and
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Figure 4.4: Pipeline timeline for a single ncclAllReduce Ring/Simple call, 1 K elements
(4 KB), rank 0 (both GPUs are similar in behavior here). We observe the collective-level
non-primitive (gray) and the three logical primitive steps below it. Annotated gaps
between steps represent inter-step synchronization latency, setup and tear-down overhead
flank the primitive sequence.

nsend=1 (fan-in and fan-out degrees confirming the ring topology), eltN=65536 (65 536
elements transferred at this step), and input and output buffer indices. This metadata
is recorded at primitive construction time inside the GPU kernel and is completely
inaccessible to any host-side tool.

The two views are complementary rather than competing. Nsight Systems correctly
identifies collective boundaries, communicator initialization cost, and the host–device
interaction pattern. The instrumentation developed here takes over precisely where
Nsight’s visibility ends, exposing the step-level communication structure that determines
actual performance. Together they provide coverage from the application level down to
individual warp-level transfer steps inside the GPU kernel.

4.1.2 Close Look at Single Thread Timeline
Figure 4.4 shows the decomposition of a single ncclAllReduce Ring/Simple call at the
smallest measured message size (1 K elements, 4 KB). The collective duration is 35.4 µs.
Three sequential logical steps are visible:

1. directSend (6.4 µs, starting at +8.5 µs): the rank forwards its half of the data
to its ring neighbor as the outgoing phase of reduce-scatter.

2. directRecvReduceCopyDirectSend (8.7 µs, starting at +18.1 µs): the rank
receives the neighbor’s contribution, applies the reduction operator, and forwards
the partial result. This combined primitive is the most expensive step and is the
one that would dominate at large message sizes.

3. directRecv (4.1 µs, starting at +29.2 µs): the rank receives the globally reduced
value in the all-gather phase.

Between and around the primitive steps, 16.2 µs (46%) of collective time is unaccounted
for by primitive records. This overhead comprises: 8.5 µs of kernel setup before the
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Figure 4.5: Share of total recorded time attributed to the non-primitive time versus
individual primitives, for each algorithm/protocol combination. ncclAllReduce, 64 M
ncclInt elements, 2 GPUs. The non-primitive time is most significant for LL.

first primitive begins, two inter-step gaps totaling 5.6 µs, which represent the time spent
waiting for the remote peer to complete its corresponding step, and 2.1 µs of tear-down.
These synchronization gaps are irreducible for this message size, as they are determined
by the round-trip PCIe latency between the two ranks.

4.2 Timing Analysis

4.2.1 Protocol Effect on Primitive Observability

Having confirmed that our instrumentation correctly captures the structure of collective
execution, we now examine how much of that execution is actually observable through
primitive-level tracing. Not all protocols expose their communication time equally: the
degree to which a collective’s runtime is decomposed into discrete, traceable primitive
calls depends on how the protocol implements synchronization and data transfer. The
goal of this experiment is to quantify this observability gap across the three NCCL
protocols for both the Ring and Tree algorithms.

Figure 4.5 shows a breakdown of total recorded time between the primitive and non-
primitive time spans, for each algorithm/protocol combination. The non-primitive time
counted is the time during which no primitive event is active. For the LL protocol, the
collective-level non-primitive accounts for 34–48% of total recorded time depending on
the algorithm. For Simple and LL128, the non-primitive share falls below 2%, meaning
that nearly all collective time is directly attributed to traceable primitive calls.

Figure 4.6 and Table 4.1 show the corresponding breakdown of total primitive call counts
per algorithm/protocol. The non-primitive call count reflects the number of threads
that enter the collective-level function, once per thread. The ratio of primitive calls to
non-primitive calls is smallest for LL, consistent with the time breakdown above.
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Figure 4.6: Share of total number of calls to primitive events, for each algorithm/protocol
combination. ncclAllReduce, 64 M ncclInt elements, 2 GPUs. non-primitive calls
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Table 4.1: Total raw number of primitive event calls per algorithm/protocol combination.
ncclAllReduce, 64 M ncclInt elements, 2 GPUs.
Primitive Allreduce Ring LL Allreduce Ring LL128 Allreduce Ring Simple Allreduce Tree LL Allreduce Tree LL128 Allreduce Tree Simple
non-primitive 64 64 36 64 64 64
directRecv 0 0 1152 0 0 2040
directRecvReduceCopyDirectSend 0 0 1152 0 0 8160
directSend 0 0 1152 0 0 6120
recv 5440 5440 0 1530 1404 0
recvReduceCopySend 5440 5440 0 8160 7488 0
send 5440 5440 0 6630 6084 0

Here we note that all breakdowns are shown as relative shares within each algorith-
m/protocol combination rather than absolute counts. This is intentional: different
configurations launch different numbers of threads, and not all threads perform the same
work, some warps handle send steps while others handle receive steps, and the number
of active channels varies. A direct comparison of raw primitive counts or durations
across configurations would therefore conflate differences in parallelism with differences
in communication structure. The relative breakdown allows us to ask, within a given
configuration, how collective time and call volume are distributed across primitive types,
which is the meaningful quantity for assessing observability.

This asymmetry reflects a fundamental difference in how the three protocols implement
inter-rank synchronization. In LL, a receiving thread spins on a 4-byte flag embedded
alongside each 4-byte data word, the polling loop executes entirely within the collective
kernel without entering any discrete primitive. Spin-wait time therefore accumulates
inside the allReduce* non-primitive rather than inside individually traceable calls.
In LL128 the transmission unit is 128 bytes (120 data + 8 flag), which both increases
bandwidth utilization and concentrates more time inside the primitive body itself. In
Simple, data is transferred in large chunks with memory-fence synchronization, the fence
and DMA completion are embedded in the primitive, making nearly all communication
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time directly observable.

The key takeaway is that protocol choice has a direct and substantial effect on how much of
a collective’s execution is visible to primitive-level instrumentation. Simple and LL128
are largely transparent: the instrumentation provides a high-fidelity decomposition of
collective time into discrete, attributable steps. LL, in comparison is less transparent,
as a larger portion is consumed by spin-waiting that is not directly observable without
deeper intra-kernel instrumentation. This has a practical consequence for profiling:
conclusions drawn from primitive durations alone are reliable for Simple and LL128,
but for LL the non-primitive time must be accounted for separately to avoid systematically
under-reporting collective cost.

We should note that these conclusions are based on p = 2 measurements on a PCIe-
connected system. As we will show in Section 4.4, scaling to p = 4 on more powerful
hardware qualitatively changes this relationship, highlighting the importance of system
scale and topology in collective performance.

4.2.2 Ring vs. Tree
Having established how much of each protocol’s execution is observable through primitive-
level tracing, we now turn to the question: how do the Ring and Tree algorithms
compare across protocols and message sizes, and what does our instrumentation reveal
about why one configuration outperforms another? Existing host-side tools can report
the total collective duration, but using the time given by our wrapper times only the
runtime of the algorithm itself, excluding other processes such as kernel launches that
may be captured by other tools. The goal of this experiment is to use the collective-
level wrapper durations recorded by our tracer to produce a systematic comparison
across all six algorithm/protocol combinations, covering a range of message sizes from
latency-dominated (4 KB) to bandwidth-dominated (1 GB).

All durations in this section use the longest-lasting thread across all ranks, i.e. maxthread
(tend − tstart) for the collective-level non-primitive event. This conservative bound re-
flects the true collective latency: a synchronous collective cannot complete until every
participating rank has finished, so the slowest rank determines the clock cost for the
application. All values are normalized to Ring/LL as baseline, which is the default
NCCL configuration and the fastest option at small sizes, values below 1.0 are faster
than baseline, values above 1.0 are slower.

Figure 4.7 and Table 4.2 show the results for Hydra (p = 2) across six message sizes.
Three regimes emerge cleanly from the normalized view.

At small sizes (≤ 64 KB), Ring/LL is the fastest configuration and every other combination
is slower. At 4 KB, Tree/LL is the worst at 2.00× baseline, while Tree/LL128 (1.08×)
and Ring/LL128 (1.17×) are close to parity. At 64 KB all five non-baseline configurations
cluster between 1.35× and 1.50×, indicating that at this size no protocol or algorithm
offers a meaningful advantage over Ring/LL.
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Table 4.2: Relative ncclAllReduce duration for Ring and Tree at selected message
sizes (p = 2, Hydra), normalized to Ring/LL (baseline = 1.00, column omitted). Values
below 1.00 are faster than baseline. The fastest entry in each row is bold. Using the
longest-lasting thread across all ranks gives a conservative bound on the effective collective
latency.

Ring Tree
Size LL128 Simple LL LL128 Simple
4 KB (1 K) 1.17 1.75 2.00 1.08 1.45
64 KB (16 K) 1.50 1.49 1.35 1.38 1.50
1 MB (256 K) 0.67 0.75 1.31 1.12 1.02
16 MB (4 M) 0.66 0.40 1.49 0.75 0.44
256 MB (64 M) 0.63 0.41 1.25 0.65 0.44
1 GB (256 M) 0.67 0.55 1.08 0.67 0.55

At 1 MB, Ring/LL128 drops to 0.67× baseline, marking the crossover point where
LL128’s 128-byte chunks provide enough bandwidth efficiency to outpace LL’s flag-check
overhead. Ring/Simple follows at 0.75×. Both Tree/LL(1.31×) and Tree/LL128(1.12×)
remain above baseline, confirming that the Tree algorithm carries a meaningful overhead
at mid-range sizes on this system.

From 16 MB upwards, Simple dominates for both algorithms. Ring/Simple reaches
0.40× baseline at 16 MB and 0.41× at 256 MB, a 2.5× advantage over Ring/LL. Tree/Simple
tracks closely at 0.44× for both sizes. At 1 GB the two Simple configurations converge
to 0.55× (Ring) and 0.55× (Tree), a ratio of 1.002, consistent with both algorithms
becoming fully bandwidth-bound and algorithm overhead becoming negligible relative
to data transfer cost. Tree/LL remains the weakest large-message option throughout,
reaching 1.08× baseline even at 1 GB.

Taken together, the normalized view makes the protocol crossover explicit: Ring/LL is
optimal below ≈ 256 KB, Ring/LL128 wins at ≈ 1 MB, and Simple (for either algorithm)
dominates from 16 MB onward. The Ring and Tree algorithms are largely interchangeable
under Simple at the largest sizes, but Tree carries a consistent overhead at small and
mid-range sizes. These conclusions are derived directly from GPU-side timestamps
recorded inside the kernel, a level of detail that cannot be obtained from any existing
host-side tool.

A more detailed view of how NCCL partitions work into pipeline steps is provided in
Figure 4.8, which plots the bytes transferred per primitive step as a function of total
message size.
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Figure 4.7: ncclAllReduce duration at p = 2 (Hydra), normalized to Ring/LL as
baseline (dashed line at 1.0). Values below 1.0 indicate faster than baseline, values above
1.0 indicate slower. Both axes are log scale.

4.2.3 Chunk size per Protocol
The previous section established which algorithm/protocol combinations perform best at
different message sizes, but did not explain the mechanism behind those differences. A key
factor is how NCCL partitions a message into pipeline steps: smaller chunks mean more
steps and higher per-step overhead, while larger chunks amortize that overhead at the
cost of higher latency per step. This is invisible at the collective, but is directly observable
through our primitive-level instrumentation, which records the element count (eltN)
and duration of every individual step. The goal of this experiment is to characterize how
chunk size varies across protocols and how per-step timing statistics reflect the different
synchronization mechanisms each protocol uses.

Table 4.3 and Table 4.4 quantify per-step duration statistics for the send-side and receive-
side primitives of ncclAllGather Ring at 256 MB (64 M ncclInt elements). Unlike
ncclAllReduce, which combines send, reduce, and receive into a single compound
step, ncclAllGather separates data movement into two independent primitive types:
a copy-and-send step executed by the rank forwarding data around the ring (copySend
/ directCopySend), and a receive step executed by the rank consuming incoming
segments (recv / directRecv).

The send-side statistics in Table 4.3 follow a similar pattern observed in ncclAllReduce
from Figure 4.8: chunk size grows with protocol sophistication (128 KB for LL, 2.2 MB
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Figure 4.8: Bytes transferred per logical primitive step versus total message size, for
the dominant primitive of each protocol (ncclAllReduce Ring, rank 0). The LL step
size saturates at 32 KB, LL128 at 562 KB, Simple at 2 MB. The cap for LL reflects the
protocol’s design constraint: the 4-byte flag embedded in each 8-byte LL word limits
practical chunk sizes to preserve low latency.

Table 4.3: Per-step duration statistics for the send-side primitive of each protocol,
ncclAllGather Ring, 256 MB (64 M ncclInt elements). n is the number of logical
steps captured in the profiling window.

Proto Primitive n Mean Std p50 p95 KB/step
LL copySend 8,128 13.0 µs 2.4 µs 12.9 µs 16.4 µs 128
LL128 copySend 8,128 103.9 µs 19.5 µs 102.9 µs 106.5 µs 2,233
Simple directCopySend 2,304 358.5 µs 6.1 µs 358.5 µs 368.7 µs 8,192

for LL128, 8 MB for Simple), and step count decreases correspondingly (8,128 steps for
LL vs. 2,304 for Simple, a 3.5× difference). Per-step throughput rises from ≈ 9.9 GB/s
for LL to ≈ 22.9 GB/s for Simple, reflecting Simple’s use of direct memory access
rather than host-memory routing. The Simple coefficient of variation is notably tight
at 1.7%, confirming stable bandwidth-bound behavior at this step size. LL and LL128
show higher variance (19% and 19% respectively), consistent with greater sensitivity to
flag-polling jitter at their smaller step granularity.
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Table 4.4: Per-step duration statistics for the receive-side primitive of each protocol,
ncclAllGather Ring, 256 MB. The Simple protocol exhibits anomalously high vari-
ance (CV ≈ 114%), discussed in the text.

Proto Primitive n Mean Std p50 p95 KB/step
LL recv 8,192 12.6 µs 2.7 µs 12.2 µs 16.8 µs 128
LL128 recv 8,192 92.7 µs 13.5 µs 92.2 µs 96.0 µs 2,233
Simple directRecv 2,304 196.3 µs 223.6 µs 176.3 µs 182.3 µs 8,192

The receive-side statistics in Table 4.4 reveal a striking divergence between protocols. For
LL and LL128 the send and receive durations are close: LL averages 13.0 µs (send) versus
12.6 µs (receive), and LL128 averages 103.9 µs versus 92.7 µs. The send is slightly longer
in both cases, consistent with the copy-then-send operation performing one additional
memory operation compared to a plain receive.

Under Simple, however, the receive step (196.3 µs) is 1.83× shorter than the send step
(358.5 µs), and its standard deviation (223.6 µs) exceeds its mean, a coefficient of variation
of 114%. The p50 (176.3 µs) is well below the mean, indicating a right-skewed distribution:
most receive steps complete quickly, but a minority take substantially longer. The most
likely explanation is that some directRecv steps include time spent waiting for the
upstream sender to complete its directCopySend before the data is available. Under
LL and LL128 this wait is embedded in the flag-polling mechanism and appears as
higher variance on both sides uniformly, under Simple the fence-based synchronization
concentrates the wait time explicitly at the start of the receive call, making it directly
observable in the per-step timings. This asymmetry is a direct product of the fine-grained
instrumentation and is not directly observable to any host-level profiling tool.

Taken together, these results show that chunk size is not merely an implementation detail
but a primary determinant of both throughput and timing variance at the primitive
level. The threefold hierarchy is as follows: LL for low-latency small steps, LL128 for
balanced mid-range transfers, and Simple for bulk bandwidth. This maps directly onto
the performance crossovers observed in the Ring vs. Tree comparison.

4.2.4 Primitive visibility across collectives
The experiments so far have focused exclusively on ncclAllReduce. A natural question
is whether the same instrumentation generalizes cleanly to other collective operations,
and whether the primitive composition it reveals is consistent with the known algorithmic
structure of each collective. Different collectives perform fundamentally different commu-
nication patterns and these differences should be directly reflected in which primitive
types appear and in what proportions. The goal of this experiment is to validate the
instrumentation across all five measured collectives under the Simple protocol, and to
confirm that the primitive breakdown provides a faithful, algorithmically interpretable
decomposition of collective execution in each case.
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Figure 4.9: Primitive visibility across all five measured collectives under the Simple
protocol, 64 M elements, both ranks combined. The non-primitive time is negligible
(< 5%) for every collective, confirming that Simple exposes essentially the complete
collective execution as discrete primitive spans. Each collective exhibits a distinct
primitive composition that directly reflects its algorithmic role: ncclAllGather and
ncclBroadcast consist of data-movement primitives only, while ncclAllReduce,
ncclReduce, and ncclReduceScatter include reduction primitives.

Figure 4.9 extends the primitive visibility analysis to all five collectives under the Simple
protocol at 64 M elements, combining both ranks. Two findings stand out immediately.

First, the non-primitive share is negligible across every collective, between 0.1% for
ncclAllReduce and 4.6% for ncclBroadcast, confirming the result from Section 4.2.1:
under Simple, the primitive timeline spans essentially the complete collective execution,
and there are no significant blind spots in the instrumentation.

Second, the primitive composition is distinct for each collective and maps cleanly onto
the algorithmic structure of each operation:

• ncclAllGather: directCopySend (64%) and directRecv (35%). One rank
copies its local buffer and sends it around the ring (directCopySend), the other
receives each incoming segment (directRecv). The 64/35 split across the two
ranks reflects the difference in transfer time between the sending and receiving
sides of the ring.

• ncclAllReduce: directRecvReduceCopyDirectSend (46%), directSend
(36%), and directRecv (19%). The three-primitive structure corresponds to the
reduce-scatter and all-gather phases of the ring algorithm: directSend opens the
reduce-scatter outgoing step, directRecvReduceCopyDirectSend performs
the combined receive-reduce-and-forward of each partial result, and directRecv
closes the all-gather. The reduction step dominates because it combines data
movement with computation.

• ncclBroadcast: directCopySend (49%) and directRecv (47%). The root
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rank copies its buffer and transmits it (directCopySend), the non-root rank
receives the broadcast value (directRecv). The near-equal split confirms that, for
a pure data-movement collective at large message sizes, send and receive durations
are symmetric. The slightly elevated non-primitive fraction (4.6%) relative to other
collectives reflects the per-call kernel setup cost, which is more visible when only
one logical step per call is recorded.

• ncclReduce: send (50%) and recvReduceCopy (49%). The non-root rank
issues a plain send, the root rank receives and reduces with recvReduceCopy.
The virtually identical split shows that at this message size the transfer time domi-
nates over reduction compute time. Note that these are the non-direct variants
of the primitives, because ncclReduce routes data through an intermediate buffer
before writing the result to the root’s output, rather than directly into it.

• ncclReduceScatter: send (53%) and recvReduceCopy (47%). The primi-
tive composition mirrors ncclReduce, which is expected: for p = 2 a
ncclReduceScatter is structurally equivalent to a single reduce-scatter ring
step. The slightly larger send share (53% vs 50% in ncclReduce) likely reflects
a difference in element count per step between the two operations.

Table 4.5 summarizes the primitive percentages for reference.

Table 4.5: Primitive share of total recorded time (%) per collective, Simple protocol,
64 M ncclInt elements, both ranks combined. Entries below 0.1% are shown as.

Primitive AllGather AllReduce Broadcast Reduce ReduceScatter
non-primitive (exclusive) 0.2 0.1 4.6 1.2 0.2
directCopySend 64.4 - 48.5 - -
directRecv 35.4 18.6 46.9 - -
directRecvReduceCopyDirectSend - 45.7 - - -
directSend - 35.6 - - -
recvReduceCopy - - - 49.1 46.8
send - - - 49.6 53.0

The results confirm that the instrumentation generalizes cleanly across all five collectives
without modification. In every case the primitive composition is not only measurable
but directly interpretable: the set of primitive types that appear, and the proportions in
which they contribute to total execution time, correspond to what the algorithmic design
of each collective would predict. This means that our tracer can serve as a diagnostic
tool not just for ncclAllReduce but for any NCCL collective. A user can inspect
the primitive breakdown of an unfamiliar workload and immediately read off which
communication roles each rank is playing, how time is divided between data movement
and reduction, and whether the observed composition matches the expected algorithm.

4.3 Profiling Overhead and Runtime Cost
Any instrumentation that modifies kernel code introduces overhead, and understanding
its cost is essential for determining when the profiler can be used safely without distorting
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the measurements it is meant to produce. The overhead has two distinct components: a
fixed initialization cost incurred when the profiler plugin is loaded and its device-side data
structures are allocated, and a per-event recording cost incurred each time a primitive
span is written during collective execution. The goal of this experiment is to quantify both
components separately across a representative range of message sizes, and to establish
whether the total overhead is acceptable for the workloads where the instrumentation is
most useful.

This section quantifies the performance cost of the instrumentation by comparing three
modes of ncclAllReduce execution on Hydra (p = 2):

• Baseline: unmodified NCCL, no profiler plugin loaded.
• Init only: the profiler plugin is loaded and its data structures are allocated, but

the tracing flag is disabled so no events are written. This measures the cost of the
plugin’s mere presence.

• Full profiling: tracing is enabled and all primitive events are recorded to the
pre-allocated buffers.

Each configuration is run for six iterations, the first is discarded as a warm-up and
the remaining five are averaged. The time of the collective operation is measured with
cudaEventRecord/cudaEventElapsedTime. The protocol is fixed to Simple via
NCCL_PROTO across all message sizes, eliminating protocol-transition artifacts that would
otherwise inflate the apparent overhead at certain size boundaries.

Table 4.6: Mean time and overhead for ncclAllReduce Ring/Simple, p = 2 (Hydra),
iterations 2–5. The 16 MB row is marked with an asterisk and excluded from the slowdown
range, see text for explanation.

Size Baseline (ms) Init only (ms) Full (ms) Slowdown Overhead
4 KB (1 K) 0.0699 0.0748 0.0787 1.13× 12.6%
64 KB (16 K) 0.0855 0.0928 0.0983 1.15× 15.0%
1 MB (262 K) 0.3185 0.3258 0.3458 1.09× 8.6%
16 MB (4 M) 2.4504∗ 2.0352 2.0031 0.82×∗ −18.3%∗

256 MB (67 M) 29.5550 29.6992 29.7967 1.01× 0.8%
1 GB (268 M) 108.2892 112.4658 112.3362 1.04× 3.7%

∗ Baseline measurement unreliable at 16 MB, see text.

Figure 4.10 and Table 4.6 present the results. Excluding the anomalous 16 MB row
discussed below, the full-profiling slowdown ranges from 1.01× to 1.15× across six
message sizes.

Separating the two components reveals that the majority of overhead at every size
comes from loading the profiler data structures at communicator setup, not from writing
individual trace records. At 256 MB the total overhead is 0.8%, of which init contributes
0.5% and recording only 0.3%. At 1 GB the split is 3.9% init and effectively zero recording
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Figure 4.10: Instrumentation overhead for ncclAllReduce Ring/Simple, p = 2
(Hydra), across six message sizes. Top left: mean time for all three modes. Top right:
slowdown factor relative to baseline, the 16 MB row is excluded due to baseline noise
(see text). Bottom: overhead decomposed into init cost (blue) and marginal recording
cost (orange).

cost. This confirms that the per-event write cost is negligible at practical training-scale
message sizes.

The highest overhead occurs at 64 KB (1.15×, 15.0%) and 4 KB (1.13×, 12.6%). At these
sizes the baseline collective takes only 55–85 µs, so the fixed init cost, which means loading
device-side buffer pointers once at communicator creation, represents a disproportionately
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large fraction of kernel time. The recording cost is also visible at small sizes, because
writing ≈200 warp-level events is non-negligible when the collective itself is this short.

At 256 MB the slowdown is 1.01× (0.8%), and at 1 GB it is 1.04× (3.7%). These are the
message sizes most relevant to distributed training workloads, where the overhead is well
within the bounds of practical use. The 1 GB overhead is slightly higher because the
profiled baseline uses a slightly different internal path for this size, as confirmed by the
marginal 3.9% init cost.

At 16 MB the profiled modes run faster than the baseline (0.82×, −18.3%), which is
physically impossible as a measurement of instrumentation cost. Inspection of the raw
iterations shows that the baseline spans 2.45–2.95 ms with high variance, while init-only
and full are stable at ≈ 2.00 ms. The most likely cause is OS-level CPU scheduling noise:
at ≈ 2 ms the collective is long enough for proxy-thread context switches to affect the
time, and the five baseline iterations happened to catch one or more such events. The
recording cost viewed in isolation (−1.3%, within noise) is consistent with adjacent sizes,
confirming the anomaly is in the baseline rather than the instrumented modes. This row
is excluded from all overhead summaries.

The overhead results confirm that the instrumentation is practical for its intended use
case. At the message sizes that dominate real distributed training workloads (≥ 256 MB),
the slowdown during an active profiling window stays below 4%, which is acceptable
for a targeted diagnostic tool. The dominant cost is the fixed init component rather
than per-event recording, which means overhead does not grow with collective duration
or primitive count, which is a favorable scaling property. Lazy device-buffer allocation,
which would eliminate the init component entirely for rounds where the plugin is loaded
but inactive, is a straightforward optimization identified as future work in 5.

4.4 Four-GPU Results (MUSICA)
The results presented in Sections 4.2.1–4.3 were collected on Hydra, a two-GPU system
(p = 2) in which the GPUs communicate over PCIe. This section presents complementary
measurements collected on MUSICA, a four-GPU system (p = 4), using a single GPU
node of MUSICA. Because the two machines differ in both rank count and interconnect
characteristics, the comparison is not a pure scaling experiment, rather, it illustrates how
the instrumentation adapts to a different communication topology and reveals phenomena
that are structurally absent at p = 2. Due to limited access to MUSICA, each experiment
was repeated only three times, consequently, the reported results may exhibit greater
run-to-run variability than those presented for Hydra.

4.4.1 Trace visualization at p = 4
The two-rank traces in 4.1 confirmed that the instrumentation correctly captures primitive
structure and rank asymmetry for a minimal collective. Scaling to more ranks introduces
qualitatively new behavior: the ring algorithm’s pipeline deepens, interior reduce-scatter
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Figure 4.11: Chrome Trace view of ncclAllReduce Ring/Simple at p = 4 (MUSICA),
1024 ncclInt elements. Four rank sections are visible (Rank 0–3), each subdivided into
thread–channel lanes (t0 ch0, t32 ch0, t64 ch0) and a summary lane showing the
collective-level non-primitive (allReduceRingSimple).

steps appear that are absent at p = 2, and the latency each rank experiences depends
on its position in the ring rather than being symmetric. The goal of this experiment is
to verify that the instrumentation remains interpretable at p = 4, and to show that the
additional structural complexity introduced by more ranks is directly readable from the
trace in a way that no host-level tool could expose.

Figure 4.11 extends the trace visualization from p = 2 to p = 4, using the same
Ring/Simple configuration shown in Figure 4.1. Several differences from the two-rank
trace are immediately apparent.

Four independent rank sections replace the two of the Hydra trace. Each rank occupies
its own collapsible group, with three thread lanes shown per rank (t0, t32, t64)
corresponding to the first three warp groups of channel 0. The summary lane (teal)
marks the allReduceRingSimple non-primitive extent for each rank.

A new dominant primitive type appears: directRecvReduceDirectSend (green),
which is absent in the p = 2 trace entirely. This is the interior reduce-scatter step
described in Section 4.4.3: the rank receives from its upstream neighbor, reduces, and
forwards downstream without writing to the output buffer. At p = 4 this step accounts
for the majority of visible span width in most ranks.

Stark rank asymmetry in span length is the most prominent visual feature of the trace.
Rank 0 shows relatively compact directRecvReduceDirectSend spans. Rank 1
shows a single long stall that spans almost the entire width of its collective call. Ranks 2
and 3 show the widest stalls. This ordering is consistent with ring position: Rank 1
receives from Rank 0 (the first initiator) with low latency, while Ranks 2 and 3 must wait
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for progressively longer upstream chains to resolve. The pipeline stall is therefore not an
artefact of the measurement but a genuine structural property of the ring algorithm that
is directly readable from the trace, and not directly observable to any host-level tool.

Comparison with the p = 2 Ring/Simple trace (Figure 4.1) highlights what p = 4 adds: the
sequential directSend → directRecvReduceCopyDirectSend → directRecv
pipeline of two ranks becomes a deeper, asymmetric sequence at four ranks, where the
interior steps dominate and their durations vary by more than an order of magnitude
depending on rank position.

Taken together, the p = 4 trace demonstrates two things. First, the instrumentation
scales correctly to larger communicators: all four ranks are captured, the new interior
primitive type is correctly identified and labelled, and the per-rank timeline remains
interpretable. Second, and more importantly, the trace makes pipeline stall structure
immediately visible as a pattern that would not be directly observable to a host-level tool
reporting a single collective duration per rank. This sets up the quantitative analysis of
pipeline stalls in 4.4.4, where we move from visual inspection to systematic measurement
of how stall duration scales with rank position and message size.

4.4.2 Tree/Simple rank structure at p = 4

Unlike the Ring algorithm, the Tree algorithm assigns structurally different communication
roles to different ranks depending on their position in the dual-tree topology, and these
roles produce qualitatively different primitive sequences that are invisible when all ranks
are combined. A root node simultaneously aggregates and broadcasts, an interior node
reduces upstream then forwards downstream, a leaf node sends its contribution and then
waits passively for the result. The goal of this experiment is to examine each rank’s trace
individually to verify that the instrumentation correctly captures this role differentiation,
and to use it to explain the performance characteristics of Tree/Simple observed in earlier
sections.

Figures 4.12–4.15 reveal how the dual-tree algorithm assigns qualitatively different
communication roles to different ranks, a distinction that is not directly observable at
the collective level and only observable through primitive-level instrumentation.

Rank 0’s lane timeline is entirely filled with a dense, uniform sequence of primitives
from the very start of the collective to its end. All lanes across all three channels (blk0,
blk1, blk2) show continuous directRecvReduceCopySend and directRecv spans
with no visible gaps. As the root of both complementary trees T1 and T2, Rank 0 is
simultaneously aggregating results from its children and distributing the final reduced
value back down. The density of spans reflects this dual role: Rank 0 has the highest
communication load of any rank and is active for the full duration of the collective.

Rank 1 shows a two-phase structure. The first portion of each lane is occupied by
directRecvReduceDirectSend spans (green), the interior pipeline step in which it
receives partial results from its subtree, reduces them, and forwards upstream. A tooltip
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Figure 4.12: Rank 0 (tree root): dense, continuous directRecvReduceCopySend and
directRecv spans across all three channels throughout the full collective duration,
reflecting the root’s dual aggregation and broadcast role.

in the figure confirms one such span has a duration of 4 ms 119 µs 824 ns, consistent
with the high-variance stall distributions discussed in Section 4.4.4. After a gap midway
through the collective the lanes switch to directRecvCopyDirectSend spans (purple),
corresponding to the all-gather phase in which Rank 1 receives the globally reduced result
from Rank 0 and forwards it to its sub-tree. This two-phase timeline (reduce-upstream
then broadcast-downstream) is the expected dual-tree interior node behavior.

Rank 2’s trace is structurally the simplest and most distinctive. The first quarter of the
timeline shows only directSend spans (shown in the tool-tip as 31 µs 552 ns), brief
outgoing transfers carrying Rank 2’s local data up to its parent in the tree. After these
complete, the entire remainder of the timeline is occupied by dense, uniform directRecv
spans (brown), in which Rank 2 receives the globally reduced value propagating back
down from the root. As a leaf node, Rank 2 has no children to aggregate from and no
downstream forwarding to perform: it simply sends its contribution and then waits to
receive the result. The stark two-colour contrast, a short gold send phase followed by
a long brown receive phase, visualises the leaf’s asymmetric role and explains why leaf
nodes are idle for most of the collective’s duration on this system.

Rank 3 shows the same two-phase structure as Rank 1, but with one important difference
visible in the first phase: the directRecvReduceDirectSend spans are substantially
longer, and the tool-tip confirms a step of 3 ms 119 µs 392 ns. This is consistent with
Rank 3’s deeper position in the reduce-scatter chain: it must wait for its sub-tree
(including Rank 2) to complete before it can forward its partial result upstream, leading
to the stall behavior quantified in Figure 4.17. The all-gather phase (second half)
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Figure 4.13: Rank 1 (interior node): a clear two-phase structure. The first half of the time-
line is dominated by directRecvReduceDirectSend spans (green) as Rank 1 reduces
and forwards upstream, the second half switches to directRecvCopyDirectSend
spans (purple) as it receives and forwards the globally reduced value back down.

transitions to directRecvCopyDirectSend spans just as in Rank 1, reflecting the
symmetric structure of the down-propagation phase.

The four traces show a role hierarchy that is completely flat at the host level, each rank
reports an identical ncclAllReduce event, but is highly differentiated at the primitive
level:

• Root (Rank 0): continuous dual-role activity, highest load, dense spans through-
out.

• Interior nodes (Ranks 1, 3): two-phase reduce-then-broadcast, with stall-
dominated first phase.

• Leaf (Rank 2): brief send followed by long passive receive, idle for most of the
collective.

This role differentiation may have a direct performance consequence. The leaf ranks
are idle for a substantial portion of the collective while interior nodes and the root are
saturated, meaning that the theoretical bandwidth advantage of the tree topology is
only partially realized in practice: the bottleneck is not the network but the serialized
reduce-upstream chain that interior nodes must wait on before they can forward.

4.4.3 Primitive visibility at p = 4
Scaling from p = 2 to p = 4 does not merely add more ranks, it also changes the set of
primitive types that appear in the trace. The goal of this experiment is to identify and
characterize the new primitive types that emerge at p = 4, quantify how they dominate
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Figure 4.14: Rank 2 (leaf node): a brief initial directSend phase carrying local data
up to its parent, followed by a long passive directRecv phase waiting for the globally
reduced value to propagate back down. The leaf is idle for the majority of the collective
duration.

the primitive time budget, and show that their distribution across algorithm/protocol
combinations is consistent with the known communication structure of each.

At p = 2, Ring/Simple uses three primitive types: directSend, directRecvReduce
CopyDirectSend, and directRecv. At p = 4, the ring pipeline has p − 1 = 3 reduce-
scatter steps and p − 1 = 3 all-gather steps, introducing two additional types that handle
the intermediate hops:

• directRecvReduceDirectSend (recvReduceSend for LL/LL128): an inte-
rior reduce-scatter step. The rank receives a partial result from its upstream
neighbor, applies the reduction, and immediately forwards it downstream without
copying to the output buffer. This primitive is absent at p = 2.

• directRecvCopyDirectSend (recvCopySend for LL/LL128): an interior all-
gather step. The rank receives the reduced value, copies it into its local output
slice, and forwards it downstream.

Figure 4.16 shows the primitive visibility breakdown for p = 4.

The primitive breakdown in Figure 4.16 and Table 4.7 reveals a striking asymmetry. For
Ring/Simple, the interior reduce step directRecvReduceDirectSend accounts
for 85.3% of all primitive time. This is a direct measure of the pipeline stall: ranks
spend the overwhelming majority of their primitive-visible time in this step, waiting
for upstream data before they can reduce and forward. For comparison, the final
step directRecvReduceCopyDirectSend accounts for only 3.6%, and the opening
directSend for 3.6%.
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Figure 4.15: Rank 3 (interior node): the same two-phase structure as Rank 1, but
with substantially longer directRecvReduceDirectSend spans in the first phase
(confirmed at 3 ms 119 µs 392 ns), reflecting its deeper position in the reduce-scatter chain
and the corresponding upstream stall.
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Figure 4.16: Primitive visibility for ncclAllReduce at p = 4 (MUSICA),
256 MB, all four ranks combined. Under Ring/Simple the interior step
directRecvReduceDirectSend accounts for 85.3% of total primitive time, quan-
tifying its dominance of the total primitive execution time. Ring/LL128 exhibits a
similar pattern: recvReduceSend dominates at 63.4%. Ring/LL shows the highest
non-primitive fraction (8.4%), consistent with the spin-wait behavior identified at p = 2.

Ring/LL128 shows the same qualitative pattern: recvReduceSend (the LL-variant
interior reduce) accounts for 63.4%, with recvReduceCopySend contributing a further
30.6%. The higher share for LL128 relative to Simple is consistent with LL128’s
smaller chunk size amplifying the number of stall events.

The Tree algorithm distributes the load more evenly. For Tree/Simple, directRecv
ReduceDirectSend accounts for 42.5%, directRecvCopyDirectSend for 28.7%,
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and directRecvReduceCopyDirectSend for 25.9%. The more balanced split reflects
the tree’s symmetric structure, where no single interior step accumulates disproportionate
waiting time.

The key finding of this section is that scaling to p = 4 shifts the primitive time budget
decisively toward interior pipeline steps, and that this shift is far more pronounced for
Ring than for Tree. Under Ring/Simple, a single interior primitive type absorbs 85% of
all observable execution time, a concentration not directly observable to any host-level
tool and only becomes apparent when individual primitive calls are timed inside the
kernel. The Tree algorithm’s more balanced distribution across primitive types at p = 4
offers a qualitatively different performance profile: no single step dominates, which means
there is no single bottleneck to optimize.

Table 4.7: Primitive share of total recorded time (%) for ncclAllReduce
at p = 4 (MUSICA), 256 MB, all ranks combined. The dominance of
directRecvReduceDirectSend / recvReduceSend under Ring quantifies the
pipeline stall, the more balanced Tree distribution reflects its symmetric communi-
cation pattern.

Primitive Ring LL Ring LL128 Ring Sim Tree LL Tree LL128 Tree Sim
non-primitive (exclusive) 8.4 0.1 0.1 3.3 0.1 0.1
recv / directRecv 7.4 1.2 1.6 5.5 8.9 1.6
recvCopySend / drCdS 19.6 3.0 5.9 10.7 23.5 28.7
recvReduceCopySend / dRRCdS 18.3 30.6 3.6 28.6 9.0 25.9
recvReduceSend / dRRdS 35.3 63.4 85.3 34.1 45.3 42.5
send / directSend 11.0 1.9 3.6 17.8 13.3 1.3

drCdS = directRecvCopyDirectSend; dRRCdS = directRecvReduceCopyDirectSend; dRRdS
= directRecvReduceDirectSend.

4.4.4 Primitive Duration Distributions per Rank
The primitive composition results in 4.4.3 showed that the interior reduce step direct
RecvReduceDirectSend dominates Ring/Simple execution at p = 4, accounting for
85% of all primitive time. What that aggregate view cannot reveal is whether all ranks
experience this step equally, or whether the ring topology creates systematic differences
in how long each rank spends waiting. In a pipelined ring, each rank can only begin
its interior reduce step once its upstream neighbor has completed and transmitted its
partial result, meaning ranks deeper in the chain accumulate waiting time from all
upstream ranks, while ranks closer to the initiator wait for fewer dependencies. The goal
of this experiment is to quantify this pipeline stall effect per rank using per-step duration
distributions.

directRecvReduceDirectSend This is the step where pipeline stall should be
most visible, and the data confirms this expectation strongly. The four ranks split into
two qualitatively distinct groups. Rank 1 is compact and predictable: IQR 44–138 µs,
median ≈ 95 µs, maximum ≈ 147 µs. Rank 1 receives from Rank 0, so it waits for only a
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Figure 4.17: Per-step duration distributions for all four primitive types in
ncclAllReduce Ring/Simple at p = 4 (MUSICA), n shows the number of entries.
Top-left: directRecvReduceDirectSend (interior reduce-scatter): strong rank asym-
metry, Rank 1 compact (IQR 44–138 µs), Ranks 0, 2, 3 with outliers reaching 5.7–6.5 ms.
Top-right: directRecvReduceCopyDirectSend (final reduce): rank-symmetric (me-
dians 98–109 µs), internal control. Bottom-left: directRecvCopyDirectSend (inte-
rior all-gather): mild rank variation (medians 79–90 µs). Bottom-right: directRecv
(final receive, terminal): shortest overall (medians 38–53 µs), no stall propagation.

single upstream step with minimal accumulated latency. Ranks 0, 2, and 3 each show
wide IQRs spanning hundreds of microseconds to several milliseconds, with outlier steps
reaching ≈ 5.7 ms (Rank 0), ≈ 6.5 ms (Rank 2), and a upper whisker at 5.85 ms (Rank 3).
Rank 3 stands out with the highest median at ≈ 965 µs and the widest IQR (90 µs–2.8 ms),
consistent with it sitting deepest in the reduce-scatter chain and accumulating upstream
wait time from Ranks 1 and 2 before it can forward. Rank 0’s high variance is slightly
counterintuitive given that it initiates the reduce-scatter, but in a ring topology Rank 0
also receives from Rank 3 during the final step of the reduce-scatter, and the time for
Rank 3 to complete its chain is itself highly variable, the variance propagates back around
the ring.
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directRecvReduceCopyDirectSend This step performs the final reduce-scatter
reduction: it receives the upstream partial sum, reduces it with the local segment
to produce the globally reduced value, copies the result to the output buffer, and
forwards it downstream. All four ranks show tightly clustered distributions: me-
dians between 98 µs (Rank 3) and 109 µs (Rank 0), IQRs of similar width (≈ 45–
195 µs), and no outliers. The near-identical distributions across ranks rule out per-
rank hardware or scheduling differences as an explanation for the asymmetry in the
directRecvReduceCopyDirectSend section of Figure 4.17, showing that the stall
originates in the upstream-wait component of directRecvReduceDirectSend and
not in the reduction compute itself.

directRecvCopyDirectSend During the all-gather phase each rank receives the
globally reduced value, copies it into its local output slice, and forwards it downstream.
Unlike the reduce-scatter interior step, the all-gather chain starts from the root (which
has the complete result) and propagates outward, so upstream dependencies are shorter
and more predictable. Accordingly, all four ranks show similar distributions: medians
79–90 µs (Rank 0 highest, Rank 2 lowest), IQRs roughly 39–144 µs. This is broadly
expected as some rank variation is present probably because each rank still waits for
its upstream neighbor in the all-gather chain, but the effect is much milder than in the
reduce-scatter direction. Rank 1 being marginally tightest is again consistent: it receives
from the root (Rank 0) first in the all-gather, waiting for the fewest hops.

directRecv This is the terminal step of the all-gather: each rank receives the final
globally reduced segment and writes it locally, with no forwarding. It should therefore
be the cleanest and shortest primitive in the pipeline, limited only by the time to receive
data from the upstream neighbor and write it to memory. The data is broadly consistent
with this: medians range from 38 µs (Rank 2) to 53 µs (Rank 0), substantially lower than
any other primitive type. However, there is a mild and slightly unexpected asymmetry:
Rank 0 has a notably higher median than the other ranks, and Rank 2 has the widest
IQR (Q1 ≈23 µs, Q3 ≈97 µs). The Rank 0 elevation is plausible: in the ring, Rank 0
receives from Rank 3 at the end of the all-gather chain, which is the last rank to complete
forwarding, introducing slightly more variability in when data arrives.

Taken together, the per-step distributions provide a complete and internally consistent
picture of where time is spent across the ring pipeline. The fact that all four primitives con-
form to their expected distributions simultaneously provides strong evidence that the in-
strumentation is measuring genuine execution behavior rather than measurement artifacts.
The dominant actionable finding remains the stall in directRecvReduceDirectSend:
it is the only primitive where rank position produces order-of-magnitude differences in
step duration, and it accounts for 85% of all primitive time, making it the primary
candidate for optimization on this specific platform (MUSICA, PCIe). Verification on
other interconnects like NVLink is left for future work.
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Figure 4.18: Per-rank ncclAllReduce duration vs. message size for Ring/Simple on
MUSICA (p = 4, H100), log–log scale. Each line is one rank (Ranks 0–3). Non-monotone
behavior at small and mid-range sizes reflects the limited number of complete collective
invocations captured within the profiling window.

4.4.5 Per-rank Timing on MUSICA

The Ring vs. Tree comparison in 4.2.2 used the longest-lasting thread as a conservative
bound on collective latency. To examine how that cost is distributed across ranks,
Figure 4.18 shows per-rank timing for Ring/Simple on MUSICA (p = 4), because it is
the configuration that produces the most pronounced rank asymmetry. The remaining
five algorithm/protocol combinations are provided in Appendix A.2 for completeness.

Rank 1 (green) separates from the other three ranks from ≈ 256 KB onward and is
consistently slower at mid-range sizes, while Ranks 0, 2, and 3 track closely together
throughout. This is consistent with Rank 1 accumulating disproportionate stall in the
Simple pipeline, which has large chunks and therefore longer per-step waits. Across
the other protocol configurations (see Appendix A.2), rank spread is protocol- and size-
dependent: Ring/LL shows divergence only at mid-range sizes that collapses at large sizes,
while Tree configurations either cluster tightly (Tree/LL) or show an early two-group
split that converges in the bandwidth-bound regime. The key practical implication is
consistent across all configurations: in a synchronous training workload, a single stalled
rank stalls all others at every collective barrier, translating directly into reduced training
throughput.

4.4.6 Ring vs. Tree at p = 4

Figure 4.19 and Table 4.8 show performance relative to Tree/LL as baseline. Entries
marked † at ≈ 16 KB (Tree/Simple: 11.45×) and ≈ 256 KB (Tree/LL128: 20.85×) are
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Figure 4.19: ncclAllReduce duration at p = 4 (MUSICA), normalized to Tree/LL
as baseline (dashed line at 1.0). Values below 1.0 indicate faster than baseline, values
above 1.0 indicate slower. Both axes are log scale. Spikes at ≈ 16 KB and ≈ 256 KB for
Tree/LL128 and Tree/Simple are profiling artifacts (see † in Table 4.8).

profiling artifacts and are excluded from the analysis below. Three patterns stand out
from the reliable measurements.

First, at small messages (≤ 64 KB), Tree/LL128 and Ring/LL are the fastest configura-
tions, both reaching ≈0.4× baseline at 4 KB. Ring/Simple is the slowest small-message
option at 1.46× baseline, consistent with Simple’s large chunk overhead dominating at
these sizes.

Second, at large messages (≥ 16 MB), Ring/LL128 becomes the clear winner, reaching
0.37× baseline at 256 MB and 0.57× at 1 GB. Tree/Simple also performs well at 16 MB
(0.33×). The LL128 protocol’s 128-byte chunks make efficient use of the H100’s high
bandwidth without the synchronization overhead of Simple.

Third, Simple performs poorly relative to Hydra. Ring/Simple exceeds baseline at
both 1 MB (3.30×) and 1 GB (1.54×), whereas on Hydra Simple was the large-message
winner. This inversion suggests that on the H100, the fence-based synchronization in
Simple incurs a disproportionate penalty relative to flag-based protocols, possibly due
to stricter memory ordering requirements or PCIe topology differences.
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Table 4.8: ncclAllReduce duration at p = 4 (MUSICA), normalized to Tree/LL
(baseline = 1.00, column omitted). Values below 1.00 are faster than baseline, values
above 1.00 are slower. The fastest entry per row is bold. Entries marked † are likely
profiling artifacts.

Ring Tree
Size LL LL128 Simple LL128 Simple
4 KB (1 K) 0.40 0.73 1.46 0.38 0.51
64 KB (16 K) 0.39 1.58 1.25 0.78 11.45†

1 MB (256 K) 1.23 1.41 3.30 20.85† 2.00
16 MB (4 M) 3.31 0.49 2.28 2.09 0.33
256 MB (64 M) 0.41 0.37 0.64 0.96 0.47
1 GB (256 M) 0.77 0.57 1.54 0.62 0.52

† Likely a measurement artifact, see text.

4.4.7 Primitive duration distributions: Ring vs. Tree
The previous sections established that Ring and Tree differ substantially in their rank-level
timing behaviour, particularly at small and medium message sizes where pipeline stalls
and synchronization effects dominate. However, per-rank duration alone does not reveal
which internal communication steps are responsible for that behaviour. The goal of this
experiment is therefore to examine the distribution of execution time at the primitive
level for Ring/Simple and Tree/Simple on MUSICA (p = 4), and to determine whether
the rank-level imbalance observed earlier can be traced to specific pipeline primitives. In
particular, we expect Ring to exhibit a highly asymmetric distribution at small message
sizes, where a small number of stalled forwarding operations dominate collective latency,
while Tree should show a more balanced distribution across primitives due to its more
symmetric communication structure. At large message sizes we expect both algorithms
to converge toward similar bandwidth-dominated behaviour, where primitive durations
become more uniform and structural differences diminish.

The six box-plot figures show the distribution of per-step primitive durations for
Ring/Simple (Figures 4.20a–4.20e) and Tree/Simple (Figures 4.20b–4.20f) at three
message sizes: 4 KB, 256 MB, and 1 GB. All data comes from MUSICA (p = 4). Each
box shows the distribution pooled across all ranks and channels, outliers are suppressed.
A Non-communication time box shows the time spent inside the collective non-primitive
that is not attributed to any primitive (inter-step gaps and kernel setup/teardown).

Reading across the three Ring size figures, the evolution of primitive distributions reveals
the transition from latency-dominated to bandwidth-dominated behaviour. At 4 KB,
directRecvReduceDirectSend has an extremely right-skewed distribution caused
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Figure 4.20: Distribution of per-step primitive durations for Ring and Tree across 4 KB,
256 MB, and 1 GB on MUSICA (p = 4).

by pipeline stalls, by 256 MB its distribution narrows and all primitives become visible,
by 1 GB all distributions converge to a narrow band, confirming that the bottleneck has
shifted to bandwidth.

The Tree figures show a qualitatively different evolution. At 4 KB the spread is shared
among the forwarding primitives without a single dominant stall. At both 256 MB
and 1 GB the distributions are similar in width, reflecting a stable, balanced execution
across sizes once the message is large enough for the tree structure to operate without
protocol-boundary interference.

Overall, the experiment confirms the expected distinction between Ring and Tree at
the primitive level. Ring exhibits strongly asymmetric behaviour at small message sizes,
where the directRecvReduceDirectSend primitive develops a large right-skewed
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distribution caused by pipeline stalls and accumulated upstream waits. This directly
matches the rank-level imbalance observed earlier for Ring/Simple, confirming that the
collective slowdown originates from a small subset of heavily delayed forwarding steps
rather than from uniform communication cost across all primitives.

Tree behaves differently. Rather than producing a single dominant stalled primitive,
the execution time is distributed more evenly across forwarding operations, particularly
at 4 KB where the spread is shared across several primitives instead of concentrating
in one stage. At 256 MB and 1 GB the Tree distributions remain tightly clustered and
structurally stable, indicating balanced pipeline utilization throughout the collective.

The convergence of both algorithms at 1 GB also matches expectation. At this size,
primitive medians and IQRs become similar for both Ring and Tree, showing that
the cost of bulk data movement dominates topology-dependent synchronization effects.
The primitive-level evidence therefore supports the broader conclusion of this chapter:
Ring and Tree differ primarily in how they distribute synchronization and pipeline
stall overhead at small and medium message sizes, while at sufficiently large sizes both
algorithms become predominantly bandwidth-bound.

4.5 Validation
This section validates the instrumentation against theoretical predictions, internal consis-
tency checks, and one quantitative timing sanity check.

4.5.1 Step count verification
For Ring ncclAllReduce with p = 2, the algorithm performs 2(p − 1) = 2 logical
steps per channel per collective call. At 4 KB the data contains exactly one logical
directSend, one directRecvReduceCopyDirectSend, and one directRecv per
channel per call, matching this prediction. At larger sizes the same three types repeat
across multiple chunks, the chunk count matches the message-size-to-eltN ratio (for
Simple at 256 MB: 2 MB per step, 256/2 = 128 chunks per channel).

For p = 4, the step count increases to 2(p−1) = 6 per channel, with the two additional in-
terior steps (directRecvReduceDirectSend and directRecvCopyDirectSend)
appearing between the terminal steps, matching the primitive counts in Table 4.7.

4.5.2 Chunk-size consistency check
A concrete timing sanity check cross-validates the measured per-step durations against
the expected PCIe bandwidth. For Ring/Simple on Hydra at 256 MB, the dominant
step directRecvReduceCopyDirectSend transfers approximately 2 MB per step (as
read from Figure 4.8). The measured mean step duration from the primitive box-plot is
approximately 100 µs (median visible in Figure 4.20c). This gives an implied per-step
throughput of 2 MB/100 µs = 20 GB/s, consistent with the PCIe 4.0 ×16 theoretical
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peak of ≈ 32 GB/s and typical achieved bandwidth of 60–70% of peak. The alignment
confirms that the step-level timestamps reflect real data transfer and not instrumentation
artifacts.

At 1 GB, the Ring step durations in Figure 4.20e show all pipeline primitives converging to
≈ 130–150 µs with similar chunk sizes. The implied throughput for directRecvReduce
CopyDirectSend (≈ 2 MB / 145 µs ≈ 13.8 GB/s) is consistent with bandwidth satura-
tion at this message size, providing a second confirmation point.

4.5.3 Metadata consistency
Cross-checking the PrimitiveMeta records against the algorithm configuration confirms
expected values. For Ring primitives, fan_nsend= 1 and fan_nrecv= 1 throughout.
The proto field matches the protocol reported at the collective level. The Direct flag
is set to 1 for Simple and 0 for LL and LL128, consistent with the protocol descriptions
in Section 2.6. For the selected directSend span in Figure 4.3, the metadata shows
proto=2 (Simple), nrecv=1, nsend=1, and eltN=65536 (256 KB per step at that
size), all matching expected values.

4.6 Implications for GPU simulators
The instrumentation developed in this thesis provides a new vantage point on this problem.
Rather than deriving step costs analytically from hardware specifications, it measures
them directly inside the GPU kernel. Several properties of the observed behavior have
implications for how collective simulation should be approached.

The three NCCL protocols differ not only in performance but in how much of their
execution is amenable to step-level measurement at all. This stratification suggests
that simulation models should treat protocols as structurally distinct rather than as
performance variants of the same underlying model. Hu et al. [10] provide a detailed archi-
tectural analysis of the protocol differences at the implementation level, the measurements
in this thesis provide empirical evidence for it at the timing level.

The α–β model and its descendants treat all participating ranks symmetrically. The
dual-tree algorithm analyzed by Sanders et al. [12] assigns structurally different roles
to different nodes, and the measurements in this thesis show that these roles produce
qualitatively different timing distributions in practice. A simulator that averages across
ranks will underestimate collective completion time, because completion is determined
by the slowest rank, which is structurally different from the average. Incorporating rank
role assignment explicitly would improve the accuracy of tail latency predictions.

Classical collective complexity analyses identify a latency-dominated regime for small
messages and a bandwidth-dominated regime for large messages, with a crossover that
depends on hardware parameters [9]. Kernel-level instrumentation makes this crossover
empirically observable rather than theoretically predicted, and shows that it manifests
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differently for Ring and Tree. Simulators that model the two regimes separately and use
empirically determined crossover points rather than analytically derived ones would be
better positioned to match real hardware behavior across the full message-size range.

Whether the distributional properties observed here are invariant across larger rank
counts and different interconnects remains an open question. Beni et al. [20] and De
Sensi et al. [21] both demonstrate that collective performance is sensitive to topology
and configuration in ways not fully captured by current analytical models, suggesting
that empirical characterization at scale is a worthwhile direction for future work
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CHAPTER 5
Conclusion

This thesis set out to improve the observability of GPU collective communication by
introducing fine-grained, kernel-level instrumentation into the NCCL library. The in-
strumented library records precise timestamps at the level of individual communication
primitives, the atomic send, receive, and reduce steps that constitute each collective opera-
tion, using the GPU’s global hardware timer. Alongside timing data, a PrimitiveMeta
structure captures the full configuration of each primitive instance at construction time.
The result is a dataset that is qualitatively different from anything available through
existing tools such as CUPTI or the NCCL external profiler, which observe only host-side
boundaries and kernel launch events.

Measurements were collected on two platforms: Hydra, a two-GPU (p = 2) system com-
municating over PCIe, and MUSICA, a four-GPU (p = 4) system. Together, the datasets
comprise of multiple CSV files, spanning five collective operations (ncclAllReduce,
ncclAllGather, ncclReduceScatter, ncclBroadcast, ncclReduce), two algo-
rithms (Ring and Tree), three protocols (LL, LL128, Simple), and six message sizes
(4 KB to 256 MB).

The four research questions posed in Chapter 1 are answered as follows.

RQ1: How can NCCL be instrumented to collect fine-grained timing
information without significantly affecting performance?
The NCCL can be instrumented using wrappers around specific functions/parts of code,
we wish to later dissect. Since each collective operation is run multithreaded, and the
threads do the same task, at warp level at least, we can minimize the overhead by
capturing once per warp. This allows us to get the general picture of whats happening
during a collective call, without actually capturing every event, which would be costly in
both time and space. With this approach we had overhead that ranges from 1.01× to
1.15× of the time normal NCCL runs the same code. This is satisfactory for such a tool.
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5. Conclusion

RQ2: What additional insights are revealed through fine-grained timing,
and which steps dominate execution time?
In it’s current version the modified NCCL code allows us to see the steps different
algorithms and protocols take in order to complete the collective operation. We can also
see how these protocols and algorithms differ between each-other, even when performing
the same collective operation.

We are also able to compare different primitives by their execution time and how similar
operations perform against each other. While comparing algorithms and protocols is
possible without this modification, it is much clearer how long the actual execution of
the algorithm is, since we only wrap the actual algorithm function.

This also exists as a proof of concept and can easily be extended to be even more
fine-grained and or to add other operations/points of interest, such as we have done with
the primitive meta-data, which while not entirely used in this thesis, can be a useful tool
for later development of the simulator, as it defines how the primitives are initialized.

The steps that dominate for the most part are usually ones that are a combination
of different operations like directRecvReduceDirectSend, which does 3 primitive
operations in one step.

RQ3: What overhead does the instrumentation introduce?
In the protocol-controlled experiment (fixed Simple), the full-profiling slowdown ranges
from 1.01× to 1.15× (excluding the 16 MB baseline noise artefact). At 256 MB and 1 GB
the overhead is 0.8% and 3.7% respectively. The dominant cost is init (loading device-side
buffer pointers), not recording, the marginal recording cost is 0.3% at 256 MB and
negligible at 1 GB. The instrumentation is suitable for short targeted profiling windows
and is unsuitable for continuous production monitoring.

RQ4: How can the measurements guide GPU simulator development?
The measurements give us a clearer picture of which steps are taken by which algorithm
and protocol as well as their timing distribution. We can use the data for further
breakdowns of step timings, which can help us discover bottle-necks in the code and show
behavior not previously seen by less fine-grained tools. For example the The chunk-size
figure gives the direct bytes-per-step parameterization needed to extend predictions to
unseen message sizes.

Future Work
There are several things we can improve upon in this thesis.

The overhead analysis in Section 4.3 shows that the dominant cost is loading profiler
data structures at communicator initialization, not the per-event write. Lazy allocation,
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deferring device-buffer allocation until tracing is first enabled, could eliminate this cost
entirely for rounds where the profiler is loaded but inactive.

The MUSICA experiments at p = 4 revealed the pipeline stall phenomenon and the
Tree latency advantage, both of which were invisible at p = 2. Extending the analysis
to p = 8, p = 16, and beyond would quantify how these effects scale and test whether
the theoretical O(log p) vs. O(p) step-count difference translates linearly to wall-clock
savings as p grows.

Both experimental platforms used PCIe. On NVLink-connected systems, inter-GPU
bandwidth is substantially higher and NCCL selects different protocol thresholds and
chunk sizes. Re-running the same measurement suite on an NVLink or InfiniBand
topology would test the portability of the instrumentation and provide hardware-specific
timing distributions for simulator parameterization.

One direction is to add a secondary instrumentation layer that counts polling iterations
inside the flag-wait loop, which would decompose the wrapper time into “waiting for flag”
and “data transfer” components without requiring a cycle-level GPU model.

Include other algorithms such as CollNet and Tree with CollNet, which are designed for
p ≥ 8 and are used in production at large scale. This would extend the coverage of the
dataset and enable comparison of the primitive structure and timing distributions of
these algorithms against Ring and Tree.

Close use of the metadata with the timing data would enable more detailed analysis of
how specific configuration parameters (e.g., chunk size, number of sends/receives) affect
the timing distributions, and could inform more accurate simulator models that take
these parameters into account.
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APPENDIX A
Appendix

A.1 Instrumented NCCL Primitive Operations
The following tables list every primitive operation instrumented by the tracer, extracted
from prims_ll.h, prims_ll128.h, and prims_simple.h. Each primitive corre-
sponds to one RunTracer call site in the NCCL kernel source. LL and LL128 share
an identical interface; Simple exposes additional direct-memory and scatter/gather
variants.

Table A.1: Instrumented primitives for LL and LL128 (identical interface in both
protocols).

Primitive Description
send Send data from input buffer to peer
sendFromOutput Send data from output buffer to peer
recv Receive data into output buffer
recvReduceSend Receive, reduce with input buffer, send to peer
recvReduceCopy Receive, reduce with input buffer, write to output buffer
copySend Copy input to output buffer and send to peer
recvCopySend Receive into output buffer and forward to peer
recvReduceCopySend Receive, reduce with input, write to output, send to peer

A.2 Per-rank Timing: All Algorithm/Protocol
Combinations
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A. Appendix

Table A.2: Instrumented primitives for Simple.

Primitive Description
Basic send/recv
send Send data from input buffer to peer
sendFromOutput Send data from output buffer to peer
recv Receive data into output buffer
recvSend Receive and forward to peer (no local copy)
Direct send variants (DMA to peer output buffer)
directSend Send using direct memory access
directSendFromOutput Direct send from output buffer
Direct recv variants
directRecv Receive using direct memory access
directRecvCopy Direct receive with copy to output buffer
Copy+send
copySend Copy input to output and send to peer
directCopySend Copy input to output and direct send to peer
Recv+copy+send
recvCopySend Receive into output buffer and forward to peer
directRecvCopyDirectSend Direct recv, copy to output, direct send
recvCopyDirectSend Receive, copy to output, direct send
Recv+direct send (no local copy)
recvDirectSend Receive and direct send to peer
directRecvSend Direct recv and send to peer
directRecvDirectSend Direct recv and direct send
Reduce+copy
recvReduceCopy Receive, reduce with input, write to output
directRecvReduceCopy Direct recv, reduce with input, write to output
Reduce+send
recvReduceSend Receive, reduce with input, send to peer
directRecvReduceSend Direct recv, reduce with input, send to peer
recvReduceDirectSend Receive, reduce with input, direct send
directRecvReduceDirectSend Direct recv, reduce with input, direct send
Reduce+copy+send
recvReduceCopySend Receive, reduce with input, copy to output, send
recvReduceCopyDirectSend Receive, reduce with input, copy to output, direct send
directRecvReduceCopyDirectSend Direct recv, reduce, copy to output, direct send
Scatter/gather
scatter Scatter input across peer send buffers
directScatter Scatter using direct memory access
gather Gather from peer recv buffers into output
directGather Gather using direct memory access
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A.2. Per-rank Timing: All Algorithm/Protocol Combinations
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Figure A.1: Per-rank ncclAllReduce duration vs. message size for five algorithm/pro-
tocol combinations on MUSICA (p = 4, H100), log–log scale. Ring/Simple is shown in
the main text (Figure 4.18).
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Overview of Generative AI Tools
Used

I declare I used multiple AI tools during the writing of this thesis.

When first starting I used GitHub Copilot in order to get a better understanding of the
NCCL code-base. As it contained heavy abstraction I would sometimes ask Copilot to
tell me where certain processes are taking place.

Similarly I used the both ChatGPT and Copilot for the best approaches in altering the
code, with minimal consequences to the performance. Similarly I used Claude for ideas
of graphs I could add to the thesis to improve it, but the only idea of its that I actually
used in this thesis was the Section 4.2.3.

Chapter 2 contains some TikZ drawings, these were created with the help of Claude. As
Claude had some issues generating the full drawing without errors, we manually edited
them later.

Chapter 4 contains a lot of plots, which were generated using Python code. For all of
these the first draft of the script was generated using ChatGPT, as it made the process
much faster. Figure 4.8 was generated using Claude, originally part of some different
question it generated this image and I believe it was a nice addition to the thesis so I
incorporated it.

For the text I wrote each paragraph myself at first, but then tried to improve it, by
asking Claude for suggestions to make it more readable and to add things to make it less
confusing. I also showed it my whole thesis and asked it for improvements. The thesis
uses some macros, which I also generated using Claude.

Finally I used Grammarly to make sure the text is grammatically correct.
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